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Introduction

!

This book is a work in progress. This introductory chapter is incomplete. As of this
version, Part I is substantially complete. Part II is under construction. It contains the
design and code for the data management portions of the model execution
environment and the state model code for relational classes. It lacks the state
model implementation for assigner associations and for polymorphic events. Part III
is empty. Part IV is a compendium of supporting software and included code is
complete. However, more support code will be added.

This book contains a set of design concepts and their corresponding implementation for engineering
software of reactive-oriented systems using semi-formal techniques [1]. Starting from well-founded
principles, the book describes a path for implementing complex software systems that interact with
their environment while abiding by sound software engineering principles. Along that path, the
following broad areas are explored:

1. Basic systems programming required to run any software and have that software interact with
its environment.

2. A model of software execution which both orchestrates control flow and enforces data
consistency.

3. A composition technique that supports building software components and assembling those
components into larger software systems.

In this book, there are several recurring software engineering themes:

Separation of concerns
Understandability is a critical component of a sustainable software system. Our ability to
conceive and understand complex systems is largely based on dividing the system into coherent
subject parts. Those parts allow us to consider the aspects of the system in isolation. Implied in
the separation is a technique to assemble the parts into a functioning system. This separation
(and the subsequent reassembly) are necessary to overcome our human limitations of short
term memory.

Constrained execution
There are many more things in a software system which can go wrong than can go right. The
state space of even the smallest computing system is so overwhelming large that we must make
efforts on several fronts to confine a programÕs execution and verify those constraints during
execution in an attempt to minimize its failure modes.

Allocation of complexity
The idea to consider system complexity as consisting of essential  complexity and accidental
complexity was first proposed by Brooks . Semi-formal models of the logic of the system are the
means by which the two forms of complexity are separated. Models capture system
requirements and represent the system in an implementation independent form which is free of
accidental complexity. Those models are translated into system software yielding any accidental
complexity associated with the implementation. The solution to a problem must precede the
implementation of that solution. The fundamental difference between ÒwhatÓ a system does and
ÒhowÓ technology is brought to bear to implement the system is the basic division between the
essential and the accidental. The view of complexity here is similar to that of Moseley and Marks .

These goals present a large scope of effort which must be narrowed substantially to accomplish. We
start by defining some fundamental terms.
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We adopt the categorization of systems by Halbwachs :

a. Reactive!Ñ!``systems that continuously react to their environment at a speed determined by
this environment.''

b. Interactive!Ñ!``systems which continuously interact with their environment, but at their own
rate.''

c. Transformational!Ñ!``classical systems whose inputs are available at the beginning of the
execution and which deliver their outputs when terminating.''

The focus of this book is reactive  systems. Again, using Halbwachs definitions, these types of
systems feature:

Concurrency
At the least, the concurrency between the system and its environment must be taken into
account.

Time requirements
These requirements concern both their input rate and their input/output response time.

Determinism
The outputs of such a system are entirely determined by their input values and by the
occurrence times of these inputs.

Reliability
It is commonplace to say that errors in reactive systems can have dramatic consequences,
involving human lives and huge amount[sic] of money.

Ñ Nicolas Halbwachs, Synchronous programming of reactive systems

Two terms, often applied to reactive systems, are avoided:

Embedded
The notion of an embedded system lies with how the system is perceived by its user. The
promise of software is to be able to use multi-purpose hardware to create special-purpose
machines. A system which can transform its function by executing a different program is
perceived as computer-based. An embedded system performs a single specialized function
despite using a computer as part of its implementation. A user may know that the operations of
an embedded system are performed by a computer, but the expectation when using the system
is that it is specialized for a single purpose. Common parlance associates embedded systems
with being resource constrained. However, modern computing hardware advances blur the
distinction of resource constraints and computers exists which span a wide range of resource
availability to meet an equally wide range of system requirements. Because the term embedded
does not shed much light on the manner in which the system performs, this book does not use
the term.

Real-time
A system either does or does not have requirements which specify its response timing. Failure to
meet specified timing constraints constitutes a system defect regardless of whether there is any
external manifestation or consequence of the failure. The existence of time response
requirements does not describe effectively the manner in which a system is designed to meet
those requirements. There is no single design or programming approach that is necessitated by
response time requirements. The terms hard real time  or soft real time  provide no additional
clarity. It seems, colloquially, that hard  time requirements are meant to be taken seriously,
having possible grievous consequences if not met. There is sometimes an implication that the
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timing requirements may pose difficulties for the implementation to achieve, conflating the ideas
of strict and difficult. Soft  timing requirements usually equate to, ``not too long as to annoy the
human operating the system.'' If you are in the position to argue that a timing violation is of no
substantial consequence, then you are also in the position to argue that the requirement is
otiose. For timing violations that are detected as uncorrelated to specific controls of the system,
conjectures regarding the frequency of occurrence of the violation (usually as an attempt to
rationalize taking no corrective action) are a probabilistic argument that would only be valid if we
dwelt in a quantum-sized world. We strive for determinism as a mechanism for meeting time
response requirements.

Target Readers
This book is primarily intended for:

¥ Experienced developers looking for new system building techniques.

¥ Engineers seeking a method of building software which results in systems that are easier to
understand and reason about.

¥ Software developers interested in software engineering concepts which are validated by an
accompanying implementation of the concepts.

In the end, we must conclude this is not  a beginners book. Albeit there is a large amount of
explanation  in the book, there is no deliberate attempt at being a tutorial. There are, for example,
no exercises or other comprehension tests. The explanation is intended to describe the design
concepts and the accompanying implementation demonstrates the concept in practice. Basic
knowledge of programming is assumed. Basic knowledge of microcontrollers is helpful. There are
many good sources of tutorial material on the Internet that are not replicated here. This is not to
say that a beginner would accrue no benefit from reading the book. Rather beginners are advised
that it may be necessary to search other sources for some background information to which they
may not have been exposed previously.

Overview
This book is divided into five parts. The first three parts contain the main exposition of the subject
matter. The remaining two parts cover common code used elsewhere and supplemental information
for the benefit of readers.

¥ Part I, Tap Root , describes the core systems programming that is required to execute a program
and have that program interact with its environment.

¥ Part II, Baton , describes the model of execution for system components that are decomposed by
subject matter.

¥ Part III, Islands in the Stream , describes the connections between subject matter components
from Part II and how those components are assembled into a complete system.

¥ Part IV, Supporting Code , contains chapters describing common code sequences used elsewhere
in the book.

¥ Part V, Supplemental Materials , is a collection of terms, appendices and other information which
is referenced elsewhere in the book.

What is the bottom?
The subtitle of this book is, A Microcontroller from the Bottom Up , so what constitutes ÒbottomÓ
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must be defined. There are many deep wells of knowledge and expertise in computing electronics.
It ranges from the physics of semiconductors, to the design of instruction sets, and to the amazingly
complex machines used to manufacture semiconductors. Since our primary interest in this book is
software and, standing firmly on the shoulders of others, the starting point is taken as a complete
microcontroller hardware system, but without any software. This starting point is quite elevated in
the computing food chain. There are many important aspects of how microcontroller hardware is
made into working computer systems that are not considered. It is assumed that there is some
technique to install code on the microcontroller and the software execution can be monitored and
controlled.

The criteria for choosing a platform for demonstrating the implementation are:

¥ A relative modern computing architecture whose processor core supports some form of
execution constraints.

¥ The availability of inexpensive hardware development boards.

¥ The availability of language tools, debuggers, and general development ecosystem.

There are many choices which meet these criteria. Components from SparkFun¨  have been
chosen. The target implementation is the Artemis MicroMod processor board installed on a suitable
carrier board. The processor is an ARM¨ Cortex-M4  based SOC manufactured by Ambiq¨ .

Some readers will unfortunately conclude that since the target for the implementation is a
microcontroller and their interests are in larger, more capable machines, this book has little to offer
them. Since the intent is to have a functioning body of software, there is substantial, unavoidable
SOC specific implementation code in the book. The choice of using a microcontroller avoids many of
the complexities of larger computing environments so that the focus can remain on the essentials
of the engineering. However, most of the microcontroller specific details are contained in Part I and
later parts of the book make little or no reference to target specific details. That is one of the first
separations of concern made, namely, an adamant distinction between the application logic and the
specific computing technology used to implement that logic. To that end, Part II gives an
implementation of the execution scheme both for the Artemis processor board and the POSIX
environment. As the title indicates, the book progresses from specific code to more abstract models
of application logic in an effort to both scale development efforts to build complex, yet
understandable, systems and to demonstrate clearly how those techniques are composed from
fundamental constructs.

What is the top?
The goal is to be able to build complex software systems which are understandable and sustainable.
That will be accomplished by decomposing the problem in to cohesive domains based on subject-
matter. The domains are individually analyzed. The analysis is captured in a model of the subject
matter of the domain. That model is then translated  into the system implementation. The modeling
artifacts provide two essential functions:

a. A means to specify precisely the problem being solved. This implies that understanding about
the system is not  derived from the code which implements it, but rather by ÒexecutingÓ the
model.

b. A direct path from the model to an implementation. Model artifacts must contribute directly to
deriving the system implementation.

A system is then composed of a set of highly cohesive domains interacting with each other and the
environment by means of bridges . Bridging is the activity required provide the mapping between
the semantics of the various subject matter domains.
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In the book Models to Code , the approach started at modeling and demonstrated how code could be
directly derived from the models. In this book, the approach is in the opposite direction to show how
models help conquer problems in understanding and building complex systems.

There Will Be Design
Most of the content of this book is a series of design concepts for how to control aspects of a
microcontroller and to create an execution environment for applications. In these cases, design
concepts are presented along with their implementation.

In several places, we use the phrase, element of the design . This phrase is intended to convey that
the subject being discussed requires creative human activity to construct the exact details of how
the circumstances should be treated. For example, it is an element of the design  to determine the
exact split of processing that occurs between an IRQ handler and background processing to fulfill
the requirements of the system. A software engineer must create a design to accomplish the task
which gives the operational details of the split. These cases are such that there is no ÒchecklistÓ or
rote manner in which the activity may be accomplished and we rely upon the experience,
intelligence, and creativity of the engineer.

There Will Be Code
And a lot of it. This book is also a literate program . Code and description are combined in the
document to facilitate understanding of the program logic. The source code is tangled  ( i.e.
separated) from the document to present to the compiler.

There is a simple syntax for denoting program parts within the document and the details are
presented in an appendix . Literate programming allows a program to be presented to the reader in
an order which is different than that demanded by the compiler. It allows the presentation of design
concepts from top down, bottom up, or inside out as it appropriate to the subject matter.

The programming language used in the book is Zig . Zig is a relatively new systems programming
language which presents an execution model that has similar characteristics as ÒCÓ and can easily
interoperate with ÒCÓ. For example, Zig programs are responsible for managing their own memory
and can perform direct access to memory. But Zig is also a much bigger language than ÒCÓ and has
several facilities, which are described later, that make is a suitable tool for the particulars of this
type of work. For ÒCÓ programmers, the syntax is vaguely familiar, but it does not  follow the ÒCÓ
conventions where declarations of a variable look much the same as the usage of the variable in an
expression. For readers unfamiliar with Zig, the source code can be skipped on the first reading, but
better understanding of the programming intent is only available by learning some Zig language
constructs.

How to Read this Document
Your author can assure you that this book was not written sequentially starting at page one. There
was much skipping around to develop an organization for the presentation. There is no expectation
that readers will start at page one and read the book sequentially. Skipping around is encouraged.

Part I of the book necessarily contains a substantial amount of processor specific systems
programming and discussion of how system memory is handled. The Crossing the Divide  chapter is
central to Part I. This chapter defines the mechanisms by which the system interacts with the
environment and how that interaction is brought into the system for further actions. Reading this
chapter is central to understanding subsequent parts of the book.
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Part II is devoted to the model of execution and the run time code used to implement it. The
approach to the execution model is distinctive in that all decisions about how control is sequenced
and synchronized and all policies regarding how data is managed are factored into the run time
execution code. Application code has limited ways in which it can affect execution sequencing and
manage its data and, consequently, makes no decisions as to which body of code is next executed.
The execution model yields deterministic behavior that is only dependent upon the timing of
changes detected in the system environment. Data is dealt with transactionally and its consistency
is checked to insure the semantic rules of the application are maintained throughout a programÕs
execution.

Part III shows how the independent components from Part II are formed into a complete system by
bridging modeled components together. The ability to compose software pieces together is
essential to building larger systems and Part III defines how those pieces are wired together to
achieve the purpose of the application.

Move Along!Ñ!Nothing New Here
It is important to emphasize that this book does not present any novel computer science concepts.
The ideas in this book are an application of the fundamentals of Computer Science which have been
around for decades. The more abstract concepts owe much to the work of Tom DeMarco, Stephen
Mellor and Paul Ward, and, in particular, Sally Shlaer and Stephen Mellor. The only unique content in
this book is the particular implementations and organizations that apply the concepts, which
themselves were worked out long ago, to the engineering effort of building robust and sustainable
systems of known functionality.

[1] We use the term semi-formal  to avoid any implication that we intend to prove program correctness in a mathematical
sense. We leave mathematical proofs of correctness to Computer Scientists. We are satisfied here to be better Software
Engineers.
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Tap Root
Abstract

This part of the book shows both the core systems programming necessary to get any program to
run on the target and the fundamental mechanism whereby changes in the environment can be
made known to the application logic. These ideas are related in the sense that substantial systems
programming is required to set up our intended execution environment. That environment
separates privileged from unprivileged execution and uses the Memory Protection Unit to enforce
the separation of the two modes of execution. Separating execution privilege requires mechanisms
to allow the two execution types to interact in a highly controlled fashion. That interaction is
governed by the processor architecture and requires yet more systems programming to implement.
The scheme for interacting with the environment includes both mechanisms to control peripheral
devices and an implementation pattern for device interactions that provides for interrupt level
processing to inform unprivileged execution of significant happenings in the environment. This
mechanism is fundamental to the design scheme for handling the concurrency implicit in the
environment and is accomplished using processor interrupts to preempt unprivileged execution.
The manner in which the preemption is scheduled is entirely constructed from the processorÕs
priority scheme used for exception handling. A critical part of the scheme allows interrupt handling
functions to post continuation requests for additional processing to be performed by unprivileged
code.
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The Path to main
This chapter shows the code necessary to bring the processor to a state where it can execute the
main()  function. There are many ways to accomplish start up. Most vendors or toolchain providers
supply sufficient start up code to build a program. Usually, vendor supplied code is the bare
minimum required to compile and link a program. You will want to do substantially better.

Getting in on the Ground Floor
For the types of operations we consider in this chapter and in the rest of this part of the book, we
make extensive use various hardware controls provided either by the processor core or the
peripherals connected to the core. That control is realized via memory-mapped I/O. Certain selected
locations in the memory map provide an encoding to the capabilities of the underlying hardware.
We need a consistent manner to name and access them. In the ARM ecosystem, CMSIS (Common
Microcontroller Software Interface Standard) is standard way in which the large amount of
interfacing information, in the form of symbolic names, is provided to software developers. CMSIS
has many parts, but we are most interested in that part which describes the processor core and the
Apollo 3 peripherals. This is termed "'CMSIS-core'" and is the only part of CMSIS we consider. The
processor part is standard across the various ARM architectures. The peripheral information is
provided by vendors, in this case Ambiq. However, CMSIS, is coded in "'C'", usually in the form of
pre-processor macros, and in that form is not particularly useful in a Zig environment.

For our purposes, we follow closely the CMSIS way of doing things with several notable differences:

1. Access to the ARM core, namely the v7e-M architectural components is kept separate from any
Apollo 3 specific peripherals. This matters most when dealing with system exceptions verses
peripheral interrupt exceptions.

2. The Apollo 3 peripherals are kept in a separate module and only those peripherals that are used
in the book have been recoded into Zig.

3. Both of the above pieces are coded in terms of a generalized memory-mapped I/O module that
gives more type specific access to the underlying hardware control

One significant difference in this approach is to favor Zig naming conventions rather than the "'C'"
pre-processor conventions used by CMSIS. We strive to keep the letters used in the names the
same, but capitalization and the occasional inserting of underscores as word separators is more in
keeping with Zig conventions. The attempt is to make CMSIS names easily recognizable as Zig
names, even if there is a difference in capitalization. This approach effectively eliminates the wall of
capital letters  and large number of bit-wise operations found in "'C'" implementations that use
CMSIS.

There are three modules provided that form the basis for the core and peripheral control.

1. A mmio  module provides the Zig basis for mapping core and peripheral facilities directly onto
memory access.

2. A v7m  module provides access to the controls for the core itself.

3. An apollo3  module provides access to the controls for the peripherals of the Apollo 3 SOC. Each
peripheral is given its own namespace for its registers.

The description of these modules are provided in Part IV of this book.
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Executing from power up
Getting a computer to do useful work from power up is a surprising difficult undertaking. Desktop
computers running an operating system go through many phases of initialization just to get to the
point where you can run any program at all. When writing programs for an established operating
system, the tedious aspects of initializing the system to run a program have already been done for
you. The language compilers and other tools have already been configured to produce an
executable that the operating system can load and run . After all, easily running a set of application
programs is an essential aspect of an operating system.

A microcontroller usually only runs one program at at time. Coming from the bottom up, you are
faced with the task of determining out how to produce an executable which is acceptable to the
processor. Starting up a microcontroller is simpler, but requires detailed knowledge in four particular
areas. This is an unfortunately common situation of needing to know a lot in order to do anything at
all.

1. The processor architecture insists upon a certain arrangement of data values in memory at start
up time and has a precise mechanism it uses to begin execution.

2. The compiler must be directed to generate the required code and data, organized in the manner
the processor requires. The start up code could be written in assembly language where
complete control is possible. It is more convenient to have the source code in one language,
even if that means resorting to inline assembly  language on occasions.

3. The linker must be directed to locate the startup code and data at the place in memory where
the processor expects to find it. The linker must also be directed where to place other code and
data that has not yet been written.

4. The system specific initialization must be done. This usually involves at least setting up clock
sources and frequencies.

For ARM Cortex-M4 processors, power up is one of the conditions where the Reset exception is
executed and the mechanism for executing any exception starts with the exception vector table [1].
When the processor powers up, it initializes the value of the stack pointer to the first element of the
exception vector table. The processor then loads the program counter with the value of the second
element. The second element in the vector table is the pointer to the Reset exception handler. The
internal registers and state of the processor are set to known values. For an SOC, there can be
several forms of reset. Some peripheral device registers are initialized to reset values while others
may preserve their values when the reset does not originate from a power on reset. Once the reset
state is established, the microcontroller does what all computers do!Ñ!fetch the next instruction, as
given by the Program Counter, and execute it.

Graphically, a generic Cortex-M4 vector table appears as follows. [2]
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Figure 1. Cortex-M Vector Table
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The vector table is specialized by the Apollo 3 SOC and appears as follows. [3]

Figure 2. Ambiq Apollo 3 Vector Table
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Note that the first 16 exception vectors are the same as required by the Cortex-M4 architecture.
The remaining 32 exception vectors are dedicated to IRQ handlers that are specific to the
peripherals of the Apollo 3.

!

As shown in the previous figure, ARM makes a distinction between the Exception
number  and the IRQ number . Exception numbers have a direct association to
elements of the vector table. An IRQ number can also be used as an index into the
vector table in some contexts. We will keep the two numbering schemes separate.
This is different from the CMSIS approach which defines a platform specific
enumeration for all the IRQ numbers and deals exclusively with IRQ numbers. For
now, just remember the distinction between system exceptions and interrupt
exceptions, endevoring to keep the terms straight. System exceptions are defined
by the core architecture. Interrupt exceptions are defined by the microcontroller
SOC.

Another goal is to create a means of start up that can be used repeatedly when building programs
for the device. Even if usually only running one program at a time is running, it is necessary to build
conveniently multiple programs.

I consider building an application as building and running a long series of test
applications!Ñ!the last one of which is pronounced, ÒfinishedÓ [4].

Vector table

Except for the first element being a pointer to memory suitable for holding the stack ( e.g.  RAM
memory), the exception vector table is just an array of pointers to functions, i.e.  a jump table.
Computer memory doesnÕt have any associated type!Ñ!data types are a programming language
construct.

There is one further complication which is sometimes overlooked and can cause confusion. It has to
do with how the processor encodes instruction set selection in a function pointer. ARM processors
have had a 32-bit ARM instruction set and sometimes a more densely encoded 16-bit instruction
set. The 16-bit instruction set is called, Thumb , and comes in two variations, Thumb-1 and Thumb-
2 [5]. Cortex-M4 processors only execute the Thumb-2 instruction set. ARM processors that execute
the 32-bit instruction set can switch instruction encodings between the 32-bit instructions and the
16-bit instructions. The difference is encoded in the least significant bit (LSB) of the function pointer
value. This bit is not used for actually addressing an instruction since instructions must be aligned
to even addresses. To detect if 32-bit instructions got mixed into a Thumb-2 processor, the function
pointers in the exception vector table all have the LSB set. A raw dump of memory would show the
pointer addresses as all odd numbered, even though the instructions for a functions definitely do
not  start on an odd address. In certain situations such as this one, bits are precious and are used to
overload the meaning of a memory address.

The goal is to arrange a sequence of values where each value is 32-bits and must be specified as
the appropriate function prototype. The type of the vector table function pointers is defined in the
v7m module.

<<startup_apollo3: imports>>=
const v7m = @import("v7m");
const apollo3 = @import("apollo3");

The v7m module is a Zig module that follows the pattern of CMSIS, the standard ARM supplied "'C'"
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header files that encodes the specifics of the core symbolically. This design supplements the CMSIS
core definitions with functions that manipulate the controls bits of the system registers. Named
functions are used to manipulate hardware registers.

The Zig declaration (taken from the v7m module) for an exception handler is:

pub const ExceptionHandler = *const fn () callconv(.c) void;

In words, an exception handler type is a pointer to a function which takes no arguments and returns
no value. That corresponds to the nature of exception level execution. Exceptions arise from either
the internal operations of the processor or by signals from outside the processor, temporarily
suspend computation to run the exception handler, and returning to the interrupted location to
resume the suspended computation. There really is no way to pass an argument and no fixed call
site to which a returned value [6] can be delivered. That doesnÕt mean that exception handlers can
have no effect on the system. Since exception handlers are just running code, they can read and
write memory and that is all the mechanism needed to have an exception handler affect
subsequent processing. Note, we request the calling convention to abide by the Arm standard.

We tell the compiler that an exception handler function uses the same calling conventions as a "'C'"
function (using callconv(.c) ). Many processor architectures have specific requirements as to how
exception handling code must interface to the system and compilers often support annotation of
exception handlers so they may generate the correct code. On the Cortex-M4 architecture, the
hardware arranges the entry to an exception handler according to the Procedure Call Standard
(AAPCS). which is defined for the processor architecture. This ABI is the same as used for ordinary
"'C'" functions, which the Zig compiler can produce. The net effect is that exception handlers look
just like ordinary functions at the binary level and there is no need for special annotations that
indicate the function is used specifically for handling an exception. Our annotation of the exception
hander is simply to request the Zig compiler to generate function prologue and epilogue code in
accordance with the "'C'" language.

The processor architecture requires data values in the layout shown in the previous figure. That
layout of memory is an array which holds function pointers to our exception handlers. There are two
broad types of exception handlers:

1. Those defined by the processor architecture. These are defined by ARM and are the same for all
Cortex-M4 cores.

2. Those associated with peripheral interrupts. These are defined by the chip manufacturer and
differ from chip to chip.

In the first case, there are 16 such system exceptions.

<<startup_apollo3: declarations>>=
const system_exception_count = v7m.system_exception_count;

In the second case, the Apollo 3 SOC defines 32 sources of interrupts.

<<startup_apollo3: declarations>>=
const interrupt_count = apollo3.irq_count;

The exception vector table is defined as:

<<startup_apollo3: declarations>>=
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/// The exception vector table. Note the array is constant and intended
/// to be placed in ROM. Also note the array is placed in the ".vectors"
/// linker section so that is may be easily located in the correct place
/// in memory.
export const __vectors linksection(".vectors") =
Ê   [system_exception_count + interrupt_count]v7m.ExceptionHandler{
Ê   <<startup_apollo3: processor exceptions>>
Ê   <<startup_apollo3: peripheral interrupts>>
}; !

! ThereÕs a lot of information in this definition:
¥ The exception vector table is in reality an initialized array variable named __vectors . Since

the variable will be a global symbol, a name is chosen that is unlikely to collide with other
symbols.

¥ The vector table size is defined to fit only the exceptions defined by the processor (16) and
those defined by the Apollo 3 as interrupts (32). This limit needs to be in place since the
Apollo 3 defines a patch area for the Bluetooth controller which is expected to follow
immediately after the IRQ handlers.

¥ The variable has a const  qualifier indicating writes to the variable are not allowed. The
vector table is placed in read only memory.

¥ Finally, the compiler is directed to place the vector table in a specific linker section This linker
section name is used later to place the exception vector table in memory at a location
expected by the processor.

Before getting to the exception handling functions, you need to decide what to do about a stack.
Having a stack is essential to calling functions since it holds parameter and return information. The
stack must be placed in read/write memory. That is almost always supplied by RAM which is part of
the SOC. It is possible and sometimes desirable to have several stacks and the Cortex-M
architecture defines multiple stack pointer registers. Before considering those more complex
scenarios, start with the simple case of providing a Main Stack Pointer (MSP). A MSP must be
provided since it is the first element of the exception vector table.

So the first entry in the vector table is the value of the MSP that is loaded by the processor core
upon reset.

<<startup_apollo3: processor exceptions>>=
@ptrCast(main_stack_top),              !

! The cast is necessary to inform the compiler that the address of the stack is to be typed the
same as the other elements of the array. Alternatively, you could have defined the vector table
to be a structure whose first element is a data pointer (rather than a function pointer), but that is
an additional complication avoided with the cast. The start up code doesnÕt access the vector
table so being that strictly typed doesnÕt grant us much advantage.

So where did the symbol main_stack_top  come from and why is its value a pointer? The system
stack is discussed below  when memory initialization is discussed. The following code imports the
linker generated symbol, main_stack_top  to be a local constant named, main_stack_top . For now,
the main_stack_top  symbol is created by the linker and has been given a distinctive name that is
unlikely to collide with any other names in the program (the symbol name is globally known). Later,
we see the linker script that creates the symbol. The symbol value is the address of the top of the
stack. Since the stack grows downward in memory addresses (known as a full descending stack ),
the initial value is set to the largest memory address allocated to the stack [7].

The Path to main  | 16 of 981 Code to Models



<<startup_apollo3: declarations>>=
const main_stack_top =
Ê   @extern(*u64, .{ .name = "__main_stack_top__", .linkage = .strong }); !

! Note in keeping with the requirements of the core architecture, stack space is 64-bit aligned.

The exception handler names for the system exceptions defined by the processor architecture are
standardized by CMSIS. The following system exception handlers use CMSIS names but are stated
using Zig naming conventions.

<<startup_apollo3: processor exceptions>>=
Ê                          // Exception number
resetHandler,              // 1
nmiHandler,                // 2   Unused on the Apollo 3.
hardFaultHandler,          // 3
memManageHandler,          // 4
busFaultHandler,           // 5
usageFaultHandler,         // 6
defaultHandler,            // 7   Exceptions number 7 - 10 are reserved.
defaultHandler,            // 8
defaultHandler,            // 9
defaultHandler,            // 10
svcHandler,                // 11
debugMonHandler,           // 12
defaultHandler,            // 13   Reserved
pendSvHandler,             // 14
sysTickHandler,            // 15

The usual naming convention for SOC specific interrupts is to use the interrupt name given in the
SVD file and append _IrqHandler . Note that these functions follow Zig naming conventions rather
than what you might see in a "'C'" based implementation.

<<startup_apollo3: peripheral interrupts>>=
Ê                           // IRQ number
brownOutIrqHandler,         // 0
wdtIrqHandler,              // 1
rtcIrqHandler,              // 2
vCompIrqHandler,            // 3
ioSlaveIrqHandler,          // 4
ioSlaveAccIrqHandler,       // 5
ioMstr0IrqHandler,          // 6
ioMstr1IrqHandler,          // 7
ioMstr2IrqHandler,          // 8
ioMstr3IrqHandler,          // 9
ioMstr4IrqHandler,          // 10
ioMstr5IrqHandler,          // 11
bleIrqHandler,              // 12
gpioIrqHandler,             // 13
ctimerIrqHandler,           // 14
uart0IrqHandler,            // 15
uart1IrqHandler,            // 16
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scardIrqHandler,            // 17
adcIrqHandler,              // 18
pdmIrqHandler,              // 19
mspi0IrqHandler,            // 20
software0IrqHandler,        // 21
stimerIrqHandler,           // 22
stimerCmpr0IrqHandler,      // 23
stimerCmpr1IrqHandler,      // 24
stimerCmpr2IrqHandler,      // 25
stimerCmpr3IrqHandler,      // 26
stimerCmpr4IrqHandler,      // 27
stimerCmpr5IrqHandler,      // 28
stimerCmpr6IrqHandler,      // 29
stimerCmpr7IrqHandler,      // 30
clkGenIrqHandler,           // 31
!

! The Apollo 3 chip uses a patch table that follows immediately after the vector table for 16
entries. There is little documentation of this other than its appearance in their start up files and
it is apparently used in conjunction with the Bluetooth Low Energy (BLE) module.

Exception vector functions

At this point, an array variable has been defined that is to be the exception vector table and names
given to the functions that form the initializer for the array. But now you need to make an important
decision about how to supply the code for the exception handling functions.

The simple approach is to open up a file and start typing in the functions whose names are in the
vector table array. That approach works fine, but if you think a little further ahead, you realize that
it is not very flexible. At this point in time, you donÕt know what code to put into the function. You
could stub out the functions, but then every time you did decide what an exception handler should
do, you would have to edit that file. Every different program would have its own file with the
exception handling function in place. You would like to use this arrangement of system level code
for any program intended for the Apollo 3. For that to happen, you must be able to do two things.

1. Supply your own function without having to edit any system level files. You would like simply to
define a function whose name is the same as an exception handler, e.g.  gpioIrqHandler , and
have that function used in the vector table.

2. Supply a default handler function for any exceptions not used in a program.

Needless to say, this problem has been solved and it is accomplished by giving information to the
linker about how to resolve symbolic information.

In the first case, the function is declared to have weak  linkage. Normal function definitions are
considered by the linker as strong  and attempting to link multiple object files which have strong
symbols with the same name is an error. The linker would have no basis for choosing the correct
one. However, a weak symbol tells the linker to use a strong symbol with the same name if one is
available and otherwise use the weak symbol. Declaring a function as weak achieves the goal of
being able to override easily a default implementation of an exception handler.

The second case is handled by simply creating weak functions that invoke the defaultHandler .

Not every exception handler needs the flexibility to be substituted. The defaultHandler  is the
default function for missing handlers and must be defined in this file. The resetHandler  is can be
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defined so that is does the correct operations irrespective of the specifics of an application.
Swapping out what to do at reset is not common and if necessary requires changes to the
resetHandler  definition.

Neither the defaultHander  nor the resetHandler  ever return. They represent the extremes of the
processing spectrum. The resetHandler  is entered upon power up or reset, transfers control to our
application program, and there is no call site to which to return. The defaultHandler  is entered if
an exception is taken and no appropriate handler has been supplied, indicating something is terribly
wrong, and itÕs not possible to go forward with any further program execution. Both functions are
shown below.

The following is the resulting long sequence of handler function declarations. Note that the Zig
compiler is requested to generate a "'C'" ABI function, in keeping with the requirements of the
processor core.

<<startup_apollo3: functions>>=
fn nmiHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn hardFaultHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn memManageHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn busFaultHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn usageFaultHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn svcHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn debugMonHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn pendSvHandler() callconv(.c) void {
Ê   asm volatile(
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Ê       "b defaultHandler"
Ê   );
}
fn sysTickHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn brownOutIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn wdtIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn rtcIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn vCompIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioSlaveIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioSlaveAccIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioMstr0IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioMstr1IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioMstr2IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
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}
fn ioMstr3IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioMstr4IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ioMstr5IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn bleIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn gpioIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn ctimerIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn uart0IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn uart1IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn scardIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn adcIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn pdmIrqHandler() callconv(.c) void {
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Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn mspi0IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn software0IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr0IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr1IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr2IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr3IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr4IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr5IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn stimerCmpr6IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
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Ê   );
}
fn stimerCmpr7IrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}
fn clkGenIrqHandler() callconv(.c) void {
Ê   asm volatile(
Ê       "b defaultHandler"
Ê   );
}

The following is an equally long sequence of declarations that request the Zig compiler to publish
the exception handler function names as "'weak'" so they may be overridden as the handlers
become available.

<<startup_apollo3: functions>>=
comptime {
Ê   @export(&nmiHandler, .{ .name = "nmiHandler", .linkage = .weak });
Ê   @export(&hardFaultHandler, .{ .name = "hardFaultHandler", .linkage = .weak });
Ê   @export(&memManageHandler, .{ .name = "memManageHandler", .linkage = .weak });
Ê   @export(&busFaultHandler, .{ .name = "busFaultHandler", .linkage = .weak });
Ê   @export(&usageFaultHandler, .{ .name = "usageFaultHandler", .linkage = .weak });
Ê   @export(&svcHandler, .{ .name = "svcHandler", .linkage = .weak });
Ê   @export(&debugMonHandler, .{ .name = "debugMonHandler", .linkage = .weak });
Ê   @export(&pendSvHandler, .{ .name = "pendSvHandler", .linkage = .weak });
Ê   @export(&sysTickHandler, .{ .name = "sysTickHandler", .linkage = .weak });
Ê   @export(&brownOutIrqHandler, .{ .name = "brownOutIrqHandler", .linkage = .weak });
Ê   @export(&wdtIrqHandler, .{ .name = "wdtIrqHandler", .linkage = .weak });
Ê   @export(&rtcIrqHandler, .{ .name = "rtcIrqHandler", .linkage = .weak });
Ê   @export(&vCompIrqHandler, .{ .name = "vCompIrqHandler", .linkage = .weak });
Ê   @export(&ioSlaveIrqHandler, .{ .name = "ioSlaveIrqHandler", .linkage = .weak });
Ê   @export(&ioSlaveAccIrqHandler, .{ .name = "ioSlaveAccIrqHandler", .linkage = .weak });
Ê   @export(&ioMstr0IrqHandler, .{ .name = "ioMstr0IrqHandler", .linkage = .weak });
Ê   @export(&ioMstr1IrqHandler, .{ .name = "ioMstr1IrqHandler", .linkage = .weak });
Ê   @export(&ioMstr2IrqHandler, .{ .name = "ioMstr2IrqHandler", .linkage = .weak });
Ê   @export(&ioMstr3IrqHandler, .{ .name = "ioMstr3IrqHandler", .linkage = .weak });
Ê   @export(&ioMstr4IrqHandler, .{ .name = "ioMstr4IrqHandler", .linkage = .weak });
Ê   @export(&ioMstr5IrqHandler, .{ .name = "ioMstr5IrqHandler", .linkage = .weak });
Ê   @export(&bleIrqHandler, .{ .name = "bleIrqHandler", .linkage = .weak });
Ê   @export(&gpioIrqHandler, .{ .name = "gpioIrqHandler", .linkage = .weak });
Ê   @export(&ctimerIrqHandler, .{ .name = "ctimerIrqHandler", .linkage = .weak });
Ê   @export(&uart0IrqHandler, .{ .name = "uart0IrqHandler", .linkage = .weak });
Ê   @export(&uart1IrqHandler, .{ .name = "uart1IrqHandler", .linkage = .weak });
Ê   @export(&scardIrqHandler, .{ .name = "scardIrqHandler", .linkage = .weak });
Ê   @export(&adcIrqHandler, .{ .name = "adcIrqHandler", .linkage = .weak });
Ê   @export(&pdmIrqHandler, .{ .name = "pdmIrqHandler", .linkage = .weak });
Ê   @export(&mspi0IrqHandler, .{ .name = "mspi0IrqHandler", .linkage = .weak });
Ê   @export(&software0IrqHandler, .{ .name = "software0IrqHandler", .linkage = .weak });
Ê   @export(&stimerIrqHandler, .{ .name = "stimerIrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr0IrqHandler,
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Ê       .{ .name = "stimerCmpr0IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr1IrqHandler,
Ê       .{ .name = "stimerCmpr1IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr2IrqHandler,
Ê       .{ .name = "stimerCmpr2IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr3IrqHandler,
Ê       .{ .name = "stimerCmpr3IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr4IrqHandler,
Ê       .{ .name = "stimerCmpr4IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr5IrqHandler,
Ê       .{ .name = "stimerCmpr5IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr6IrqHandler,
Ê       .{ .name = "stimerCmpr6IrqHandler", .linkage = .weak });
Ê   @export(&stimerCmpr7IrqHandler,
Ê       .{ .name = "stimerCmpr7IrqHandler", .linkage = .weak });
Ê   @export(&clkGenIrqHandler, .{ .name = "clkGenIrqHandler", .linkage = .weak });
}

Hitting Rock Bottom

It may seem strange to consider at this time what happens when the software gets to a spot where
it does not know how to proceed. This is the classic this should never happen  case, which during
development, all too frequently does actually happen. ItÕs desirable to have a single function to call
when the software doesnÕt know what else to do. That function must be used judiciously, but is a
key part of always maintaining control of the processor execution. The name chosen for the
function, which is derived from a venerable, historic name, is systemAbEnd() .

So what is the last act of a completely confounded microcontroller? Reset. Strange as it may sound,
sometimes resetting the processor and starting all over again is the only recovery available. But, if
a debugger is connected, popping back to the debugger is a great help to the developer.
Fortunately, the Cortex-M architecture has the capability to determine if a debugger is enabled and
an instruction to break out to it.

<<system_apollo3: systemAbEnd>>=
export fn systemAbEnd() noreturn {
Ê   if (v7m.dcb.dhcsr.readField(.c_debug_en) == 1 or
Ê       v7m.dcb.demcr.readField(.mon_en) == 1) { !
Ê       @breakpoint();
Ê   }

Ê   v7m.scb.systemReset() ;  "
}

! The test of whether Halting debug or the DebugMon exception are enabled before executing a
BKPT instruction may seem superfluous. The object of the test is to prevent causing a Hard Fault
while trying to terminate. If debugging is enabled or the DebugMon exception is enabled then
the BKPT instruction would cause a debugging event  to be generated. However, if neither of
these conditions is enabled, as might be the case in a deployed system, the debugging event
would cause the generation of a Hard Fault. You want to be able to invoke systemAbEnd()  even
in the Hard Fault handler. Creating a fault in the Hard Fault handler causes lockup, a situation to
avoid since it complicates the diagnosis of any problem where the running program itself causes
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the lockup.

" This is a core function which resets the processor through the System Control Block (SCB). The
implementation ensures the function never returns.

Default Exception Handler

Most vendor supplied default exception handlers just go into a tight, infinite loop. In that case, when
things go terribly wrong the system hangs. If you happen to have a watchdog timer going, it would
probably reset the system. There are many options for what to do in the default handler. For a more
robust system which supports easier diagnosis of fault problems, you should leave Òbread crumbsÓ,
i.e.  copies of important status registers that determine what went wrong. Of course, if you leave a
trail, you also must provide a means to examine what was left to diagnose the problem. Handling
the boundaries conditions of a system going up or down, e.g.  when its battery runs out of energy, is
a broad topic deferred until later.

Starting at the bottom, it is difficult to know exactly what must be done for the exception handling.
A means of adding in better exception handling later is needed. That means gathering information
when the exception happens so that it may be used to diagnose the exception later. Similar to what
was done with the default exception handler itself, more substantial processing can be provided by
overriding functions. In particular two features are needed:

1. Gather the exception information required for better handling. Namely, access to the stack
frame created when the exception occurred, the exception return information, and the exception
number which is running are needed.

2. Forward the handling of exceptions whose handlers are missing to a function that can be
overridden for the specifics of your particular system. Missing exception handlers are usually an
indication of a problem building the program where the intended handler does not get included
to override the weak  default handler.

Because in this case a generic solution is desired, some assembly language is required.. The
majority of Cortex-M programs do not require any assembly language. The design of the processor
and the AAPCS are coordinated to remove the need for glue  assembly language just to write an
exception handler. But inevitably, systems programming near the bottom requires a small amount
of assembly to access system specific information which can be used by compiled code for analysis.

For readers unfamiliar with ARM Thumb-2 assembly language, the techniques used to accomplish
the above goals can be safely skipped. For others, this is the time to roll up your sleeves and dive
in.

The design goal is to make the defaultHandler  a wrapper around a general function for missing
exception handlers. The defaultHandler  gathers the necessary information and invokes
missingHandler() . The definition of missingHandler()  is given below .

Three arguments are provided to missingHandler() .

1. A pointer to the exception stack frame.

2. The exception return value.

3. The value of the IPSR status register which holds the exception number of the currently
executing exception.

To adhere to the AAPCS when invoking the missing exception handler, exc_frame  must be placed in
R0 , exc_return  in R1 , and ipsr  in R2 . With the arguments in place, the control flow is a normal
subroutine call to missingHandler()  followed by an exception return. The exception return prompts
the processor to restore the state information stacked during exception entry to resume processing
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where the exception took place. Note in this case, there is no exception return. The code for
missingHandler()  invokes systemAbEnd() .

There is one other consideration for the missing handler. The processor builds an exception frame
on whichever stack is in use when the exception occurs. The Cortex-M4 supports two stacks and we
will both of them. The exception handling code itself always uses the MSP, but if the PSP was in use
when the exception occurred, then it is used for the exception stack frame. Fortunately, bit 2 of the
exception return value, which is in the link register, tells which stack pointer was in use when the
exception happened and, consequently, which stack pointer contains the exception stack frame.

The following assembly language implements the design.  Detailed code commentary follows.

Ê1 <<startup_apollo3 :  functions >>=
Ê2 /// The `defaultHandler` function is a wrapper to call the `missingHandler`
Ê3 /// function. It performs the necessary work to determine on which stack
Ê4 /// the exception frame is located and gathers other arguments for the
Ê5 /// `missingHandler` function.
Ê6 fn  defaultHandler ()  callconv (. c)  void  {
Ê7     asm volatile  (
Ê8         \\ tst     lr , #4
Ê9         \\ ite     eq
10         \\ mrseq   r0 , msp
11         \\ mrsne   r0 , psp
12         \\ mov    r1 , lr
13         \\ mrs     r2 , ipsr
14         \\ push    { lr }
15         \\ bl      missingHandler
16         \\ pop     { pc }
17     );
18 }
19 
20 comptime  {
21     @export ( &defaultHandler ,  .{  . name = "defaultHandler" ,  . linkage  = . weak });
22 }

Line 6
The callconv(.c)  qualifier requests the compiler to emit a function with a "'C'" ABI in keeping
with the way we have treated other exception handlers.

Line 8
The test of bit 2 in the link register determines which stack was in use when the exception
occurred. The exception frame data is pushed onto whichever stack was in use when the
exception occurred. If the bit is clear, then the MSP was used to stack the exception state. If the
bit is set, then the PSP was used for the exception state information.

Lines 9-11
This is an example of conditional instruction execution that is part of the ARM architecture. Only
one of the two instructions on lines 6 and 7 actually execute. The other instruction does not
execute because its condition code does not match the condition of the ite  instruction. This
saves explicit branching when the number of instructions around the branch location is small.

Line 12
The link register holds the value of exception return. It is copied to R1  to become the second
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argument.

Line 13
The IPSR is one view of the extended processor status register and the MRS instruction is used to
access it. The ISPR value is placed in R2  to become the third argument.

Line 14
The value of the link register must be saved in preparation for invoking a function.

Line 15
Invoking the function is accomplished by executing a BL instruction which stores the return
address ( i.e.  the value of the PC after the BL instruction) into the link register and jumps to the
beginning of the function.

Line 16
Exception return is accomplished by popping the value of the EXC_RETURN (which is sitting on
the stack where it was saved in line 14) directly into the program counter.

The subject of handling exception is further discussed in a subsequent chapter  of this book.

Reset Exception Handler

Power up and reset conditions result in a Reset exception and vector table directs the processor to
execute the Reset exception handler.

The goal here is to prepare the system to execute a program beginning at main() . This involves the
following tasks:

1. Get the hardware into the state required execute a program.

2. Initialize read/write memory to the way the Zig language requires and that supports our running
program.

3. Initialize the exception priorities.

4. Initialize the memory protection.

5. Switch to the Process Stack and disable privileged execution.

6. Transfer control to main() .

The resetHandler  is implemented by invoking two weakly-linked functions. Following the CMSIS
pattern, the first function performs system initialization and the second one enters main . Both these
functions are defined later and given weak linkage so they may replaced by custom solutions.

<<startup_apollo3: declarations>>=
extern fn systemInit() void;
extern fn startMain() noreturn;

<<startup_apollo3: functions>>=
/// The `resetHandler` function is executed in response to a reset condition.
/// There are many such reset conditions, power up being the simplest.
export fn resetHandler() noreturn {
Ê   v7m.msp.set(@intFromPtr(main_stack_top)); !
Ê   v7m.primask.set(0);
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Ê   systemInit() ;
Ê   // Before starting main, switch to the Process Stack. This avoids
Ê   // any problem with the function prologue of `startMain`.
Ê   v7m.control.update(.{
Ê       .spsel = .psp,
Ê   });
Ê   startMain() ;
}

! If we enter the reset handler from a bootloader, the MSP may not be set properly. This in fact
happens when the code is loaded by the Sparkfun Variable Loader (SVL) program. Before the
bootloader transfers control to the downloaded application, it does not  set the MSP to the value
from the exception vector table. The bootloader also leaves the interrupts disabled, causing a
system fault to happen upon the first SVC call.

Startup Code Layout

The code for start up is placed in the startup_apollo3.zig  file. This section shows the order of the
literate program chunks that are put together to create the source file that is given to the compiler.

<<startup_apollo3.zig>>=
//! The `startup_apollo3.zig` file contains the code necessary to
//! manage the process of starting an Apollo3 microcontroller
//! from a power up or other reset condition.
//! It consists of the exception vector table with necessary defaults
//! and the `resetHandler`.
<<edit warning>>
<<copyright info>>

// Imports
<<startup_apollo3: imports>>

// Declarations
<<startup_apollo3: declarations>>

// Functions
<<startup_apollo3: functions>>

Core Initialization
In the previous section, the focus was on laying out the exception vector table and supplying code
for the resetHandler . In this section, the focus shifts to getting the processor into the state needed
to execute a program. The intent is to initialize only those aspects of the hardware which are
essential setting up the processor core for any programs we intend to run. Other hardware
initialization, i.e.  most of the peripherals, is deferred until after main  is reached. This code is
intended to be generally applicable to the class of applications expected to be deployed and at start
up exactly what other hardware might be used by a program is not known.

CMSIS conventions are to supply two files that handle SOC specific code sequences.
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1. startup_<device>.c  is meant to do just what it says, start up the computer. This is the file
created in the previous chapter. We supply this file as startup_apollo3.zig .

2. system_<device>.c  is a file which contains implementations of functions that specific to the
SOC. At a minimum, CMSIS specifies that the functions systemInit  and
systemCoreClockUpdate  be supplied. For most vendor supplied system_<device>.c  files, thatÕs
all you get. In this chapter we show the code for system initialization going into considerably
more detail. The code is placed in the file, system_apollo3.zig .

systemInit()

The systemInit()  function is intended to be invoked first in the reset handler to put the computer
is its intended operational state.

For example, most microcontrollers have multiple ways to supply clocks to the core and peripherals.
Often, an external high speed crystal oscillator is used to clock the processor. But such crystals
need to be started up and there is a period of time where they must stabilize. To get the processor
running at all, there is usually an internal RC oscillator which runs at a lower frequency, but is ready
for use immediately. These are the types of duties allocated to systemInit() .

There is one other detail about systemInit()  which is easily overlooked. At the time systemInit  is
invoked, memory has not been set up according to the expectation of a Zig program. This makes
some sense as you are just trying to get things to run in a stable configuration. After systemInit()
returns and before main()  is invoked, the initialized data section and the zero-initialized data
section are set up as shown in the previous section. The consequence is that assigning values to
global variables has no effect since the read/write data areas of the program will be modified after
systemInit  returns.

The following are the areas of general interest for the class of programs intended to run:

1. Clock frequency of the processor core.

2. Flash memory cache.

3. Vector table offset.

4. Processor controls.

5. Floating point unit (FPU).

6. Exception priorities.

7. Memory protection unit (MPU).

<<system_apollo3: systemInit>>=
/// The `systemInit` function initializes the core processor and a limited
/// number of peripherals to enable the system to run. This function
/// is called from a system reset or power up. You cannot assume the contents
/// of RAM at the time it is called.
export fn systemInit() void {
Ê   // Do not use global variables because this function is called before
Ê   // memory is initialized. Read/write sections maybe overwritten afterwards.

Ê   apollo3.pwrctrl.dev_pwr_en.writeDirect(0);  !

Ê   <<systemInit: high frequency clock>>
Ê   <<systemInit: enable flash cache>>
Ê   <<systemInit: vector table>>
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Ê   <<systemInit: system timer>>
Ê   systemInitRam() ;
Ê   systemControlsInit() ;
Ê   systemFpuInit() ;
Ê   systemExcPriorityInit() ;
Ê   if (!config.disable_mpu) {
Ê       systemMemProtectInit() ;
Ê   }
Ê   systemCoreClockUpdate();

Ê   // In preparation for the switch to running on the Process
Ê   // Stack, the PSP must be initialized.
Ê   const process_top = @extern(*u64, .{
Ê       .name = "__process_stack_top__",
Ê       .linkage = .strong,
Ê   });
Ê   v7m.psp.set(@intFromPtr(process_top)); "
}

! Power all the devices off. Remember, we may arrive at this code via bootloader and donÕt want
to depend upon any system state the bootloader may have failed to clean up.

" Execution is now on a direct path to main()  and so the PSP can be set to its top value. At this
location, the processor is using the Main Stack.

For the rest of this section, the discussion is specific to the manner in which the ARM core and the
Apollo 3 Blue SOC will be run. Some familiarity with the data sheet is essential for a complete
understanding, but the general functions dealt with here are present in other microcontrollers.

<<system_apollo3: imports>>=
/// Access to compile time configuration constants.
const config = @import("config");
/// Access to the ARM core.
const v7m = @import("v7m");
/// Access to the Apollo3 peripherals.
const apollo3 = @import("apollo3");

High Frequency Clock

According to the Apollo 3 data sheet, the reset value of the core clock control sets the High
Frequency clock to half speed. Here it is adjusted up to full speed. The effects on power
consumption are difficult to predict. The higher speed clock consumes more power, but the
processor can finish computations more quickly and return to lower power modes. Measurement on
an actual running application is necessary if ultra-low power operation must be considered.

<<systemInit: high frequency clock>>=
apollo3.clkgen.clk_key.write(.unlock_key); !
apollo3.clkgen.c_ctrl.writeFields(.{ .core_sel = .hfrc });
apollo3.clkgen.clk_key.write(.lock_key);

! It is necessary to unlock (and later relock) the clock generator registers to change them. This
protects against accidental changes. The default value of the field is the magic value needed to
"'unlock'" the clock generator peripheral.
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Flash Memory Cache

To speed up the access to instructions and data obtained from flash memory, the Apollo 3 has a
cache which can return data without any wait states on a cache hit. The setup code here is cribbed
from the Ambiq SDK function, am_hal_cachectrl_config()  using values from the default
configuration as well as recommended values from the data sheet. The cache controller is a
sophisticated peripheral and only a subset of its capabilities are used here.

<<systemInit: enable flash cache>>=
apollo3.cachectrl.cache_cfg.writeFields(.{
Ê   .data_clk_gate = 1,
Ê   .cache_clk_gate = 1,
Ê   .dcache_enable = 1,
Ê   .icache_enable = 1,
Ê   .config = .w1_128b_1024e,
});

apollo3.cachectrl.flash_cfg.writeFields(.{
Ê   .lpm_mode = .standby,
Ê   .se_delay = 5,  // recommended value from datasheet
Ê   .rd_wait = 1,  // recommended value from datasheet
});

apollo3.cachectrl.cache_cfg.setBitField(.enable);
apollo3.pwrctrl.mem_pwd_in_sleep.setBitField(.cache_pwd_slp);  !

! An Ambiq report (AMA3B1KK-xxx) suggests powering down the cache in deep sleep mode to
avoid any potential of corruption of data in the cache during deep sleep.

Vector Table Offset

To ensure that the processor uses the IRQ handlers defined here, the VTOR register is set to point to
the exception vector table.

<<systemInit: vector table>>=
const vtab = @extern(*u32, .{ .name = "__vectors", .linkage = .strong });
v7m.scb.vtor.writeDirect(@intFromPtr(vtab));
v7m.dsb();  !

! This is the Data Synchronization Barrier instruction. It ensures that all the data transfers, to the
SCB block in this case, are complete before the next instruction is executed. For the Cortex-M4,
the SCB is strongly ordered  and so the DSB is not strictly necessary. It is included based on ARM
architectural recommendations. The best guide to these situations is the  ARM Cortex-M
Programming Guide to Memory Barrier Instructions: Application Note 321 .

System Timer

The Apollo 3 has a system timer peripheral which is used for timestamping and other purposes.
Note this is different from the SysTick  core peripheral. SysTick  is not used in this design. Its clock
rate is too high and it is only 24 bits long. The intended use for SysTick  is as timer for round-robin
task scheduling. This design does not use any tasks so scheduling is unnecessary.

The system timer peripheral is initialized here so that it is available as a source of timestamps,
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particularly for fault handlers.

<<systemInit: system timer>>=
apollo3.stimer.st_cfg.setBitField(.freeze);
// The system timer is run off of the 32 kHz crystal oscillator.
// Each tick is approximately 30.5 microseconds.
apollo3.stimer.st_cfg.writeFields(.{ .clk_sel = .xtal_div1, });
apollo3.stimer.st_cfg.setBitField(.clear); !
apollo3.stimer.st_cfg.clearBitField(.clear);
apollo3.stimer.stim_int_clr.writeBitField(.overflow);
apollo3.stimer.stim_int_en.writeBitField(.overflow); "
apollo3.stimer.st_cfg.clearBitField(.freeze);
v7m.nvic.enableIrq(apollo3.SystemTimer.irq_number);

! The "'clear'" bit field must be set to one then cleared to zero to cause the counter value itself to
be zeroed.

" The timer overflow interrupt is used to track larger time counts in special purpose registers
which also survive reset.

The timer overflow is handled by adding to the SNVR[0-3] registers to keep the extra time precision
in system timer registers.

<<system_apollo3: stimerIrqHandler>>=
/// The `stimerIrqHandler` function runs in response to the overflow
/// interrupt of the `stimer` peripheral. The overflow is used to keep track
/// of larger time increments beyond 32 bits.  The `stimer` peripheral
/// has 4 non-volatile registers that are dedicated to that purpose.
fn stimerIrqHandler() callconv(.c) void {
Ê   if (apollo3.stimer.stim_int_stat.testBitField(.overflow)) {
Ê       apollo3.stimer.stim_int_clr.writeBitField(.overflow);

Ê       var result, var ovf = @addWithOverflow(apollo3.stimer.s_nvr[0], 1);
Ê       apollo3.stimer.s_nvr[0] = result;
Ê       result, ovf = @addWithOverflow(apollo3.stimer.s_nvr[2], ovf);
Ê       apollo3.stimer.s_nvr[1] = result;
Ê       result, ovf = @addWithOverflow(apollo3.stimer.s_nvr[2], ovf);
Ê       apollo3.stimer.s_nvr[2] = result;
Ê       apollo3.stimer.s_nvr[3] +|= ovf;
Ê   } else {
Ê       v7m.nvic.disableIrq(apollo3.SystemTimer.irq_number);  !
Ê   }
}
comptime {
Ê   @export(&stimerIrqHandler, .{ .name = "stimerIrqHandler", .linkage = .strong }); "
}

! The overflow and capture registers share the main STIMER_IRQn interrupt vector. Currently, this
design does not use the capture registers. If some interrupt other than an overflow arrives, then
somehow the capture register interrupts were enabled without modifying this IRQ handler. The
fallback is just to shut the whole thing down. The compare registers of the system timer
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peripheral have their own interrupt vectors.

" Publish this as a strong  symbol to override the default handler.

Initializing RAM Memory at Start Up

It is necessary to ensure that the values of non-automatic variables which are initialized have their
initial values in place when main  runs. It is necessary to ensure that non-automatic variables which
do not  have initializers are set to zero, i.e.  all bits in the variable are zero. With a conventional
operating system, the program is set up to bring in the variable initializers from the disk file which
holds the program executable image. This is usually done on demand, i.e.  when the program
actually accesses a variable which was initialized. Zero initialized pages can be allocated by the
operating system and zeroed in place.

On a microcontroller there may not be a file system or even any external storage. Only one program
is typically executed and there is no mechanism to page in from disk. At power up, RAM values are
indeterminate, so the variable initializers must be stored somewhere and copied into RAM. Once the
RAM memory is initialized, normal program execution can then read or update the values as
needed. The most convenient source of non-volatile memory is the flash memory where our
program is stored. So, the data initializers must to be stored in flash and copied to RAM before main
executes. Using flash memory to store initializers does reduce what is available for program
instructions, but in most microcontrollers the amount of flash memory far exceeds the amount of
RAM memory.

A similar situation exists for zero initialized memory. Since the value to be stored in RAM is just zero,
there is no need to waste flash space storing a potentially large array of zeros. So, the memory
locations occupied by uninitialized variables must be programmatically set to zero.

Where does the necessary information to copy memory or zero memory come from? The memory
addresses are only known at link time and the specifics will vary from one program to another. The
linker is able to supply the needed information. How that is done is covered in a following section .
For now, assume that there are some symbols whose values are set by the linker. These symbols
give you all the information needed to write the code to perform the memory initialization. Note
that the code and the linker directives are now tightly coupled by the names given to those
symbols. The chosen names are conventional and follow a pattern, but the names are arbitrary as
long as both the initialization code and the linker directives use the same name to mean the same
thing.

Two other memory initialization situations arise:

1. Procedure linkages and automatic variables are stored on the stack. It does not need to be
initialized for proper operation since the procedure linkages are always written before they are
read and automatic variables have indeterminate values before they are written. However, the
stack has a fixed size and it is convenient to initialize the stack to some known, improbable
value in order to determine determine the extent of stack usage. By initializing the stack area
and then running the system, execution can be halted to examine a memory dump of the stack
area. The contrast between the improbable initial memory value and what is written during
program execution will give a good measure of the extent of stack usage. There are other, and
better ways, to protect the system from stack excursions. The MPU can be used or clever stack
placement in memory can catch the stack excursions which a deeply recursive function might
trigger. But simply initializing the stack memory to known values is an easy way to get started.

2. It is convenient to have a section of memory set aside which is not initialized unless there has
been a power on reset (POR). A processor reset can come from many sources and may even be
caused intentionally by the software. It is useful during development to leave a trail of clues
about the state of the system before the reset by storing information in a section of memory
which is not, unlike ordinary variables, initialized at reset. Of course, should the reason for the
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reset be power on, i.e.  a hard, cold start, RAM contents are indeterminate and the trail is lost.
But during development, using a special section of memory can be a useful tool to uncover
difficult to diagnose errors. Such a memory area is also useful for gathering operational
statistics which must survive reset. If an external interface to the memory contents is provided
(e.g.  via some communications interface), it can help diagnose problems in a deployed system.
Most modern microcontrollers have a specific peripheral to monitor and control resets and that
hardware usually has registers which indicate the cause of the last reset. The Apollo 3 has such
a register.

The implementation of the RAM initialization follows directly from the considerations of the four
memory segments just discussed.

<<system_apollo3: systemInitRam>>=
/// The `systemInitRam` function is run as part of the system initialization
/// that happens at reset time. It initializes various sections of RAM memory
/// to ensure that initial data values are in place, stacks have been painted
/// with a special value and allows for memory section values to survive
/// a reset that is not the result of a power on.
fn systemInitRam() void {
Ê   <<systemInitRam: data type declarations>>
Ê   const SpecialMemoryArea = struct { !
Ê       <<systemInitRam: data declarations>>
Ê   };
Ê   <<systemInitRam: data sections>>
Ê   <<systemInitRam: bss sections>>
Ê   <<systemInitRam: stack sections>>
Ê   <<systemInitRam: no init sections>>
}

! Note that we use namespace container variables to allocate the memory needed by various
sections that require special treatment.

Copying Variable Initializers to RAM

There are couple of conventional tactics used to get the linker derived information into the memory
initialization code.

1. You can define linker symbols which mark the boundary of a section and use those symbols to
know the source of variable initializers and the RAM destination of the copy. This is simple and
works well if the layout of initializer data is contiguous.

2. You can use the ability of the linker to place values into memory to define a table  which contains
a set of source and destination information. This approach easily handles multiple, non-
contiguous initializer sections.

Here the second approach is used. It is only slightly more involved (requires a loop to iterate
through the table) and does not require significantly more code to implement. The linker script
directs the linker to build a table  containing the needed descriptive information about the memory
section.

That table is constructed such that you can declare an equivalent Zig structure. In Zig terms, and
extern struct  has a known layout in memory equivalent to that generated by "'C'". This is, for
example, a common technique used to define the layout of memory-mapped peripheral device
registers. In this case, the layout and values are being provided through a linker script. You must
declare an equivalent Zig structure to enable the code to retrieve the linker-generated values
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correctly.

The information required to copy data initializers to RAM appears in Zig source code to be an array
of structures of the following type. Note the design uses 32-bit quantities which are convenient for
the Cortex memory architecture.

Data copy structure declaration

<<systemInitRam: data type declarations>>=
const CopySegmentDesc = extern struct {
Ê   src: [*]const u32,
Ê   dst: [*]u32,
Ê   nwords: u32,  !
};

! In units of 32-bit words, i.e.  nwords  is the number of 32-bit words to copy. All subsequent nwords
fields are also in 32-bit word units.

The memory initialization code then uses the values in the linker-generated table to perform the
initialization. The net effect is no different than if you had built the table by defining the array
directly in our own "'C'" code. But since the needed values are only known at link time, the linker is
enlisted to place the values into memory for us. This must be done carefully, as discussed below , to
ensure matching the memory layout implied by the CopySegmentDesc  structure.

If you treat the copy table as an array, you must to know where the array ends. If the number of
elements was known, then the end could be calculated. However, in laying out the array using
linker commands, the easiest solution is to define two linker symbols which mark the start and end
of the implied array of copy segments.

<<systemInitRam: data sections>>=
const copy_seg = @extern([*]CopySegmentDesc, .{
Ê   .name = "__data_copy_table_start__",
Ê   .linkage = .strong,
});
const copy_seg_end = @extern(*CopySegmentDesc, .{
Ê   .name = "__data_copy_table_end__",
Ê   .linkage = .strong,
});
const copy_seg_len =
Ê   (@intFromPtr(copy_seg_end)  - @intFromPtr(copy_seg)) / @sizeOf(CopySegmentDesc);
const copy_segments = copy_seg[0..copy_seg_len]; !

for (copy_segments) |copy_segment| {
Ê   const dst = copy_segment.dst[0..copy_segment.nwords]; "
Ê   const src = copy_segment.src;
Ê   @memcpy(dst, src);
}

! Since we have a table of segments to copy, create a slice from the raw pointers. We have to
perform the pointer arithmetic ourselves since Zig does not (yet) allow pointer arithmetic within
array boundaries.
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" The strategy is to use @memcpy, so we compute a slice for each memory segment to be copied.

Zeroing Out Uninitialized Variable Values in RAM

The information required to place zero values into memory is simpler since we are writing a
constant zero into the memory region.

As before with the initialized data, you create an extern struct  declaration to match the layout of
data produced by the linker commands.

<<systemInitRam: data type declarations>>=
const InitSegmentDesc = extern struct {
Ê   dst: [*]u32,
Ê   nwords: u32,
};

The implementation of the code to zero out the memory follows a similar pattern used to copy over
the initialized data values. In this case, the strategy is to use @memset to perform the zero
initialization.

<<systemInitRam: bss sections>>=
const zero_seg = @extern([*]InitSegmentDesc, .{
Ê   .name = "__zero_table_start__",
Ê   .linkage = .strong,
});
const zero_seg_end = @extern(*InitSegmentDesc, .{
Ê   .name = "__zero_table_end__",
Ê   .linkage = .strong,
});
const zero_seg_count =
Ê   (@intFromPtr(zero_seg_end) - @intFromPtr(zero_seg)) / @sizeOf(InitSegmentDesc);
const zero_segments = zero_seg[0 .. zero_seg_count];

for (zero_segments) |zero_segment| {
Ê   const dst = zero_segment.dst[0 .. zero_segment.nwords];
Ê   @memset(dst, 0);
}

Setting the Stack Memory to a Known Value

Before discussing initialization of the stack section, two design decisions must be made:

How many stacks do are to be supported?
The ARMv7-M architecture supports both a Main Stack and a Process Stack. You must supply a
Main Stack.

Where in memory is the stack to be located?
There are several strategies which are practiced. The stack, unlike most other memory usage,
grows down, i.e.  smaller stack addresses hold more recent stack data.
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For this use case, a two stack arrangement is supported for the following reasons.

¥ Exception processing always uses the Main Stack. This type of processing tends to be better
bounded in terms of its stack usage. It is less likely to have any deep recursion or need large
amounts of automatic variable space.

¥ The Process Stack is used by application code and is much less predictable in the amount of
memory it requires.

¥ By separating the Process Stack from the Main Stack, it is unnecessary to add extra space in the
Process Stack for the stack space needed by exceptions. Exception nesting is always present
since high priority system faults can occur at any time, i.e.  you must always account for Hard
Fault and NMI.

¥ Separate Main and Process Stacks offer the opportunity to restrict access to the memory based
on privilege. This could be used to prevent unprivileged code from accessing the Main Stack.

The considerations can be quite involved as this application note  details.

Several stack placement strategies are commonly used. One strategy is to place the stack at the
top of RAM and let it grow downward without any bound. That strategy does nothing to guard
against a potential deeply recursive function working all the way down RAM and overwriting
program data. Another strategy is to define the bottom limit of the stack to be the beginning of RAM
and place the initial top of the stack somewhere higher up, say 4KiB, in memory. Since memory
below the beginning of RAM is usually not present, this can cause a fault if the stack grows too
large. This strategy is adopted here. The process stack is placed at the bottom of RAM and the main
stack located immediately next to it, higher in memory.

It is difficult to estimate up front how large the stack should be. ThatÕs one of the reasons to fill the
stack space with an unusual number that will allow you to get an estimate of usage. The build script
for this code allows a main_stack_size  configuration value so that different default can be
obtained. Start with 4KiB as the default and make provisions to change the size with the
configuration constant that can be defined as an option to the compilation.

The stack is then just an array variable of the desired size and the linker places the memory where
it is directed.

<<systemInitRam: data declarations>>=
export var __main_stack:
Ê   [config.main_stack_size]u8 align(@alignOf(u64)) linksection(".main_stack") =
Ê   [_]u8{0} ** config.main_stack_size;  !

! Another information packed definition.
1. The stack is aligned on an 8 byte boundary to comply with AAPCS requirements.

2. Place the __main_stack  variable in the .main_stack  segment so you can tell the linker
where to locate the stack in memory.

3. The export  designation is necessary to have the memory show up since it is not otherwise
referenced here. Unfortunately, the export also places the symbol in the global symbol table.

<<systemInitRam: data declarations>>=
export var __process_stack:
Ê   [config.process_stack_size]u8 align(@alignOf(u64)) linksection(".process_stack") =
Ê   [_]u8{0} ** config.process_stack_size;

Initializing stack memory is similar to initializing the BSS section. However, there are two other
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consideration that must be attended to:

1. The startup code itself is executing using the Main Stack. You must not overwrite any of the
Main Stack that is in use. This means you must not  write past the address contained in the MSP.

2. You want to write the bottom of the stack with a value which is different than the value used for
filling the remaining stack memory. The different value can be used, potentially, to calculate the
stack usage through a debugging interface.

Just as before, the linker script builds a table of stack sections. The only variation here is the
different manner in which the stack section values are set.

<<systemInitRam: stack sections>>=
const stack_seg = @extern([*]InitSegmentDesc, .{
Ê   .name = "__stack_table_start__",
Ê   .linkage = .strong,
});
const stack_seg_end = @extern(*InitSegmentDesc, .{
Ê   .name = "__stack_table_end__",
Ê   .linkage = .strong,
});
const stack_seg_count =
Ê   (@intFromPtr(stack_seg_end) - @intFromPtr(stack_seg)) / @sizeOf(InitSegmentDesc);
const stack_segments = stack_seg[0 .. stack_seg_count];

const msp = v7m.msp.get();  !

for (stack_segments) |stack_segment| {
Ê   const dst = stack_segment.dst;
Ê   const segment_end = @intFromPtr(&dst[stack_segment.nwords]);
Ê   const dst_end = if (msp > @intFromPtr(dst) and msp < segment_end)
Ê       msp
Ê   else
Ê       segment_end;  "
Ê   const dst_count = (dst_end - @intFromPtr(dst)) / @sizeOf(u32);

Ê   const stack_words = dst[0 .. dst_count];
Ê   stack_words[0] = 0xdeadbeef; #
Ê   @memset(stack_words[1 .. dst_count], 0x12345678) ;
}

! Since the stack pointer is in play, i.e.  it is currently being used, you must make sure not to
overwrite the portion of the stack that is in use.

" The if expression makes it possible to declare the value as const .

# There are a few "'cute'" words which can be spelled with the alphabetic characters used for
hexadecimal numbers. All that is required is something distinctive to recognize the boundary
and it is useful if each byte of the 4 byte word is a different value.

Memory Which Survives Reset

Just as there are .data  and .bss  sections, memory intended to survive reset also needs to be split
between sections which are explicitly initialized and zero initialized. So, you define the
.noinit_data  and the .noinit_bss  sections.

The Path to main  | 38 of 981 Code to Models



The memory sections that are intended to survive reset must have their initialization conditioned
upon whether an actual Power On Reset (POR) occurred. If a POR occurred, then the memory
locations are set to zero. Otherwise, the memory is left in tact.

For the Apollo 3 chip, the reset generator peripheral has a register which holds indicators of the
source and type of the reset. This is the information used to determine if there was a POR.

There are two other considerations:

¥ A magic  number is written into the first word of the memory section to indicate that the
initialization is complete. That magic value is expected always to be there and if it is not, then
the memory is reinitialized regardless of the POR status.

¥ The Apollo 3 data sheet indicates that the reset generator status register value is not  retained
when deep sleep is entered. To make it available to the application, it is stored in the .noinit_bss
section.

These considerations are captured in a variable. The variable serves to give the section a size and
other parts of the system may declare variables in the .noinit_data  or .noinit_bss  sections to
store things they wish to survive reset. One good use would be to store the conditions detected
during a major system exception such as a Hard Fault.

To access Core definitions and other chip definitions, a module is provided that contains the
specifics of the memory mapped I/O for the Apollo 3 microcontroller.

<<systemInitRam: data type declarations>>=
const noinit_magic: u32 = 0xe4fda777;  !

<<systemInitRam: data declarations>>=
const NoinitSegmentStatus = extern struct {
Ê   magic: u32,
Ê   reset_status: apollo3.ResetStatus.StatusType,
};

! An arbitrary, improbable number that is used as the initialization indicator.

<<systemInitRam: data declarations>>=
var noinit_status: NoinitSegmentStatus linksection(".noinit_bss") = .{
Ê   .magic = 0,
Ê   .reset_status = @bitCast(@as(u32, 0)),
};

The code to initialize the segments combines the tables created by the linker (as was used in the
other segments) along with the noinit_status  variable.

<<systemInitRam: no init sections>>=
const reset_status = apollo3.rststat.stat.read();
const pwr_on_reset = reset_status.por_stat == 1 or reset_status.poir_stat == 1;  !

if (pwr_on_reset or SpecialMemoryArea.noinit_status.magic != noinit_magic) {
Ê   const noinit_seg = @extern([*]CopySegmentDesc, .{
Ê       .name = "__noinit_data_copy_table_start__",
Ê       .linkage = .strong,
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Ê   });
Ê   const noinit_seg_end = @extern(*CopySegmentDesc, .{
Ê       .name = "__noinit_data_copy_table_end__",
Ê       .linkage = .strong,
Ê   });
Ê   const noinit_seg_count =
Ê       (@intFromPtr(noinit_seg_end) - @intFromPtr(noinit_seg)) / @sizeOf(CopySegmentDesc);
Ê   const noinit_segments = noinit_seg[0 .. noinit_seg_count];

Ê   for (noinit_segments) |noinit_segment| {
Ê       const dst = noinit_segment.dst[0 .. noinit_segment.nwords];
Ê       const src = noinit_segment.src;
Ê       @memcpy(dst, src);
Ê   }

Ê   const noinit_bss_seg = @extern([*]InitSegmentDesc, .{
Ê       .name = "__noinit_bss_table_start__",
Ê       .linkage = .strong,
Ê   });
Ê   const noinit_bss_seg_end = @extern(*InitSegmentDesc, .{
Ê       .name = "__noinit_bss_table_end__",
Ê       .linkage = .strong,
Ê   });
Ê   const noinit_bss_count =
Ê       (@intFromPtr(noinit_bss_seg_end) - @intFromPtr(noinit_bss_seg)) /
@sizeOf(InitSegmentDesc);
Ê   const noinit_bss_segments = noinit_bss_seg[0 .. noinit_bss_count];

Ê   for (noinit_bss_segments) |noinit_bss_segment| {
Ê       const dst = noinit_bss_segment.dst[0 .. noinit_bss_segment.nwords];
Ê       @memset(dst, 0);
Ê   }

Ê   SpecialMemoryArea.noinit_status.magic = noinit_magic ;
}

SpecialMemoryArea.noinit_status.reset_status = reset_status ;

! For the Apollo 3 SOC, the reset generator peripheral allows for software to generate the same
power on initialization signal as would be generated in hardware. The reset status keeps
separate status for the two conditions, but you want to have the same behavior for both.

systemControlsInit()

The systemControlsInit()  function initializes system registers which control the actions taken by
the processor in response to situations created by the running program.

<<system_apollo3: systemControlsInit>>=
fn systemControlsInit() void {
Ê   v7m.scb.ccr.updateFields(.{
Ê       .stk_align = 1,  !
Ê       .div_0_trp = 1,

The Path to main  | 40 of 981 Code to Models



Ê       .unalign_trp = 1,
Ê   });
Ê   v7m.scb.scr.setBitField(.sleep_deep);
}

! Enabled by default on a Cortex-M4.

The Cortex-M4 core has a number of controls that affect aspects of behavior is enforced for all
application programs.

¥ Stack alignment is set to 8 bytes to conform to AAPCS requirements and conventional usage.
Care must be taken that stack areas are 8 byte aligned.

¥ Division by zero is not allowed. Any code which divides must either know by context that the
divisor is non-zero or must make a test of zero to prevent the condition.

¥ Unaligned memory accesses are not allowed. N.B.  that the target feature +strict_align  must
be given to the Zig compiler to prevent it from generating code which has unaligned accesses.
Unaligned access can result from up casting  a pointer from a lesser alignment to a greater
alignment. This is an indication of a program design issue. Generally, Zig is quite pedantic about
alignment issues, but this setting gives a check by the processor core that is independent of the
release level of the compiler.

¥ Enabling deep sleep mode in the processor requires a control bit to be set.

systemFpuInit()

The systemFpuInit()  function initializes the system registers associated with the FPU to configure
access and stack context behavior.

<<system_apollo3: systemFpuInit>>=
fn systemFpuInit() void {
Ê   v7m.scb.enableFpu(); !
Ê   v7m.fpu.setFpuStackContext(.no_stack); "
}

! By default after reset, floating point operations are not enabled. Here, they are enabled with full
access.

" This setting is important and the setting chosen here is appropriate when there is no task
context switching and none of the IRQ handlers use floating point. This describes the types of
the targeted applications.

The Cortex-M4 has a single precision floating point unit. In this design, the FPU is dedicated to
application use and no floating point operations are allowed from IRQ handlers. Since there is only a
single processor context, it is never necessary to stack the floating point registers.

systemExcPriorityInit()

Setting the priorities for system exceptions and interrupts is an extended topic. It is discussed in a
following section . There the code required to initialize the exception priorities is shown.

systemMemProtectInit()

The systemMemProtectInit()  function initializes the Memory Protection Unit. Once initialized is
also enables the Memory Management fault. Since the subject of memory protection requires
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considerable discussion, MPU initialization is deferred to a later chapter .

systemCoreClockUpdate()

The systemCoreClockUpdate  function updates the value of the global variable, systemCoreClock
to be the frequency of the clock running the processor in units of Hertz. This is a standard CMSIS
function. System code should invoke this function after any change to the frequency of the core
clock. Applications may use the global value, systemCoreClock , to compute frequency information
for other clocks in the system which may be derived from the core clock frequency.

The function and global variable follow CMSIS conventions.

<<system_apollo3: systemCoreClockUpdate>>=
/// The `systmeCoreClockUpdate` function calculates the system clock frequency
/// based upon current register settings.
/// This function can be used to update the system core clock frequency
/// when clock control registers are changed. The value of the
/// core clock is global and can be used by peripheral control code
/// when the peripheral clocking scheme is related to the core clock frequency.
fn systemCoreClockUpdate() void {
Ê   systemCoreClock = apollo3.sys_osc_clk /
Ê           (@intFromEnum(apollo3.clkgen.c_ctrl.readField(.core_sel)) + 1);
}

<<system_apollo3: systemCoreClock>>=
// System Clock Frequency (Core Clock) !
export var systemCoreClock = apollo3.system_clock;

! Note that when the initialized data is copied from flash memory to RAM during RAM initialization,
the core clock frequency value will match the effect of systemCoreClockUpdate()  function.

missingHandler()

The default implementation for any exception handlers which are not  overridden by the application
program is to invoke the abnormal ending function.

<<system_apollo3: missingHandler>>=
fn missingHandler (
Ê   _: *const v7m.ExceptionFrame,
Ê   _: u32,
Ê   _: u32,
) callconv(.c) noreturn {
Ê   systemAbEnd();  !
}

comptime {
Ê   @export("missingHandler", .{ .name = "missingHandler", .linkage = .weak });
}
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! N.B.  no recovery is attempted here. The default implementation forces an abnormal termination
the program.

System Code Layout

This section shows how the content of the file system_apollo3.zig  is composed from literate
program chunks.

<<system_apollo3.zig>>=
//! The `system_apollo3.zig` file contains system specific initialization code
//! for the Ambiq Apollo 3 microcontroller. This code is invoked from the system
//! reset handler.
<<edit warning>>
<<copyright info>>

// This file was substantially derived from the Apollo 3 HAL.
// The following is the copyright information for the HAL.
<<ambiq copyright info>>

// Imports
<<system_apollo3: imports>>

// Declarations
<<system_apollo3: declarations>>

<<system_apollo3: systemInit>>
<<system_apollo3: systemInitRam>>
<<system_apollo3: stimerIrqHandler>>
<<system_apollo3: systemCoreClock>>
<<system_apollo3: systemCoreClockUpdate>>
<<system_apollo3: systemControlsInit>>
<<system_apollo3: systemFpuInit>>
<<system_apollo3: systemExcPriorityInit>>
<<system_apollo3: systemMemProtectInit>>
<<system_apollo3: missingHandler>>
<<system_apollo3: systemAbEnd>>

Starting main
At this point in starting up the system, we have completed the minimal initialization that is required
and are ready to transfer control to the main  application. This function constructed so that it can
reside in a separate object file.

!

It may seem strange to create a separate function for startMain  and to place it in
a separate file. When the CONTROL register is set for unprivileged execution, the
next instruction must be fetched from memory which has unprivileged access. At
this time, the Memory Protection Unit (MPU) may have been configured by the
systemInit  function and unprivileged execution must be separated from the
privileged execution of the Reset Handler. This is discussed in a subsequent
section .
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The design of this function follows the pattern for start up in the Zig standard library ( start.zig )
but is much simplified from that implementation.

<<start_main: functions>>=
/// The `startMain` function transfers control to the `main` function
/// to begin execution of the application program. N.B. that
/// this function resets the stack pointers and forces the
/// execution to be unprivileged and using the Process Stack.
export fn startMain() noreturn {
Ê   // We enter this code as the last step of the Reset Handler.
Ê   // We are executing in Thread mode, with privilege.
Ê   // The stack pointer has already been set to use the Process Stack.
Ê   // The Memory Protection Unit has been initialized and this
Ê   // code was must be placed in the unprivileged text section.
Ê   v7m.control.update(.{
Ê       .npriv = .unprivileged,
Ê   }); !

Ê   // After the update of the control register, we are executing
Ê   // in Thread mode, unprivileged, and using the Process Stack.
Ê   // Background execution continues under these conditions.

Ê   const bad_main_ret =
Ê       \\ expected return types of main are:
Ê       \\ 'void', '!void', 'noreturn', 'u8', or '!u8'
Ê       ;
Ê   const ReturnType = @typeInfo(@TypeOf(root.main)).@"fn".return_type.?;
Ê   switch (ReturnType) {
Ê       void => {
Ê           root.main();
Ê           @panic("returned from main with no value");
Ê       },
Ê       noreturn => {
Ê           root.main();
Ê           @panic("unexpected return from main");
Ê       },
Ê       u8 => {
Ê           _ = root.main();
Ê           @panic("returned from main with value");
Ê       },
Ê       else => {
Ê           if (@typeInfo(ReturnType) != .error_union) @compileError(bad_main_ret);
Ê           root.main() catch @panic("returned from main with error");
Ê       },
Ê   }
Ê   @panic("aborting: return from main");
}

! The core CONTROL register is used to select the stack used for Thread mode and to remove
privilege execution from the running thread. See the following  discussion for the rational of using
unprivileged execution. Immediately after the CONTROL register is updated, we begin
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unprivileged execution. N.B. that it is essential that the update  function be inlined . Otherwise,
we will switch stack pointers before the function return and execution is then uncontrolled.

Start Main Code Layout

The code that invokes the main()  function is in a separate file as mentioned previously .

<<start_main.zig>>=
//! The `start_main.zig` module transfers control to the `main` program.
//! It is executed as the last step in the system Reset Handler.
//+
<<edit warning>>
<<copyright info>>

const root = @import("root");
const v7m = @import("v7m");

<<start_main: functions>>

Privileged Execution

Before transferring control to main() , two bits in the CONTROL register were changed that have
significant design implications.

¥ Change the stack pointer for Thread mode operation to use the PSP.

¥ Set Thread mode operation to be unprivileged.

At reset, the processor executes in Thread mode ( cf.  Handler mode) using the MSP and privileged
execution. This is the simplest mode of operation and allows unfettered access to the system by
any code. Many systems are run in this configuration.

In this design, both stacks are used. The reasoning for a two stack approach was discussed
previously .

A more complex set of trade-offs is associated with executing the application code in unprivileged
mode. By placing restrictions on the application code, the intent is to build a more constrained
execution environment. Small software errors can easily send a microcontroller executing in an
uncontrolled manner. The intent for a more controlled execution environment is to be able to catch
unwanted behavior earlier in the development process. When a microcontroller system is deployed,
there is usually little recovery opportunity should things go terribly wrong. You would like to be able
to catch such behavior early and, if it does happen in a deployed system, to limit the potential for
damage. By excluding the application code from operating with privilege, the problem is divided in
half by ensuring that any computation on critical system registers or peripherals cannot happen in
the application by means of a stray pointer.

The topic of constraining execution of the software is a recurrent theme in this book.

One trade-off for erecting an execution barrier between the system and the application is that it is
computationally more costly to control the peripheral devices. Requiring privilege and protecting
the memory mapped I/O regions means that all access to system and peripheral registers must
happen via the exception handling mechanism. That mechanism involves at least pushing and
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popping an exception stack frame for any system level access. Effectively, building a wall between
the system and application processing implies scaling that wall whenever the two sides need to
interact. It is simply the price that must be paid for a more robust system. Whether the increased
cost of privileged access is a performance problem is determined both by the exception overhead
and the frequency at which the overhead is incurred. This can only truly be determined by
measurement. Good design practice attempts to minimize application code doing intensive system
interactions in performance critical areas. There are usually effective ways to design the
interactions between the unprivileged and privileged code so as not to impose an undue burden.

Note that the intent here is not to impose some level of security on the system to prevent malicious
intent. Microcontroller systems typically execute a single program and, if field updates are
protected from malicious intervention, our intent is to mitigate the effects of software bugs. Bugs
are to software as noise is to electronics!Ñ!something that does not go completely away despite
your best efforts at control.

Scripting the Linker
The last steps to getting a program to run involve scripting the linker. LetÕs recap what has been
done have so far.

¥ The exception vector table provides the Cortex-M4 core the necessary data to find the Reset
handler function. The table was defined to include all the exception handlers and made
arrangements for it to be populated either by a default function or one found elsewhere in the
program code. The Reset handler function itself is provided and cannot be overridden.

¥ The Reset handler first initializes those aspects of the processor core required to execute any
program.

¥ After the core is executing as intended, the RAM memory is initialized as required by the Zig
language and to suit the needs of the applications.

¥ With the core initialized and RAM set up properly, main  is called to start the application.

One nagging detail remains. Where in memory is the exception vector table and all the other code
located? ItÕs essential to be able to compile pieces separately. But with that flexibility comes the
need to put the pieces back together, and that is what a linker does.

Linker sections have an additional complication. It has to have a name, and other pieces of code will
ultimately need to refer to that name. The usual solution is to come up with a naming convention.
Compilers use linker sections to keep code, initialized data, and uninitialized data separate. The
names used are conventions imposed by the compiler. For other specialized sections, naming is
arbitrary, but long standing conventions should be respected. Following established convention, the
name, .vectors , has been given to the linker section holding the exception vector table.

Linker defined symbols must also be handled. As we have seen, the code simply uses the @extern
builtin to obtain symbol values.

Linker script layout

A linker script must define:

a. where to begin execution,

b. the addresses of the different types of memory, and

c. how that memory is filled with code and data.
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<<apollo3.ld>>=
/*
Apollo 3 linker script for unprivileged execution.

<<copyright info>>
*/
<<linker script: entry point>>
<<linker script: memory layout>>
<<linker script: section descriptions>>

Entry point

In this environment, the program starts at the Reset Handler.

<<linker script: entry point>>=
ENTRY(resetHandler)

Memory layout

The following table shows the memory map for the Apollo 3 SOC. Note that RAM starts at
0x1000_0000 and that the first 64 KiB are Tightly Coupled Memory (TCM).
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Address Name Executabl
e

Description

0x00000000!Ñ!0x000FF
FFF

Flash Y Flash Memory

0x00100000!Ñ!0x03FFF
FFF

Reserved X No device at this address range

0x04000000!Ñ!0x07FFF
FFF

External MSPI Flash Y XIP Read-Only External MSPI Flash

0x08000000!Ñ!0x0800
0FFF

Boot Loader ROM Y Execute Only Boot Loader and Flash
Helper Functions.

0x08001000!Ñ!0x0FFFF
FFF

Reserved X No device at this address range

0x10000000!Ñ!0x1000F
FFF

SRAM (TCM) Y Low-power / Low Latency SRAM
(TCM)

0x10010000!Ñ!0x1005F
FFF

SRAM (Main) Y Main SRAM

0x10060000!Ñ!0x3FFFF
FFF

Reserved X No device at this address range

0x40000000!Ñ!0x50FFF
FFF

Peripheral N Peripheral devices

0x51000000!Ñ!0x51FFF
FFF

External Memory X Read/Write External Memory (MSPI)
[Chip Rev B Only]

0x52000000!Ñ!0xDFFFF
FFF

Reserved X No device at this address range

0xE0000000!Ñ!0xE00FF
FFF

PPB N NVIC, System timers, System
Control Block

0xE0100000!Ñ!0xEFFFF
FFF

Reserved X No device at this address range

0xF0000000!Ñ!0xF0000
FFF

Debug ROM N Debug ROM

0xF0001000!Ñ!0xFFFFF
FFF

Reserved X No device at this address range

Table 1. Apollo 3 System Memory Map

The SparkFun board being used does not have any external memory. So, flash and RAM are the only
two interesting areas of the memory map.

<<linker script: memory layout>>=
MEMORY
{
Ê FLASH (rx) : ORIGIN = 0x00010000, LENGTH = 960K
Ê RAM (rwx) : ORIGIN = 0x10000000, LENGTH = 384K
}
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!
SparkFun has installed a secondary bootloader into the part. To preserve the
secondary bootloader, the flash origin is set to 0x0001_0000. To overwrite the
SparkFun bootloader, set the RAM origin at 0x0000_C000.

Linker sections

This section shows the linker commands which place the objects into memory. The order here is
flash first and RAM second. The RAM layout order follows that of the previous discussion  about the
code which performs the RAM initialization.

The following diagram shows the layout in graphical form.
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The linker script to layout the code contains a set of output section descriptions in the same order.

<<linker script: section descriptions>>=
SECTIONS
{
Ê   <<linker section: text>>
Ê   <<linker section: build_id>>
Ê   <<linker section: rodata>>
Ê   <<linker section: ARM.extab>>
Ê   <<linker section: process stack>>
Ê   <<linker section: main stack>>
Ê   <<linker section: data>>
Ê   <<linker section: bss>>
Ê   <<linker section: noinit data>>
Ê   <<linker section: noinit bss>>

Ê   PROVIDE(end = .) ;
}

&#x278a A conventional linker generated symbol, end , is to show the end of occupied memory.

Text section

The .text  section includes all the object code for the program. The exception vector table is placed
first so it is located at the origin of the flash memory.

<<linker section: text>>=
.text : ALIGN(4)
{
Ê   __text_start__ = . ;

Ê   KEEP(*(.vectors*))
Ê   KEEP(*(.ble_patch*))

Ê   . = ALIGN(4) ;
Ê   *(.text*)

Ê   . = ALIGN(4) ;
Ê   __text_end__ = . ;
} > FLASH

The corresponding external declarations for the linker symbols is then given by:

Build id section

The .build_id  section loads the contents of a note  section which contains an identifier of the
executable. To obtain a build id in a section requires an explicit request to the linker by using the
--build-id  linker command option.

<<linker section: build_id>>=
.build_id : ALIGN(4)

Code to Models The Path to main  | 51 of 981



{
Ê   PROVIDE(SystemBuildIDNote = .) ;
Ê   *(.note.gnu.build-id)
} > FLASH

The linker places the build ID in a note  section. The layout of data in that section contains several
elements. Again, a "'C'" structure declaration must be constructed that matches the layout data as
the linker generates it. The following structure declaration shows the components.

<<startup_apollo3: declarations>>=
const ElfNoteSectionDesc = extern struct {
Ê   namesz: u32,
Ê   descsz: u32,
Ê   type: u32,
Ê   data: u8,  // Beginning byte of the data.
};

The linker packs naming and descriptive information together into the variable sized data  member.
The offset in data  to the build ID is given by the namesz  member.

Read only data section

The compiler places read-only data in a separate section from executable code. Ultimately, the MPU
is used to prevent executing the read-only data. This just makes that step a bit easier when it is
introduced later.

In addition to the read only data sections emitted by the compiler, the initialization copy tables are
placed in the same section. These tables are read only data, but are generated by the linker rather
than the compiler.

<<linker section: rodata>>=
.rodata : ALIGN(4)
{
Ê   __rodata_start__ = . ;

Ê   *(.rodata*)

Ê   . = ALIGN(4) ;

Ê   <<linker section: memory init tables>>

Ê   . = ALIGN(4) ;
Ê   __rodata_end__ = . ;
} > FLASH

Memory Initialization Tables

In a previous section , linker defined tables were used to describe the memory regions which needed
initialization. Here, the linker commands required to build the copy table values are described.
There are five areas of RAM which require specialized initialization.
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<<linker section: memory init tables>>=
<<linker tables: data copy>>
<<linker tables: bss zero>>
<<linker tables: stack>>
<<linker tables: noinit data copy>>
<<linker tables: noinit bss zero>>

To copy a section of memory to another location, the address of the source, the address of the
destination, and the amount of data to copy are needed. The linker is requested to place the
required information into the linked output. To be useful to the code, the sequence of 32-bit values
placed into memory by the linker must match the data type declaration that is used by the code.
N.B.  assumptions about the alignment and padding of structure members used by the compiler are
being made. These are safe assumptions in this case since the Cortex-M4 has a regular 32-bit word
size that does not need any padding. Still, the linker and compiler do not know about this
correspondence and the responsibility to ensure it is correct falls upon us.

Data copy table values

<<linker tables: data copy>>=
Ê__data_copy_table_start__ = . ;

LONG(LOADADDR(.data))               !
LONG(ADDR(.data))                   "
LONG(SIZEOF(.data) / 4)

Ê__data_copy_table_end__ = . ;

! The LOADADDR() operator returns the address where the section is loaded in memory.

" The ADDR()  operator returns the address where the section resides during execution.

In the previous linker script segment, the LONG command places a 32-bit value into the output
section. These commands also illustrate the linker concepts of virtual memory address  (VMA) [8] and
load memory address  (LMA). The VMA is the address where the data is assumed to reside when the
program is executing. The LMA is the address where the section data is placed before execution
begins, i.e.  where it is loaded in memory by the executable file. For all other sections, these two
addresses are the same. But for the .data  section, the initializer values must be copied from flash,
i.e.  from the LMA, to where they are referenced by the program code, i.e.  to the VMA.

When the linker resolves symbols between code and data, the resolution happens in VMA terms.
Setting the LMA to be different from the VMA and then placing the LMA of the .data  section into
flash memory allows the use of flash memory as non-volatile storage for the data initializer values.
At reset, the values are copied to the VMA and the program begins execution with a known state for
its initialized variables. The VMA for the .data  section must be placed in RAM since a program may
certainly modify the values of its initialized variables. The linker conveniently provides the built-in
functions, ADDR()  to obtain the VMA of a section and LOADADDR() to obtain the LMA of a section. So,
for the copy table, the LMA of the .data  section is the source for the copy and the VMA of the .data
section is the destination. How to specify the LMA of a section to be different from its VMA is shown
below .

The access to the linker generated table is completed by an external declaration of the the copy
table giving the compiler the data type whose structure has been constructed to match the way in
which the linker placed the values in memory.

The initialized data section which survives reset still needs have its initializers present so they may

Code to Models The Path to main  | 53 of 981



be copied into RAM when the start up code detects that there has been a power on reset. At power
on reset, the memory is indeterminate and the data initialization values must be copied to the
correct location.

Noinit_data initialization table

<<linker tables: noinit data copy>>=
Ê__noinit_data_copy_table_start__ = . ;

LONG(LOADADDR(.noinit_data))
LONG(ADDR(.noinit_data))
LONG(SIZEOF(.noinit_data) / 4)

Ê__noinit_data_copy_table_end__ = . ;

ARM Exception Information

We have no use for exception unwinding information. It is discarded to keep the executable file
sizes down and clear as to exactly what is needed.

<<linker section: ARM.extab>>=
/DISCARD/ : { *(.ARM.exidx* .gnu.linkone.armexidx*) }
/DISCARD/ : { *(.ARM.extab.*) }

The remaining memory areas which require initialization do not  require a stored set of values. The
memory values are being set to a fixed number, so the address of the section and its length are all
that is needed. All of these sections must be allocated to RAM since the program writes to the
memory during initialization and during execution.

Start with the .bss  section.

BSS initialization table

<<linker tables: bss zero>>=
Ê__zero_table_start__ = . ;

LONG(ADDR(.bss))
LONG(SIZEOF(.bss) / 4)

Ê__zero_table_end__ = . ;

The remaining initialization tables follow the established pattern.

Stack initialization table

<<linker tables: stack>>=
Ê__stack_table_start__ = . ;

LONG(ADDR(.process_stack))
LONG(SIZEOF(.process_stack) / 4)

LONG(ADDR(.main_stack))
LONG(SIZEOF(.main_stack) / 4)
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Ê__stack_table_end__ = . ;

Noinit_bss initialization table

<<linker tables: noinit bss zero>>=
Ê__noinit_bss_table_start__ = . ;

LONG(ADDR(.noinit_bss))
LONG(SIZEOF(.noinit_bss) / 4)

Ê__noinit_bss_table_end__ = . ;

An external declaration of the noinit_status  variable, used as part of the strategy for preserving
some memory over a reset, is included. ItÕs not really a linker generated symbol, but this is a
convenient place to put it.

With all the copy table descriptors defined, placing sections into the output can be continued.

Initialized data section

Previously , the difference between the VMA and LMA for a section was discussed. The .data  section
is distinctive because the section data is loaded at one address and linked to be run at a different
address. The linker AT operation sets the LMA for a section.

<<linker section: data>>=
.data : ALIGN(4)
{
Ê   __data_start__ = . ;

Ê   *(.data*)

Ê   . = ALIGN(4) ;
Ê   __data_end__ = . ;
} > RAM AT> FLASH

The previous script fragment uses the AT operation to set the LMA of the .data  section to be at the
value of the data_lma  variable, but the VMA is placed in RAM.

Stack section

The first RAM section is for the Process Stack. A significant difference for the stack section is the
need to align it on a 64-bit boundary for AAPCS reasons. The stack is just an area of memory,
contains no data, and is initialized at start up, the NOLOAD section type is used to inform the linker
there is nothing to place into the executable file.

<<linker section: process stack>>=
.process_stack (NOLOAD) : ALIGN(8)
{
Ê   __process_stack_limit__ = . ;

Ê   KEEP(*(.process_stack*))
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Ê   . = ALIGN(8) ;
Ê   __process_stack_top__ = . ;
} > RAM

The Main Stack is placed at the next RAM location.

<<linker section: main stack>>=
.main_stack (NOLOAD) : ALIGN(8)
{
Ê   __main_stack_limit__ = . ;

Ê   KEEP(*(.main_stack*))

Ê   . = ALIGN(8) ;
Ê   __main_stack_top__ = . ;
} > RAM

Both the Main and Process stacks are placed in the first locations of RAM for the following reasons:

¥ Since the stack grows down, should stack activity dip below the allocated space, there is no
memory there and the SOC generates a Hard Fault exception. This is preferable to overwriting
some other portion of RAM. Since the Process Stack is more difficult to estimate, it is placed first
with the Main Stack following.

¥ The first 64 KiB of RAM are TCM RAM. Since stack areas are accessed frequently, it is
advantageous to place the stack in TCM RAM.

Uninitialized data section

The .bss  section is similar to the stack. There is nothing to place in the executable so it is
designated as a NOLOAD section. Unlike the stack, there are variables allocated by the program code
in the .bss  section and the linker must resolve those references in the code. It is also traditional to
place the COMMON data in the .bss  section. Common data is an historical remnant of past
programming practices, but it is conventional to include it in the linker script.

<<linker section: bss>>=
.bss (NOLOAD) : ALIGN(4)
{
Ê   __bss_start__ = . ;

Ê   *(.bss*)
Ê   *(COMMON)

Ê   . = ALIGN(4) ;
Ê   __bss_end__ = . ;
} > RAM

Non-initialized data section

After placing the .bss  section in RAM, the same type of placement is used for the .noinit_bss
section. This section is zeroed by the start up code only upon power on reset.
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<<linker section: noinit data>>=
.noinit_data : ALIGN(4)
{
Ê   __noinit_data_start__ = . ;

Ê   *(.noinit_data*)

Ê   . = ALIGN(4) ;
Ê   __noinit_data_end__ = . ;
} > RAM AT> FLASH

Linker symbols are necessary to support the copying of initializer values. Note that unlike the
initializer copying for the .data  section, only a single block of .noinit_data  section initializers is
supported.

Non-initialized bss section

The final RAM section is similar to .bss . The difference, as seen previously , is how the area is
initialized at start up allowing values to be preserved across system reset.

<<linker section: noinit bss>>=
.noinit_bss (NOLOAD) : ALIGN(4)
{
Ê   __noinit_bss_start__ = . ;

Ê   *(.noinit_bss*)

Ê   . = ALIGN(4) ;
Ê   __noinit_bss_end__ = . ;
} > RAM

main  at last
Finally, a trivial program to resolve the main  symbol can be written.

<<path-to-main-test.zig>>=
//! The `path-to-main-test` module contains a trivial test program that
//! runs the code from the "Path to Main" chapter in "Code to Models".
<<edit warning>>
<<copyright info>>

comptime {
Ê   _ = @import("start_main"); !
}

pub fn main() !void {
Ê   return error.MainReturned;
}

Code to Models The Path to main  | 57 of 981



! The start_main  module is required to transfer control properly to main .

Testing

As a first step in starting the processor, manual testing and observation is necessary. At this point,
there is no infrastructure in place that would allow reporting the test results and, consequently, no
means to make an evaluation of whether the actual results matched the expected results.

Manual inspection through the debugger shows:

¥ The exception vector table is as expected. The first entry is the top of the stack. Next comes the
Reset Handler. The remaining exceptions all point to the Default Handler.

¥ The two stack areas have been initialized with an end marker and a repeating pattern.

¥ The value of the systemCoreClock  is 48 MHz, as expected.

The main program has no statements. If execution continues, returning from main, the startup code
invokes panics.

Summary
In this chapter, the executable code and scripting necessary to get an Apollo 3 SOC to initialize an
execution environment so that an application can begin at main()  has been shown. This is certainly
not the only way to accomplish this goal. There are a large number of ways to get to main()  and
the implementation of a startup sequence, like anything else in software, needs to meet the
requirements of the target system.

This design has several limitations which more experienced readers will have noticed.

¥ There is no support for C` programs. The `C  language imposes additional requirements which
must be accomplished at initialization time and additional start up code and linker sections are
needed. Since there is no intention to include any C++ code for this project, the startup
sequence was simplified.

¥ Finally, experienced readers will have noticed that there is no provision for a system wide heap
for dynamic memory allocation. The use of system heaps in microcontroller based systems is a
subject that has generated considerable discussion in the greater microcontroller community.
Some hold the opinion that it should not be used at all. There are good reasons, such as
fragmentation and recovery potential, not to use a system-wide heap. Others hold that heap
allocation during initialization is acceptable but not afterward. Still others see no problems using
a system-wide heap. For the type of applications targeted here, e.g.  those which are long
running and have deterministic requirements, no system wide heap is used and its negative
aspects are avoided. When there are specific situations that require dynamic memory allocation,
that allocation is managed with worst case, compile-time-allocated memory blocks tied to the
data type of the allocated memory objects.

[1] It is common for microcontrollers to use a bootloader to download and flash programs. In those cases, it is the bootloader
that gets control of the processor after power up. When control is transferred to the downloaded program, we will have set
the entry point to be the reset exception handler.
[2] ARM DUI 0553A, ID121610, p2-24
[3] Apollo 3 MCU Datasheet, Doc. ID: DS-A3-1p3p0, p.74
[4] Whatever finished means in software.
[5] The whole truth is more detailed. Instruction set variations exist because of optional core components such as the FPU.
Here you are concerned with the ARMv7E-M instruction set, including the optional single precision floating-point instructions.
[6] There is one exception, to this circumstance, SVCall , and that is discussed later.
[7] Technically, the value is one past the last byte allocated to the stack. The stack pointer is always pre-decremented before
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it is used to store a value on the stack
[8] The term is slightly confusing since there is no virtual  memory for this microcontroller as there might be for a processor
with a Memory Management Unit (MMU). But a MMU serves to make some place in memory appear to the program as if it a
physical address.
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Crossing the Divide
The previous chapter  discussed how running thread mode computations in unprivileged mode
effectively erects a barrier between handler mode and thread mode. This chapter shows how
foreground and background activities cooperate to transfer control and data between the two sides.
This mechanism is central to the design of how the system responds to its environment.

Handler Mode / Thread Mode Split
Only handler mode is allowed [1] to access system and peripheral registers. The only way that
handler mode is entered is by an exception.

This chapter shows the design elements needed to work with the split between privileged and
unprivileged code. To be clear, the split between handler mode and thread mode is intended to
divide the area of system concerns between those aspects which monitor and interact with the
external environment from those which are associated with the logic of an applicationÕs response to
the environment. Since the core architecture provides the mechanism to handle this split, minimal
additional software execution is required to provide the separation.

Separating and confining different system concerns is another recurring topic in this book.

There are four mechanisms used to enter handler mode.

Interrupt requests
Peripheral devices can cause can pend  an interrupt. The processor core then arbitrates between
pending interrupts to select the order in which they are made active.

System faults
The system can detect certain faulty behavior of both the hardware and software to cause an
exception.

Thread mode request
The Cortex-M architecture provides the SVC instruction as the primary means for thread mode
software to create an exception. The exception created by the SVC instruction is used to request
services from handler mode software.

Handler mode request
The other architectural exception mechanism provided is the PendSV exception. The intended
use of this mechanism is to have handler mode software request additional handler mode
services. The exception can be used to defer computations which started in handler mode to a
lower priority exception. The usual use case allows a higher priority interrupt to defer additional
work to a lower execution priority, allowing an interrupt to be split into multiple parts. Continuing
additional hander mode processing at a lower priority prevents blocking other, potentially high
priority exceptions, any longer than is necessary. This mechanism is sometimes used for
switching between virtual execution contexts ( e.g.  task context switching). This design does not
the PendSV mechanism, but some suggestions are made as to potential uses in this context.

Since the goal is to build a reactive  system, all actions of the system are ultimately initiated by
handler mode activities. Even periodic time based actions are ultimately driven by an interrupt from
a timer peripheral. This section gives the design of the how handler mode exception processing is
managed. In another section, the manner in which thread mode computations are managed is
shown.
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Handler mode computation has the following properties.

¥ Handler mode is the only provided mechanism that can preempt thread mode activities. In
keeping with a reactive systems focus, handler mode preemption allows the system to track and
react to the environment at speeds governed by the environment itself. This design does not
include any mechanism which allows thread mode computations to preempt other thread mode
computations, i.e.  this design does create any execution contexts beyond those provided by the
processor core.

¥ Handler mode computation runs to completion and there is no waiting or pausing. Computations
which requires synchronization between different parts of the software are run in thread mode.

¥ Handler mode notifies thread mode activities of the occurrence of changes in the environment
and can push  data and control to thread mode activities.

¥ Conversely, thread mode activities can only affect the system environment by making requests
to handler mode actions which ultimately involve peripheral control with the possibility of
pushing  data and control into the environment.

Exception Priorities

It is a goal of this design to manage the order and sequencing of computation in the software
strictly by manipulating the execution priority of the software components using the mechanisms
provided by the core to configure execution priority. By using the mechanisms directly supported by
the core, the amount of additional software execution required just for deciding which code is to run
next is lessened. In this section, the priorities assigned to the various architectural mechanisms
provided by the ARMv7e-M architecture are described. The Apollo 3 Blue SOC provides 3-bits of
exception priority, as is quite common and is the minimum defined by the core architecture. Three
bits equals 8 priority levels. Exception priorities are discussed in terms of these 8 levels but the
same design considerations apply independent of the number of priority levels. Staging the
discussion in terms of the specifics of an 8 level scheme makes more concrete the choice of design
elements supported by the core which match the system goals.

As a further simplification, this design does not  use sub-priorities . Sub-priorities direct the choice of
which exception to run when there are multiple pending exceptions at the same priority . Without
sub-priorities, the processor chooses the smallest IRQ number from among simultaneously pending
requests which have the same priority. The mechanisms provided by the ARMv7e-M architecture are
intended to support a large number of different system design goals. Here, there are specific
requirements that can be met using a less complicated arrangement of core features.

The following describes the rationale for the assignment of exception priorities.

¥ All system faults which have a configurable priority run at the highest priority. If the core detects
a problem, it is desirable to act upon it at once. The Reset, NMI, and Hard Fault exceptions have
assigned, fixed priority that are always higher than any configurable priority.

¥ Provisions are made for a debug monitor priority which is less than a system fault. An in-system
debug monitor has a number of uses. We do not pursue building an in-system monitor in this
book, but hold out the prospect for work.

¥ All interrupt requests happen at the same priority. This is a flat  interrupt priority scheme.
Although ARMv7-M core supports using priority to nest  interrupt service, that complication is
avoided in this design. As shown later, the assignment of priorities in this design allows for a use
case with nested of interrupts, but that capability is not used here based on complexity
arguments alone.

¥ The SVC priority is lower than that of an interrupt request and is the lowest priority exception
considered. This choice means that IRQÕs can preempt the SVC handler. This requires taking
more care in dealing with peripheral device access, but it implies that interacting with the
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environment has higher priority over requesting system services.

The following table shows the prioritization scheme. To reiterate, a lower priority level preempts a
higher priority level and the priority number accounts for the number of priority bits supported by
the core and the location of the bits in the system registers.

Priority level Priority number Description

0 0x00 All configurable system fault
handlers.

1 0x20 Unused.

2 0x40 Reserved for debug monitor.

3 0x60 Unused.

4 0x80 Unused.

5 0xA0 All peripheral device interrupts.

6 0xC0 SVC exception.

7 0xE0 Unused.

Table 2. Exception Priority Assignments

The following priority levels are not used by this design, but some possible use cases are described.

Priority 1 can be used if an interrupt is needed to work in conjunction with the debug
monitor. For example, if the debug monitor is receiving input from a UART, it
may be more convenient to handle the UART with interrupts and those
interrupts would need to have a higher priority than the debug monitor.
Alternatively, it may be necessary for some peripheral devices to continue to
be serviced even when a debug monitor is running.

Priority 3 - 4 can be used to implement a nested interrupt scheme for those systems which
have requirements where a flat scheme may not be sufficient. Note that
nested interrupt schemes require careful design to get correct and make the
system more difficult to reason about. Also note that there are specific code
sequences given later which depend upon flat IRQ prioritization. Those
situations are pointed out as they arise.

Priority 7 can be used for the PendSV exception. This design does not use PendSV, but it
might be needed by systems which have a more complicated nested interrupt
structure and which might wish to defer some of the actions for a particular
interrupt to a lower exception priority. One can envision a queuing scheme
aimed at the PendSV exception handler that is used to sequence lower priority
privileged execution.

Initializing Exception Priorities

With three bits of priority available and sub-priorities not being used, the priority group number is
four. The number four defines where an implied radix point is placed, i.e.  between bits 4 and 5, to
separate the exception priorities from sub-priorities. The fact that the priority numbering scheme
uses the high order bits of the priority number takes some getting used to, but works well in the
face of SOCÕs supporting different numbers of priority bits. So, priority group 4 has three bits of
priority and any remaining priority bits supported by the core (zero in our case) are devoted to sub-
priorities. The remaining constants are as discussed above.
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Since this is a particular configuration of core usage, we defined the constants as part of the system
configuration of the design.

<<system_config: constants>>=
/// Priority group 4 implies 3 bits of priority and 0 bits of subpriority
/// for a core that has 3 total bits of NVIC exception priority.
pub const priority_group: v7m.PriorityGroup = 4;
pub const exception_sub_priority = 0; // Sub-priorities are not used in this design

pub const sys_handler_priority: v7m.ExceptionPriority = 0;
pub const sys_handler_encoded_priority: v7m.ExceptionPriority =
Ê   v7m.encodePriority(priority_group, sys_handler_priority, exception_sub_priority);

pub const debug_monitor_priority: v7m.ExceptionPriority = 2;
pub const debug_monitor_encoded_priority: v7m.ExceptionPriority =
Ê   v7m.encodePriority(priority_group, debug_monitor_priority, exception_sub_priority);

pub const irq_priority: v7m.ExceptionPriority = 5;
pub const irq_encoded_priority: v7m.ExceptionPriority =
Ê   v7m.encodePriority(priority_group, irq_priority, exception_sub_priority);

pub const svc_priority: v7m.ExceptionPriority = 6;
pub const svc_encoded_priority: v7m.ExceptionPriority =
Ê   v7m.encodePriority(priority_group, svc_priority, exception_sub_priority);

<<system_apollo3: imports>>=
// Specific constants relating to how the Apollo 3 microcontroller
// is configured for use in this particular case.
const system_config = @import("system_config.zig");

In Chapter 2 , we deferred the discussion of initializing exception priorities. We are now ready to
show the implementation.

<<system_apollo3: systemExcPriorityInit>>=
// The `systemExcPriorityInit` function initializes the configuration of
// system and IRQ handlers. The chosen priority levels insure that
// system exceptions have highest priority, all IRQ exceptions have the
// same priority, and the SVC exception has the lowest.
fn systemExcPriorityInit() void {
Ê   const scb = v7m.scb;

Ê   scb.setPriorityGrouping(system_config.priority_group);

Ê   scb.setExceptionPriority(.mem_manage, system_config.sys_handler_encoded_priority); !
Ê   scb.setExceptionPriority(.bus_fault, system_config.sys_handler_encoded_priority);
Ê   scb.setExceptionPriority(.usage_fault, system_config.sys_handler_encoded_priority);

Ê   scb.setExceptionPriority(.debug_monitor, system_config.debug_monitor_encoded_priority);

Ê   scb.setExceptionPriority(.sv_call, system_config.svc_encoded_priority);
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Ê   var irqn: v7m.IrqNumber = 0;
Ê   while (irqn < apollo3.irq_count) : (irqn += 1) {
Ê       v7m.nvic.setIrqPriority(irqn, system_config.irq_encoded_priority); "
Ê   }

Ê   scb.shcsr.updateFields(.{ #
Ê       .bus_fault_ena = 1,
Ê       .usg_fault_ena = 1,
Ê   });
Ê   apollo3.mcuctrl.fault_capture_en.setBitField(.fault_capture_en); $
}

! The encoded priority numbers are computed at comptime  to produce the proper number to use
as an argument to setExceptionPriority  or setIrqPriority . And yes, it is all a bit confusing
but is the price for considerable flexibility.

" By setting all the peripheral interrupts to the same level, any missing peripheral device
interrupts that are inadvertently triggered cause the systemMissingException()  function to be
executed at the same priority as all the other IRQÕs.

# Enable the Bus Fault and Usage Fault exceptions. We are determined to track down all the faults
that the core can diagnose.

$ Enable all the fault related exceptions and the Apollo 3 specific fault capture mechanism.

Foreground / Background Interfaces
In the last section, the exception prioritization scheme that orders preemptive execution was
described. Exception processing was discussed using ARMv7e-M architectural terms such as Thread
Mode and Handler Mode. From here onward, the older more generic terms of foreground  and
background  are used. For the ARMv7e-M architecture, foreground  execution is defined as the
processing which happens in Handler Mode, and background  execution as the processing which
happens in Thread Mode. Other processor architectures may not have the same configurability as
the ARMv7e-M architecture, but many of the same considerations apply, even when reduced to the
simple two mode scheme of interrupt and non-interrupt execution where no priority configuration is
possible.

This section describes how the division between foreground and background processing is
coordinated. Design concepts are presented for how background processing can access privileged
services and how foreground processing can notify background processing of happenings in the
system environment.

Climbing Toward the Foreground

Since a barrier between the background and the foreground has been erected, it is necessary to
design a mechanism to allow the two sides to interact. The design concept used is that of a proxy .
When background processing needs to control devices or aspects of the system execution, it makes
a request to the foreground to obtain the required service. Conceptually, the request is similar to a
message. Fortunately, the mechanism operates within a single processor core, and simpler
memory-based mechanisms are used to deliver the requests.

A function executing in the background makes a request to a proxy function  which executes in the
foreground to fulfill the request. The proxy function can be viewed as a continuation of the
background request which is executed with privilege. The SVC instruction is the core architectural
mechanism used to enable the background request to obtain service from the foreground proxy. The
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following figure shows a simplified schematic of how background requests are routed to foreground
functions acting a proxy for the request.

Background Request

Function

SVC Handler

Exception EntryForeground

Background

Foreground

Proxy Function

Proxy

Relationship

Figure 3. Overview of Proxy Relationship

In this figure, the yellow box represents a request from background processing for a service which
requires privilege to execute. The red boxes represent foreground processing. Control is transferred
from the Background Request Function  to the Foreground Proxy Function  by means of the
SVC exception which is handled by the SVC Handler . There is a one-to-one correspondence
between the Background Request Function  and its Foreground Proxy Function  counterpart.
The request may provide arguments to control aspects of the request and the Foreground Proxy
function may return data as part of fulfilling the service request.

The scheme shown in the previous figure is overly simplistic for realistic programs. The number of
request functions is large considering that all peripheral device access and other Òdevice driverÓ
type operations must be performed in the foreground. Peripheral device control is a major part of
any microcontroller system and an organization for how device control software is accessed must to
be designed. A long, unstructured enumeration of function names is not a sufficient organization for
the foreground proxy functions. To make the groupings smaller, a hierarchy is used, as is common
practice, and the background requests are divided into subcomponents related by an hierarchical
fashion.

The first subdivision in the foreground organization is the concept of service realms . There are two
service realms in this design.

1. System realm

2. Device realm
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These two realms differ by their ability to issue background notifications. Functionality to manage
processor core resources and control execution sequencing is deemed part of the system  realm.
The system realm does not have any background notification requirements. Asynchronous activity
arising from problems detected by the processor core is delegated to system fault handlers and
does not require any background execution to resolve. Since this design considers system faults as
fundamentally unrecoverable, no mechanism is provided for the system realm to direct
asynchronous background execution. All system realm requests execute synchronously and to
completion.

Functions associated with peripheral devices are deemed part of the device  realm. In the device
realm, the requests are partitioned first by device class  and second by device operation . The class
of a device is a logical grouping of one or more physical peripheral devices which act in concert
together. The logical device supports a set of device operations, that are, in general, specific to the
class. A device class may also have multiple device instances  which all operate the same and
according to the defined device operations. Device realm services may require subsequent
background notifications. Some device realm services execute synchronously, but many do not. The
asynchronous services use the background notification queue to inform the background processing
of any detected changes in the environment that the device supports. Some other terms used for
device class and device instance are major device number and minor device number.

The following figure expands upon the previous figure by including the division into service realms
and, for the device realm, the further subdivision into device classes and device operations. This
gives a more accurate picture of the proxy relationship between background requests and
foreground proxy functions when they involve different service realms.
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Figure 4. Proxy Relationship with Service Realms

In this figure, the two service realms have been added. The SVC Handler  decides to which realm
the request is directed. System realm requests are dispatched using only a single level of decision.
Device realm requests are dispatched first to a particular device class and then, in a second level,
the requested operation is dispatched to a proxy function. The device instance is passed along as a
parameter to the proxy function so it may choose the particular hardware instance on which it
operates.

Climbing Toward the Background

In the previous section, the design concepts for transferring control and data from background
processing to foreground processing were discussed. It is necessary to provide mechanisms which
traverse the barrier in the other direction. It would be convenient if the traversal from foreground to
background were symmetric with the background to foreground direction just shown. However, it is
not.

Recall that the initiation of all execution in the system ultimately arises from an interrupt request
(IRQ). In general, an IRQ handler needs to inform the background of the occurrence of the interrupt
and often must transfer data from the system environment to the background for further action.
Much of the requirements for IRQ handlers interacting with the background derive from the desire
to minimize the amount of time spent at IRQ level in order to provide timely response to other
inputs from the environment. This is part of the currency of the environment which must be handled
by a reactive system.
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This design is driven by changes in the environment which are transported into the system by
interrupts. The processor core invokes the IRQ handler which is then responsible for starting the
computations necessary to react to the environment. The required work to fully realize the effect of
the interrupt is typically split between foreground processing and background processing. It is an
important design consideration to determine how the required computations are split. Platitudes
such as, ÒInterrupt handlers should be as short as possible,Ó give no practical guidance for
determining where the processing associated with an interrupt occurs.

At a minimum, an IRQ handler must:

¥ Re-arm the interrupt for the next occurrence. Interrupts are not a one-time happening. The
source of the interrupt must be made quiescent so that the next time the interrupt is asserted
the system will recognize another instance of the interrupt.

¥ Capture any state of the environment which may be present in the registers of a peripheral
device. For example, a UART receive interrupt needs to read the received character out of the
device. Otherwise, the UART receiver may overflow and any message composed of the received
bytes would be corrupted.

¥ Move data or control into the environment. For a UART transmit interrupt, data from the system
must be moved into the peripheral device registers for transmission.

¥ Recognize semantically significant conditions and initiate the processing to complete the
required function. Consider the case where data is obtained from the environment in block units.
When a complete block has been received, background processing must be notified that a
received block is ready for the additional processing required to produce the system response.

Because the processor can only do one thing at a time and because while handling an IRQ nothing
else can execute [2], to remain responsive to the environment, it is desirable to have the execution
time of an IRQ handler be small. Of course, IRQ handlers always take some time to execute. It is
important to recognize that the longest running IRQ handler determines the worst case response
latency of the system for detecting changes in the environment.

The detailed manner in which a logical device operates and the manner in which an IRQ handler
contributes to the overall device operation is a creative output of its design. There is considerable
flexibility as to where processing is allocated and practical patterns have been established for
where the split in processing occurs. However, it is a goal to have only one way to notify the
background processing of conditions detected by the IRQ handler. To accomplish this goal, it is
necessary to define a mechanism for IRQ handlers to generate background notifications that are
used by background processing to compute the system response.

Because the environment of the system operates asynchronously to the program and because the
timing of happenings in the environment cannot be predicted, a queuing mechanism is used to
allow IRQ Handlers to submit notifications. Background processing in not synchronous to foreground
interrupts. The following figure shows an overview of the background notification scheme.

Handler Mode Only Processing

For certain types of systems, typically small systems which act as a simple bridge between
components, it is possible that all processing can be done in the foreground. This type of
design eliminates any background processing and all IRQ handling runs to completion to
generate the system response. It is a common enough design that the ARMv7-M architecture
supports a special sleep mode. Setting the SLEEPONEXIT bit in the System Control Register
causes the processor to enter sleep (or deep sleep) upon returning from an IRQ exception.
Thus if the longest service time of an IRQ is within the bounds of the desired response latency
of the application, it is possible to build a system composed entirely of IRQ handers.
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Figure 5. Background Notification Overview

This overview shows the relationship between an IRQ Handler  and the Background Notification
Queue . If an IRQ Handler needs to notify background processing of a happening in the
environment, it inserts a notification into the Background Notification Queue . The Background
Notification Dispatch  code removes queued notifications and dispatches them. The dispatch
results in executing a Background Notification Proxy . The IRQ handler and its notification
information have a proxy relationship with the Background Notification Proxy . The Background
Notification Proxy  can be viewed as a continuation function of the IRQ handler. The binding of a
background notification proxy and a logical device is made at run time, i.e.  device realm requests
associated with devices that support some form of notification accept parameters to specify which
background proxy function is to handle the notifications generated by the device. Note that there
may be multiple Background Notification Proxy  functions for any given logical device,
depending upon the design of the operations of the peripheral device. The flexibility given by
binding a logical device to a Background Notification Proxy  at run time makes it much easier to
run different applications on an existing base of device realm code, cf.  the binding of background
requests to foreground proxies discussed in the last section where the binding is done at compile
time. The compile-time binding of background requests to foreground proxy functions implies that
the capabilities of a device are known when a system is built and the interfaces to those capabilities
are, consequently, also fixed.

The previous figure is also a simplification of the foreground/background interaction. A mechanism
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is required for background processing to obtain the notifications for dispatch. As shown in the
diagram, the Background Notification Queue  is part of the foreground processing and thus
requires privilege to access. The only way for Background Notification Dispatch  to obtain a
notification is to issue a system realm request to obtain one. The following diagram shows the
details of using a system realm request to obtain a background notification placed in the
Background Notification Queue .
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Figure 6. Background Notification Retrieval

In this figure, a system realm request is used to obtain a notification from the Background
Notification Queue . The proxy relationship between the IRQ Handler and the Background
Notification Proxy  is established (at run time) prior to enabling any IRQ for the device (typically at
device ÒopenÓ time). When the IRQ Handler  is run, it places a notification in the queue.
Background Notification Dispatch  then uses the getNotification  function to request
notifications from the queue. Notifications are copied  from the privileged foreground memory to the
unprivileged background memory by privileged execution using unprivileged load and store
instructions. Once copied, the dispatchNotifications  function invokes the appropriate
Background Notification Proxy . It is important that data flow is from privileged execution to
unprivileged execution.

In the next sections, the design and code for the components of the foreground/background
interface are shown. First, the SVC exception handler is considered. The discussion is focused on its
major role as the conduit for the flow of control and data between the foreground and background
arenas. Second, the details of the mechanism by which background requests reach their
corresponding foreground proxy functions are shown. Third, the design of how IRQ handlers queue
notifications to the background, including how the background notification queue operates, is
shown.
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SVC Interface
The SVC instruction is the only means provided by the processor architecture for unprivileged code
to request privileged service [3]. This implies that the SVC handler must be able to pass input
parameters and return results across the foreground/background boundary. Typically, exception
handlers do not perform that function and it requires some intricate programming to make happen.
Specifically, the interface must:

¥ Pass data into the foreground service realms as arguments. The argument passing conventions
of the AAPCS must be used. The AACPS, in its most general case, is a complex set of
conventions. This design adheres to the basic rules which pass the first four word sized
arguments to a called function in the R0 - R3 registers.

¥ Return data back to the background as the results of a request.

¥ Have the functions which provide the privileged service in the foreground be invoked as ordinary
Zig functions using the parameter passing conventions of the AAPCS. Specifically, it is a goal to
avoid function interfaces which have, as an argument, a pointer back into a stack frame. Such a
design would ÒcolorÓ all such functions to have detailed knowledge of the exception frame
layout. It is undesirable to force the foreground proxy functions to be aware of and tied to the
layout of processor resources such as stack frames. This is deemed an unnecessary cognitive
burden for writing foreground proxy functions.

¥ Segment the foreground processing into the service realms previously discussed.

¥ Make all argument passing and returned results of the SVC handler interface agnostic to the
data types of the values being passed. This makes the SVC handler strictly a control/data
transportation mechanism with no knowledge of the meaning or use of the passed data values.
The goal in this case is to make the SVC interface easier to extend to service realms other than
the two we have discussed.

There are five data values at which can be used in the SVC interface design:

1. The value of the immediate operand of the SVC instruction itself. Part of the instruction encoding
is an 8-bit value which can be chosen as necessary.

2. Four 32-bit values contained in the R0 - R3 registers.

The SVC interface design allocates the five data values as follows:

SVC immediate operand
Selects between the system realm and the device realm. The system realm is encoded as 0 and
the device realm as 1. No other immediate operand values are supported.

req ! R0
A request identifier. The interpretation of the req  value is determined by the individual service
realm handlers.

input ! R1
A pointer to the input arguments, if any, of the operation. Arguments to the foreground proxy
function are marshaled into a memory object and passed by pointer reference.

output ! R2
A pointer to where the output of the operation, if any, is returned. The pointer is to a memory
object where output results from the proxy function are placed.
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err ! R3
A pointer to where auxiliary error information, if any, is returned. The pointer is to a memory
object where additional information about the cause of an error may be placed.

Only the req  argument is required. The pointers may be passed as null  if the proxy operation does
not require additional arguments of that type. Argument values passed though the SVC exception
have no type interpretation. Data typing is lost upon exception entry and must be regained by the
invoked foreground proxy function.

The return value of the SVC interface is an enumeration.

<<system_services :  interface  definitions >>=
/// The `SvcResult` type defines the possible result values that indicate
/// the outcome of a service call invocation.
pub  const  SvcResult  = enum( u32 )  {
Ê   /// The request was performed successfully.
Ê   success  = 0,
Ê   /// The realm to which the request was directed is unknown, _i.e._ the request
Ê   /// failed to be identified as either a system realm request or a device realm
Ê   /// request.
Ê   unknown_realm ,
Ê   /// The class of the device to which the request was made does not exist.
Ê   unknown_device ,
Ê   /// The operation requested is not known to the device class.
Ê   unknown_operation ,
Ê   /// The instance of the device to which the request was made does not exist.
Ê   unknown_instance ,
Ê   /// There was an error in a passed parameter.
Ê   invalid_param ,
Ê   /// The operation implied by the request failed.  For some requests, the error
Ê   /// return information contains more specific indications of the failure.
Ê   operation_failed ,
Ê   /// The operation did not complete and may be retried at another time.
Ê   retry_operation ,

Ê   /// The `mapSvcResultToError` function converts between `SvcResult` values and
Ê   /// `SvcError` errors.
Ê   fn  mapToSvcError (  !
Ê       result :  SvcResult ,
Ê   )  SvcError ! void  {
Ê       switch  ( result )  {
Ê           . success  => return ,
Ê           . unknown_realm  => return  SvcError . unknown_realm ,
Ê           . unknown_device  => return  SvcError . unknown_device ,
Ê           . unknown_operation  => return  SvcError . unknown_operation ,
Ê           . unknown_instance  => return  SvcError . unknown_instance ,
Ê           . invalid_param  => return  SvcError . invalid_param ,
Ê           . operation_failed  => return  SvcError . operation_failed ,
Ê           . retry_operation  => return  SvcError . retry_operation ,
Ê       }
Ê   }
};
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! Values of SvcResult  type are used across the SVC interface operations to indicate the status of
the request.

For unprivileged function interfaces, i.e.  for the application program requests, we prefer Zig error
values to handle any errors. It is more convenient to handle the SVC results as a Zig error on the
caller side. To do so, we provide corresponding error names and a function to map between them.

<<system_services :  interface  definitions >>=
/// The `SvcError` type is an error set returned to callers of `SVC` services
/// indicating the outcome of the service invocation.
pub  const  SvcError  = error {
Ê   unknown_realm ,
Ê   unknown_device ,
Ê   unknown_operation ,
Ê   unknown_instance ,
Ê   invalid_param ,
Ê   operation_failed ,
Ê   retry_operation ,
};

To accomplish the design goals for the SVC interface requires assembly language programming. The
processing may be broken down as follows.

1. Determine the immediate operand value in the SVC instruction.

To obtain the immediate operand in the instruction, the return address which was placed on the
stack during exception entry is examined. This step is complicated by needing to determine
which stack (PSP or MSP) was in use when the SVC instruction was executed.

2. Using the value from the SVC instruction, select the proper foreground service realm  handler.

A simple jump table is used to select the realm handler corresponding to the SVC instruction
operand. It is also necessary to verify the value passed as the SVC operand to ensure it doesnÕt
exceed the bounds of the jump table.

3. Copy the four input arguments from the exception frame into registers in accordance with the
AAPCS.

Because of the late arrival  and tail chaining  optimizations of the processor, the values of scratch
registers cannot  be used directly. Late arriving or tail chained interrupts may change the values
of the scratch registers from what they were when the SVC instruction was executed by the
background processing. Since the AAPCS passes the first four arguments in the R0 - R3 scratch
registers, their values must be obtained from the exception frame where they were placed when
the SVC instruction executed and where they have not been disturbed in the case of late arrival
or tail chaining of interrupts.

4. Invoke the appropriate realm service handler.

5. Upon return, copy the return value in the R0  register back to the exception frame.

Since the exception return mechanism of the core restores the registers values from the stack,
any return value must be copied out of the R0 register onto the stack and then, from the
exception frame on the stack, the values are loaded back into the registers by the processor as
part of the exception return.
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6. Return from the exception back to unprivileged mode.

The following code implements the required interface. Detailed commentary follows the code.

Ê1 <<svc  handler >>=
Ê2 /// The `svcHandler` function receives control through the vector table
Ê3 /// when the `svc` instruction is executed. Service requests are dispatched
Ê4 /// to either the system service handler or the device service handler.
Ê5 fn  svcHandler ()  callconv (. naked )  SvcResult  {
Ê6     asm volatile  (
Ê7         \\ tst     lr , #4
Ê8         \\ ite     eq
Ê9         \\ mrseq   ip , msp
10         \\ mrsne   ip , psp
11         \\ push    { ip }
12         \\ ldr     r0 ,[ ip ,  #24 ]
13         \\ ldrb    r0 ,[ r0 ,  #- 2]     @ SVC immed operand
14         \\ cmp    r0 , #( 2f - 1f ) / 4   @ number  of  realms
15         \\ ittt    cs
16         \\ movcs   r0 , #1           @ SvcResult . unknown_realm
17         \\ strcs   r0 ,[ ip ]
18         \\ bxcs    lr
19         \\ adr     r1 , 1f
20         \\ ldr     r1 ,[ r1 ,  r0 ,  lsl  #2]
21         \\ push    { r1 }
22         \\ ldm     ip ,{ r0 - r3 }   @ regs  from  exc  frame
23         \\ pop     { ip }         @ handler  pointer
24         \\ push    { lr }
25         \\ blx     ip           @ handler  call
26         \\ pop     { lr }
27         \\ pop     { ip }
28         \\ str     r0 ,[ ip ]      @ return  value
29         \\ bx      lr
30         \\ . align  2
31         \\ 1:
32         \\ . word   sysSvcHandler
33         \\ . word   devSvcHandler
34         \\ 2:
35     );
36 }

Line 5
The .naked  calling convention requests the compiler not  to include the usual function prologue
and epilogue instructions. This compiler directive was used previously by the Default_Handler .

Lines 7 - 10
This is the usual idiom to determine which stack was in use when an exception was activated. In
this case, the proper stack pointer value is placed into the IP  (aka R12) register. This is also a
scratch register, so it may be used without preserving. Normally, it is used for veneers  which are
generated at link time when the offset for branching is larger than can be held as an immediate
operand in an instruction. Here it serves as a useful place to hold the pointer to the working
stack.
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Line 11
Once the correct stack pointer has been determined its value is pushed on the stack. We will
need it later when returning the result.

Lines 12 - 13
These instructions place the immediate operand value from the SVC instruction into R0. The
value of the stacked program counter is offset 24 bytes into the exception frame. By stepping
back from the return address by 2 bytes, the SVC immediate operand is found. It is 1 byte long
and conveniently located in a single byte by itself. The immediate operand value is used as an
array index into a jump table of request handlers.

Line 14
Compute the number of foreground realm service handler by address arithmetic and use the
result as an immediate operand. The difference between the end of the jump table and its
beginning divided by the size of each entry is the count of entries in the jump table. The 2f  and
1f  notation refers to the labels at lines 34 and 31, respectively. By comparing the number of
entries in the jump table to the SVC immediate operand, it can be determined if the bounds of
the jump table array are exceeded.

Lines 15 - 13
The previous cmp instruction sets the carry flag if the SVC operand is too large. Using conditional
instructions, 1 (SvcResult.unknown_realm) is returned to indicate a bad realm designation. Note
how the return value must be placed back into the exception frame at line 17.

Lines 19 - 20
Compute the address of the foreground realm handler function by indexing into the jump table.
The table begins as the 1f:  label (line 31). The index in R0 is scaled by 4 ( lsl #2 ) to account for
the number of bytes each pointer consumes, i.e.  transform an element count into a byte count
before fetching the handler function pointer from the jump table.

Line 21
R1 holds a pointer to the realm handler function. Before invoking the realm handler, we must
load the handler arguments from the exception frame. But doing that would overwrite R1 where
the handler function pointer has been placed. So it must be saved. Note it is always placed on
the MSP since the processor is executing an exception handler.

Line 22
It takes only a single instruction to copy the stored values from the exception frame into the
registers. Recall that IP  contains the exception frame pointer value.

Line 23
Restore the value of the handler function in preparation to invoke it. The function pointer is
placed in IP  since itÕs value does not need to be preserved and R0 - R3 currently contain the
service arguments.

Lines 24 - 26
The conventional idiom to invoke a function when the address is in a register. The LR must be
preserved because it contains the exception return value and LR will be overwritten by the BLX
instruction.

Line 23
Restore the exception return value from the stack and place it back in LR. It is needed both as
the return mechanism and to determine where the exception frame is located. Also, net stack
usage is now zero.

Code to Models Crossing the Divide  | 75 of 981



Line 26
Restore the previously saved stack pointer. This is in preparation for the exception return.

Lines 27 - 28
Every proxy function returns only a single integer and that value will be in R0. We restore the
stack frame pointer and use it to copy the service handler result back onto the exception frame.
Other registers are purposely not  copied back to the exception frame so as not to ÒleakÓ
information to background processing.

Line 29
Branching to the contents of LR causes the return from the exception. Returning from the
exception causes the exception frame values from the stack to be restored to the registers. This
is why we were required to put the result of the service back into the proper location on the
stack.

Lines 21 - 34
The definition of the jump table for realm handlers.

<<svc  handler >>=
comptime  {
Ê   @export ( &svcHandler ,  . {  . name = "svcHandler" ,  . linkage  = . strong  });
}

Service Parameters

Each of the foreground proxy functions has to handle passed-in arguments. The structure of the
arguments for any given proxy function is distinct for the service it represents. There is common
code that can be factored out to obtain a consistent interface for the input , output , and err
parameters that form the arguments to SVC requests.

When invoking a service request, the background request function must, in general, perform the
following operations. Some of these operations are optional, depending upon the details of the
operation being requested.

1. Any parameters to the background service function that are intended as inputs parameters to
the foreground proxy are marshaled into an input parameter structure. N.B.  by convention, any
pointer to memory in the background that is to be used by the foreground proxy to return data
is passed as an input argument. It is possible, and preferable for ÒreasonableÓ data sizes, to
pass output data back from the foreground proxy by value. In that case, the output data would
appear in the output  parameter.

2. Declare any output  and err  parameters with default initialization. It is important that the
default initialization be done in the background. That default initialization is used as a check to
insure that data copied from the foreground to the background does not overwrite any
background memory.

3. Invoke appropriate SVC operation for the intended service realm.

4. If any output  or err  values are returned, they must be unmarshaled from the service parameter
structure.

The foreground proxy functions have the responsibility to copy parameter data across the privilege /
unprivileged interface. From the foreground proxy viewpoint, the following operations must happen:

1. Receive any input parameters. This involves copying the input  parameters using the provided
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pointer from the background to the foreground.

2. Perform the request indicated by the request parameter.

3. Send any output or error values via the supplied pointers. This involves copying the data from
the foreground to the background.

To support these common operations, a type function is defined. The returned data type has fields
for the parameter information and a set of methods to perform the operations just described.

<<system_services :  interface  definitions >>=
/// The `DefineSvcRequestParam` function is a type function that defines the
/// detailed type of an SVC service parameter. The resulting type consists
/// of the common fields required of all service parameters plus that
/// given by the `Parameters` argument. The `Parameters` argument must be a `struct`
/// that contains any parameters that are specific to an SVC service.
pub  fn  DefineSvcRequestParam (
Ê   comptime  Parameters :  type ,
)  type  {
Ê   if  ( @typeInfo ( Parameters )  !=  .@"struct" )  {
Ê       @compileError ( "request parameters must be specified as a struct" );
Ê   }

Ê   return  struct  {
Ê       len :  u8  = @sizeOf ( Self ),
Ê       params :  Parameters  = undefined ,

Ê       const  Self  = @This();

Ê       /// The `marshal` function returns a service parameter value initialized
Ê       /// to contain the parameters given by the `params` argument.
Ê       /// This function is used by background request functions to supply
Ê       /// values for foreground service requests.
Ê       pub  fn  marshal (
Ê           params :  Parameters ,
Ê       )  Self  {
Ê           return  . {
Ê               . len  = @sizeOf ( Self ),
Ê               . params  = params ,
Ê           };
Ê       }

Ê       /// The `unmarshal` function returns the value of the given service parameters.
Ê       /// This function is used by background request functions to obtain
Ê       /// values returned by foreground service requests.
Ê       pub  fn  unmarshal (
Ê           self :  * const  Self ,
Ê       )  Parameters  {
Ê           return  self . params ;
Ê       }

Ê       /// All `output` and `err` parameters must be initialized before invoking
Ê       /// the SVC request so that they may properly receive the result.
Ê       pub  const  initial :  Self  = . {};
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Ê       /// The `receive` function copies a background request parameter into a
Ê       /// local memory object. The return value is a two-tuple containing the
Ê       /// parameter value and an `SvcResult` value which indicates the success
Ê       /// or failure of the copy operation.
Ê       pub  fn  receive (
Ê           src :  * const  anyopaque ,
Ê       )  struct  { Parameters ,  SvcResult }  {
Ê           const  src_params :  * const  Self  = @ptrCast ( @alignCast ( src ));
Ê           var  dest :  Self  = undefined ;
Ê           const  result  = dest . copyIn ( src_params );
Ê           return  . {  dest . params ,  result  };
Ê       }

Ê       /// The `send` function copies a foreground value into a
Ê       /// local memory object of a background request.
Ê       /// The return value is an `SvcResult` value which indicates the success
Ê       /// or failure of the copy operation.
Ê       pub  fn  send (
Ê           src :  Parameters ,
Ê           dest :  * anyopaque ,
Ê       )  SvcResult  {
Ê           const  src_params  = marshal ( src );
Ê           const  dest_params :  * Self  = @ptrCast ( @alignCast ( dest ));
Ê           return  src_params . copyOut ( dest_params );
Ê       }

Ê       /// Copy into a local variable from an unprivileged source.
Ê       fn  copyIn (
Ê           dest :  * Self ,
Ê           src :  * const  Self ,
Ê       )  SvcResult  {
Ê           const  src_param_len  = v7m. ldrbt ( &src . len );
Ê           if  ( src_param_len  !=  @sizeOf ( Self ))  return  . invalid_param ;

Ê           memcpyFromUnpriv ( mem. asBytes ( dest ),  mem. asBytes ( src ));
Ê           return  . success ;
Ê       }

Ê       /// Copy out from a local variable to an unprivileged destination.
Ê       fn  copyOut (
Ê           src :  * const  Self ,
Ê           dest :  * Self ,
Ê       )  SvcResult  {
Ê           const  dest_param_len  = v7m. ldrbt ( &dest . len );
Ê           if  ( dest_param_len  !=  @sizeOf ( Self ))  return  . invalid_param ;

Ê           memcpyToUnpriv ( mem. asBytes ( dest ),  mem. asBytes ( src ));
Ê           return  . success ;
Ê       }
Ê   };
}
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Unprivileged Data Access

The SVC instruction provides a means of transferring control  from unprivileged execution to
privileged execution. The SVC interface discussed previously allows for passing pointers to data
structures which hold input, output, and error parameter data. The service realm handlers need
access to that data and the last section showed the parameter processing functions. Passing
parameters between background and foreground involves copying data across the privileged /
unprivileged boundary.

A naive approach for transferring the data would directly use the pointer passed to a foreground
proxy function. But even casual examination shows that directly using pointers in privileged
execution which were passed from unprivileged code is a recipe for undoing the attempts to isolate
the two privilege realms.

Consider, for example, returning output from a background request. LetÕs say that the request was
to read data from a device and return that data to the background at an address specified as an
input to the request. If the device data is written directly to an address passed in as an input
parameter, then the memory access is done in privileged execution mode. Should the background
processing make a mistake, either intentional or not, the device data could be written to memory
used by privileged code. Critically, the naive approach allows the privileged code to become the
unwitting patsy for unprivileged code to write into memory where it would otherwise not be allowed
to write.

Fortunately, this issue is well understood. The essential rule is that any memory access by
privileged code which transfers data to or from unprivileged code should be performed in an
unprivileged manner . The ARMv7e-M architecture provides specific instructions to perform register
loads and stores in an unprivileged manner. The LDR??T instructions allow reading byte, half-word,
and word sized values from memory as either signed or unsigned integers and the access is
performed in an unprivileged  manner. Correspondingly, the STR?T instructions store byte, half-word,
and word sized values into memory in an unprivileged  manner. So the ability to perform
unprivileged access from privileged execution is provided by the processor, but this means specific
instructions must be used to do so. So, there is more systems programming and some assembly
language to do.

Also note, that should an unprivileged function pass a pointer through the SVC interface to memory
which requires privilege for access, using the unprivileged load and store instructions results is a
Memory Management Fault or a Usage Fault.

Copying from Unprivileged Memory

To copy from unprivileged memory to privileged memory uses the ARM ldrbt  instruction to force
the memory load to be done in an unprivileged manner.

<<system_services :  interface  definitions >>=
/// The `memcpyFromUnpriv` function copies the bytes pointed to by the `unpriv_src`
/// slice to the memory pointed to by the `dest` slice. Data is read from memory
/// in an unprivileged manner. This function is used to move data from background
/// service requests into the foreground processing.
pub  fn  memcpyFromUnpriv (
Ê   dest :  [] u8 ,
Ê   unpriv_src :  [] const  u8 ,
)  void  {
Ê   for  ( dest [ 0.. unpriv_src . len ],  unpriv_src )  | * d,  * s|  {
Ê       d.*  = v7m. ldrbt ( s);
Ê   }
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}

Copying to Unprivileged Memory

To copy to unprivileged memory from privileged memory uses the ARM strbt  instruction to force
the memory load to be done in an unprivileged manner.

<<system_services :  interface  definitions >>=
/// The `memcpyToUnpriv` function copies the bytes pointed to by the `src` slice
/// to the memory pointed to by the `unpriv_dest` slice. Data is written to memory
/// in an unprivileged manner. This function is used to move data from foreground
/// processing to the background.
pub  fn  memcpyToUnpriv (
Ê   unpriv_dest :  [] u8 ,
Ê   src :  [] const  u8 ,
)  void  {
Ê   for  ( unpriv_dest [ 0.. src . len ],  src )  | * d,  s |  {
Ê       v7m. strbt ( s,  d);
Ê   }
}

System Realm Request Interface
The pieces are now in place to show how a background request function for the system realm uses
the SVC interface to transfer control to its foreground proxy function. For system realm requests, the
req  values are unsigned consecutive integers starting at zero. A data type is defined for the req
argument.

<<system_services :  interface  definitions >>=
/// The `SysSvcRequest` enumeration gives a name to all system realm services.
pub  const  SysSvcRequest  = enum( u8)  {
Ê   <<sys  svc  service  requests >>
};

Note we use the literate program chucks to accumulate all the service requests that define the
request enumeration. We use that technique for a number of enumeration definitions. Using literate
program chucks is convenient for this book since it allows system requests to be accumulated into
one place from across the entire book.

Making System Realm Requests

The purpose of the sysRealmSvcCall  function is to coax the compiler into loading the operands into
the proper registers and then to execute the SVC instruction with the appropriate immediate
operand that indicates a system realm request. This results in the processor registers containing the
correct values to match the expectations of the SVC handler.

<<system_services :  interface  definitions >>=
/// The `sysRealmSvcCall` function requests a foreground proxy to fulfill the
/// request given by the `req` argument. The `input`, `output`, and `err`
/// arguments are optional parameters as required by the specifics of each
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/// request. Callers of `sysRealmSvcCall` must insure that the argument
/// expectations are met by the corresponding foreground proxy that executes
/// the request. Any errors detected in processing the request return
/// a `SvcError`. Otherwise, nothing is returned from the function.
pub  fn  sysRealmSvcCall (
Ê   req :  SysSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcError ! void  {
Ê   const  result  = asm volatile  (
Ê       "svc  #0"
Ê       :  [ ret ]  "={r0}"  ( ->  SvcResult ),
Ê       :  [ req ]  "{r0}"  ( req ),
Ê         [ input ]  "{r1}"  ( input ),
Ê         [ output ]  "{r2}"  ( output ),
Ê         [ err ]  "{r3}"  ( err ),
Ê       :  . {. memory = true }
Ê   );
Ê   return  result . mapToSvcError ();  !
}

! Mapping numeric result codes to Zig errors happens in the background.

Handling System Realm Requests

As was shown in the description of the SVC handler , finding the appropriate system realm
foreground proxy function first goes through a system realm handler. The system realm handler
uses the req  argument to locate the foreground proxy function. Note the interface to the system
realm handler and to the requestÕs proxy function is the same as that of the sysRealmSvcCall
function. This is to be expected since the SVC handler itself simply passes through the value of the
scratch registers R0 - R3 and recapitulates the role of the SVC exception handler as a transparent
control transfer mechanism.

<<system_services :  interface  definitions >>=
/// The function signature of a foreground proxy for system realm requests.
/// Note the return value is an enumeration that is mapped to an
/// error if the request was not successful.
pub  const  SysSvcRequestProxy  = * const  fn  (
Ê   req :  SysSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult ;

The implementation of the system realm handler uses a switch statement to generate the mapping
of the request to the proxy function that handles the request.

<<svc  handler >>=
export  fn  sysSvcHandler (
Ê   req :  SysSvcRequest ,
Ê   input :  ?* const  anyopaque ,
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Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult  {
Ê   const  proxy  = switch  ( req )  {
Ê       <<sys  svc  service  request  prongs >>
Ê   };
Ê   return  proxy ( req ,  input ,  output ,  err );
}

Again, literate program chunks are used to accumulate the prongs of the switch statement. Those
chunks take on the form:

<req name enum literal> => <proxy function name>

For example:

.foo => foo,

Termination Request

To demonstrate the details of the system realm interface, a simple background request for an
abnormal termination is shown. Previously, the function, systemAbEnd , was defined. Because
systemAbEnd  accesses privileged registers, it may not be invoked from unprivileged code without
causing a system fault. For background processing to terminate the system, the terminate  function
is defined and associated to a proxy in the foreground that executes systemAbEnd .

The following steps establish a pattern for creating system realm requests. We use literate program
chunks to accumulate the services together.

For each service, a struct  namespace is defined that contains the request function and any other
supporting declarations.

<<system_services :  system  service  definitions >>=
/// The terminate service is used to stop system execution and either
/// return to an attached debugger or reset the processor core.
pub  const  terminate  = struct  {
Ê   <<terminate  service >>
};

Each system SVC service must add a name to the request enumeration.

<<sys  svc  service  requests >>=
terminate ,

And each service requires a switch  prong for the system service handler function.

<<sys  svc  service  request  prongs >>=
. terminate  => &terminate . terminate ,
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A function for the background request must be defined. In this case, the terminate  function is
particularly simple since it takes no arguments and, ultimately, never returns.

<<terminate  service >>=
/// The `terminate` function forces an abnormal termination of the system.
/// Ultimately, it executes the `systemAbEnd()` function.  It is not expected to
/// return and by default forces a system reset.
pub  fn  terminate ()  SvcError ! void  {
Ê   return  sysRealmSvcCall (. terminate ,  null ,  null ,  null );
}

Termination Foreground Proxy

The other half of the system realm request is implemented by the foreground proxy function for
terminate .

Request functions and proxy function are placed in separate files since they run in memory with
different privilege. Again, we use literate program chunks to accumulate the proxy functions. Like
requests, the proxy function associated with the request is placed in a struct  namespace.

<<system  proxies >>=
/// The terminate proxy implements the foreground portion of
/// the `terminate` service.
const  terminate  = struct  {
Ê   <<terminate  proxy >>
};

<<terminate  proxy >>=
/// The `terminateProxy` function implements the foreground processing
/// for the `terminate` system service.
fn  terminate (
Ê   _:  SysSvcRequest ,  !
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   systemAbEnd ();
}

! We donÕt really care about the req  value. It was only used to vector to this function.

<<system  proxies >>=
extern  fn  systemAbEnd ()  noreturn ;

Device Realm Request Interface
The last section showed the interface to system realm requests using a terminate  function as an
example. In this section, background requests targeted at the device realm are described. The
peripheral devices play a central role in the flow of data and control in the system and this section
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lays out the pattern of device realm request processing.

In the system realm, the req  argument was an integer encoded to identify a particular operation.
There is a one-to-one mapping between the req  value and a proxy function to fulfill the request. In
the device realm, the req  argument is interpreted differently. For devices, the mapping of the
request to an operation function requires more information, namely:

¥ The class  of the device. This is a numerical encoding that identifies the general category of the
device.

¥ The operation  on the device. Each device class provides itÕs own set of operations which are
specific to the device. There is no attempt to use any type of polymorphic interface for all
devices. Some devices may follow more traditional ÒfileÓ oriented behavior where open , close ,
read , and write  might be appropriate. But for many microcontroller devices, considering them as
producers or consumers of streams of bytes stretches the analogy so much that it no longer
gives a convenient interface for device interaction. Many devices are simply control oriented
and do not transfer data.

¥ The instance  of the device. Many devices have multiple, independent instances of hardware
which can be operated upon separately. All instances of a device support the same operations.

In this context, the device class may refer to a particular peripheral device or  it may be considered
a logical  device which is some combination of physical peripherals. For example, accurately timed
sampling of an Analog to Digital Converter  (ADC), can involve a timer peripheral to trigger the
signal conversion. This ensures that the conversion rate is stable and contains less jitter. It may also
involve a Direct Memory Access  (DMA) controller to move the data off the ADC and into memory.
From a system context, it is preferable to treat such an arrangement of cooperating peripherals as a
single logical device without having detailed information about the composition of the device from
physical SOC peripheral components. Sometimes, a peripheral device may even be split into
multiple logical devices. For example, I/O pins are used in many contexts both for direct interaction
with the environment or as the electrical wiring of a peripheral device to the environment. The
composition of peripheral device elements into a logical device is an element of the design  for how
device realm processing interacts with the SOC hardware.

The device realm must also account for there being multiple instances  of a device. It is not
uncommon to have multiple UARTÕs or SPI buses on an SOC. It is convenient to view that situation
as multiple instances of a particular device class. This view implies that all operations supported by
the device class may be applied to any instance.

The background requests into the device realm must supply the information discussed above. Since
there is a single 32-bit integer value as the argument, the class, operation, and instance are
encoded as bit fields within the req  argument.

1. The class of the device is held in bits 0 - 7. This is a sequential integer encoding starting at zero.

2. The requested operation is held in bits 8 - 15. Again, a simple sequential integer encoding is
used to identify an operation. The set of operations on a particular class of device is fixed at
compile time.

3. The instance of the device to which the operation applies is held in bits 16 - 23. Yet again,
sequential integers which start at zero are used to identify the instance.

4. Bits 24 - 31 are unused and reserved for those cases where 8 bits may not be sufficient for
encoding one of the three fields which make up the device req  argument.

The choice of the encoding for device realm entities is intended to make the identifiers useful as an
array index and the encoded values are used directly in the implementation as indices.

To make the encoding of device class, operation, and instance more convenient in the code, a set of
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types and functions are defined to encapsulate the specifics of the encoding rules.

<<system_services :  interface  definitions >>=
/// The `DevSvcClass` enumeration type gives the names of all device realm
/// services.
pub  const  DevSvcClass  = enum( u8)  {  !
Ê   <<svc  device  classes >>
};
pub  const  DevSvcOperation  = u8 ;
pub  const  DevSvcInstance  = u8 ;
/// Device service requests encode information about the device class,
/// the requested operation, and the device instance to which the
/// request is directed.
pub  const  DevSvcRequest  = packed  struct ( mmio. WordRegister )  {
Ê   class :  DevSvcClass ,
Ê   operation :  DevSvcOperation ,
Ê   instance :  DevSvcInstance ,
Ê   _reserved :  u8  = 0,
};

! Again, we are using literate program chunks to collect all the device classes.

<<system_services :  interface  definitions >>=
/// The `DefineDeviceOperations` type function returns a `struct` that
/// defines the encoding for the operations available for the given `class`.
/// The `ops` argument is a slice of constant strings giving the names
/// of the operations offered by the device.
fn  DefineDeviceOperations (
Ê   comptime  class :  DevSvcClass ,
Ê   comptime  ops :  [] const  [: 0] const  u8 ,
)  type  {
Ê   const  EnumField  = std . builtin . Type . EnumField ;
Ê   var  tag_fields :  [ ops . len ] EnumField  = undefined ;
Ê   inline  for  ( ops ,  0.. )  | op_name,  op_index |  {
Ê       tag_fields [ op_index ]  = . {
Ê           . name = op_name,
Ê           . value  = op_index ,
Ê       };
Ê   }

Ê   const  OpEnum = @Type( . {
Ê       .@"enum"  = . {
Ê           . tag_type  = u8 ,
Ê           . fields  = &tag_fields ,
Ê           . decls  = &. {},
Ê           . is_exhaustive  = true ,
Ê       },
Ê   });

Ê   return  struct  {
Ê       pub  const  Operation  = OpEnum;
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Ê       pub  fn  makeRequest (
Ê           operation :  Operation ,
Ê           instance :  DevSvcInstance ,
Ê       )  DevSvcRequest  {
Ê           return  . {
Ê               . class  = class ,
Ê               . operation  = @intFromEnum ( operation ),  !
Ê               . instance  = instance ,
Ê           };
Ê       }
Ê   };
}

! We transitions from using enumerations to just plain numbers before entering the foreground
side of the processing.

Making Device Realm Requests

Just as for the system realm, a function to execute the SVC instruction with the arguments in the
appropriate registers and with the SVC immediate operand set to 1 is defined.

<<system_services :  interface  definitions >>=
/// The `devRealmSvcCall` function make a device service request via the SVC
/// mechanism.
pub  fn  devRealmSvcCall (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcError ! void  {
Ê   const  result  = asm volatile  (
Ê       "svc  #1"
Ê       :  [ ret ]  "={r0}"  ( ->  SvcResult ),
Ê       :  [ req ]  "{r0}"  ( req ),
Ê         [ input ]  "{r1}"  ( input ),
Ê         [ output ]  "{r2}"  ( output ),
Ê         [ err ]  "{r3}"  ( err ),
Ê       :  . {. memory = true }
Ê   );
Ê   return  result . mapToSvcError ();
}

Handling Device Realm Requests

The device realm, like the system realm, has a handler function which is selected and invoked
directly by the SVC handler. The implementation follows the same pattern as sysSvcHandler . In this
case, the first level of decomposition is based on the class of the device and the jump table selects
the handler function based on device class.

<<system_services :  interface  definitions >>=
/// The type of a device service request foreground proxy function. This follows
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/// a similar pattern as the system service request proxy functions.
pub  const  DevSvcRequestProxy  = * const  fn  (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult ;

Like the system SVC handler function, the literate program chunks collect the switch prongs needed
to dispatch the device class handler function.

<<svc  handler >>=
/// The `devSvcHandler` function receives control from the SVC exception
/// handler when a device request is made. Since devices have a two
/// level hierarchy before an operation is reached, this function serves
/// as a proxy dispatcher for the device classes.
export  fn  devSvcHandler (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult  {
Ê   const  proxy  = switch  ( req . class )  {  !
Ê       <<dev  svc  service  request  prongs >>
Ê   };
Ê   return  proxy ( req ,  input ,  output ,  err );
}

! It is the class  field of the request that determines the first stage handler for devices.

Background Notification Interface
The last section presented the interface used by background processing to request device realm
services. The third major component of the foreground/background interface is the background
notification queue.

As shown in the overview figure , a Background Notification Queue  is the mechanism provided to
IRQ handlers to make requests to a corresponding background notification proxy. The notification
consist of:

¥ The device request value.

¥ A pointer to a background notification proxy function which acts upon the notification.

¥ A caller supplied closure  value which is returned as part of the notification.

¥ Any other parameters which are considered important or are captured by the device interaction
with the environment can be attached to the notification data structure.

When a device is initialized or opened and that device can send notifications, the caller must supply
a notification proxy function whose job it is to act upon the notification. In code, the notification
proxy is typed as:

<<system_services :  interface  definitions >>=
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/// The data type for a function that receives notifications from a device.
pub  const  DevSvcNotifyProxy  = * const  fn  ( notification :  * const  anyopaque )  void ;  !

! The anyopaque  type is used to avoid circular references. The true type of the notification is
dependent upon the device notification and is recovered in the notification proxy function.

To facilitate transferring notification information between the foreground and background, device
notification data is passed in a struct  that contains both common notification data along with a
tagged union that contains device specific notification data. This implies that we must gather
together the union of the various notification types required by the various devices in the system. A
type function does the heavy lifting.

<<system_services :  interface  definitions >>=
/// The `DeclareDevNotifications` function is a type function that generates
/// a `struct` data type that is suitable for use as a device notification.
/// The generated struct contains a common portion and a tagged union that
/// contains additional notification parameters that are specific to each
/// device notification.  The `param_specs` argument is taken as a list
/// of 2-tuples. Each 2-tuple describes a specific set of additional parameters
/// by giving a string name to serve as an enumeration tag and a corresponding
/// data type, e.g. `param_specs` might appear as:
///
/// .{
///     .{ "foodev", struct { a: u8, b: u32} },
///     .{ "bardev", u1 },
///      ....
///  }
///
/// The name portion of the 2-tuple is used as an enumeration tag and a tagged
/// union is created for parameters of all the devices given in the `param_specs`
/// argument. The return value is a `struct` type that contains a base portion of the
/// notification plus the tagged union of specific parameters for particular devices.
/// This type gives the structure for device notifications of all devices.
pub  fn  DeclareDevNotifications (
Ê   comptime  param_specs :  anytype ,  // list of doubles, name / structure
)  type  {
Ê   var  param_type_fields :  [ param_specs . len ] std . builtin . Type . EnumField  = undefined ;
Ê   var  param_union_fields :  [ param_specs . len ] std . builtin . Type . UnionField  = undefined ;
Ê   // Build up fields for the enumeration and union created below.
Ê   inline  for  ( param_specs ,  0.. )  | param_spec ,  param_index |  {
Ê       if  ( param_spec . len  !=  2)  @compileError ( "bad notification parameter specification" );

Ê       const  param_name = param_spec .@"0" ;
Ê       const  param_type  = param_spec .@"1" ;

Ê       param_type_fields [ param_index ]  = . {
Ê           . name = param_name,
Ê           . value  = param_index ,
Ê       };
Ê       param_union_fields [ param_index ]  = . {
Ê           . name = param_name,
Ê           . type  = param_type ,
Ê           . alignment  = @alignOf ( param_type ),
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Ê       };
Ê   }
Ê   // The enumeration used to tag the device specific parameters.
Ê   const  NotificationType  = @Type( . {
Ê       .@"enum"  = . {
Ê           . tag_type  = math . IntFittingRange ( 0,  param_specs . len ),
Ê           . fields  = &param_type_fields ,
Ê           . decls  = &. {},
Ê           . is_exhaustive  = true ,
Ê       },
Ê   });
Ê   // The tagged union of all the device specific parameters.
Ê   const  Parameters  = @Type( . {
Ê       .@"union"  = . {
Ê           . layout  = . auto ,
Ê           . tag_type  = NotificationType ,
Ê           . fields  = &param_union_fields ,
Ê           . decls  = &. {},
Ê       },
Ê   });

Ê   return  struct  {
Ê       notify_size :  u32 ,
Ê       class :  DevSvcClass ,
Ê       instance :  DevSvcInstance ,
Ê       proxy :  DevSvcNotifyProxy ,
Ê       closure :  usize ,
Ê       params :  Parameters ,

Ê       const  Self  = @This();

Ê       pub  fn  init (
Ê           class :  DevSvcClass ,
Ê           instance :  DevSvcInstance ,
Ê           proxy :  DevSvcNotifyProxy ,
Ê           closure :  usize ,
Ê           params :  Parameters ,
Ê       )  Self  {
Ê           return  . {
Ê               . notify_size  = @sizeOf ( Self ),
Ê               . class  = class ,
Ê               . instance  = instance ,
Ê               . proxy  = proxy ,
Ê               . closure  = closure ,
Ê               . params  = params ,
Ê           };
Ê       }
Ê   };
}

Using literate program chunks, we can collect the notification parameter specifications for all the
devices in the system.
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<<system_services :  interface  definitions >>=
/// The type of a device notification is constructed for all devices
/// which send background notfications.
pub  const  DevNotification  = DeclareDevNotifications ( . {
Ê   <<dev  notification  specs >>
});

The device notification structure includes a closure value that is large enough to hold a pointer (i.e.
usize). Note that the lifetime of the memory associated with any pointer must be managed by the
background. The notification mechanism simply passes along the value which it was originally
given. Background processing which sets up the binding to the notification proxy must make sure
any pointer values are still valid by the time the notification is issued. ThatÕs a lot of words to say,
ÒdonÕt use pointers to automatic variables as notification closures.Ó

By analogy to background requests, a peripheral device that places a notification into the queue
has one or more (usually one) proxy functions that are run in the background to handle the request.
The background notification proxy can be considered as a continuation of the IRQ handler which
computes the system response to the environmental condition detected by the IRQ. The peripheral
device code and proxy function must agree to the structure of the notification since typing is lost
during the transit through the queue and must recovered by the background proxy function. It is an
element of the design  of the device control code as to which notifications it offers. Device control
code must clearly document the intent and meaning of any notifications it generates. Any
additional data beyond that provided by the base notification structure must also be carefully
specified.

The remaining consideration of the notification design is to specify the time when the notification
proxy function is bound to a notification offered by a device. For background requests , the binding
between the background function which issues requests and the foreground proxy function which
services them is made at compile time. This is the simplest approach and, given the characteristics
of foreground requests, additional flexibility is not required. For background notifications , the proxy
function is bound at run time. This implies that at least part of the configuration of a peripheral
device is to specify the notification proxy functions to be executed in the background when the
devices detects an actionable condition. Devices may offer to issue multiple types of notifications,
depending upon the specific semantic actions associated with the device.

The advantages of using run time binding of the background callback are:

¥ Although the system is expected to run a single program at a time, during development many
test programs and integration programs are run. If the notification proxy functions were bound
at compile time, all application would be required to supply an implementation of the functions
which complicates the build/test process.

¥ In some cases, the condition detected by the device control code is not interesting to the
application and it would be more convenient not  to require specifying a notification proxy
function for an unused condition, i.e.  to specify a optional  function pointer. This knowledge may
allow the peripheral device code to mask certain interrupt sources or take other actions to
reduce its interaction with the environment.

Run time binding does imply that the peripheral device code must store the binding somewhere.
This is usually of little consequence since device code must also store many other parameters used
for controlling the peripheral itself.

It may seem dangerous to pass around ÒrawÓ function pointers between foreground and
background. Certainly passing an incorrect function pointer can result in uncontrolled execution. It
is not strictly necessary to use a function pointer. The background notifications could be encoded as
integers (as they are for background requests). This requires keeping a mapping from the integer
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encoding to the corresponding proxy function which is used during dispatching the background
notification. Such an encoding would also have to be constructed at run time and supplying an
incorrect encoded integer when building the mapping would result in the same uncontrolled
execution. In practice, the use of function pointers is simpler and does not cause significant
problems.

Using function pointers does not jeopardize the separation between privileged and unprivileged
execution. The notification proxy function is not  executed by privileged code. Invocation of
notification proxy functions is performed by background processing in unprivileged mode. Both the
notification proxy function pointer and the notification closure data value traverse through the
device control code to the background notification queue modified and uninterpreted.

Background Notification Queue Operations

The background notification queue works as a temporary, ordered buffer allowing multiple IRQ
handlers to post notifications while background processing is executing. Recall that interrupts are
enabled during background execution to enable the foreground to cope with the concurrency of the
system environment. The notification queue acts as an ÒaccordionÓ, expanding when IRQ handlers
run during background execution and contracting when the foreground has no addition
notifications. We expect the queue to be empty most of the time. If the rate of production of
notifications exceeds the rate of handling them in the background, eventually no amount of
buffering will prevent overflow.

These characteristics suggest a simple design of the notification queue that can be tailored to the
specific needs of device notification. Since execution flow through the notification is an important
area, we are willing discard any notions of generality and implement a simple array with a read
index and a write index. The array is not  treated in a circular manner, i.e. there is no index wrap
around. Rather, both indices are reset to the beginning of the array when is becomes empty. Since
there is only a single queue for the entire system, it is implemented as a namespace struct .

The size of the array used for the notification queue is fixed at compile time. Sizing the background
notification queue involves estimating the maximum number of notifications (an therefore the
maximum number of notifying IRQ handlers) that will be sent during the execution of any
background notification proxy. It is difficult to estimate the appropriate number of queue elements
with no prior knowledge of the application characteristics.

Experience shows most background notifications are small in size, typically the default notification
size with no device specific parameters. Passing large amounts of data through the queue is not
advisable, especially since there are other techniques for passing data and any data passed through
the queue must be copied into the background. The worst case scenario for interrupts is they all go
off at the same time (or nearly so; the processor core ensures that IRQÕs are activated in a
deterministic order). The buffer needs to cover burst or peek behavior and should never  overflow.
However, overflow can be seen during hardware failures which produce a rapid burst of interrupts
into the system, unexpectedly high traffic on a particular device, or background processing that
might be hung in an infinite loop. How to handle overflow is dependent upon the semantics of the
operation. Sometimes, e.g.  when handling communications packets, data can be dropped and the
communications protocol handles the necessary retries. Other system semantics are such that the
inability to make background notifications for a critical system function implies a panic  condition,
from which there may be little recourse for recovery. It is necessary to characterize the dynamics of
the system when it is functionally complete to tune the buffer memory allocation. This can be said
about many aspects of any microcontroller system. To ease this burden, there is a system
configuration constant, notify_queue_elements , to allow changing the number of element given to
the notification queue.

<<system_config :  constants >>=
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// The number of elements in the device notification queue.
pub  const  notify_queue_elements :  usize  = 10 ;

<<notify  queue >>=
/// The `dev_notify_queue` data structure holds the device notifications from
/// IRQ handlers until they are retrieved by background processing.
/// Retrieval is in FIFO order. The data structure is a simple queue
/// implemented in an array and specialized to the requirements of IRQ handlers and
/// the system service which fetches the notifications to the background.
/// The code provides two techniques for sending notifications. The `sendNotification`
/// function copies pre-constructed `DevNotification` data into the queue.
/// Alternatively, the `reserveNotification` and `commitNotification` can be
/// used to acquire space for the notification data which can be used directly to
/// place the notification data into queue storage.
const  dev_notify_queue  = struct  {
Ê   /// The actual size of the queue is the next highest power of two to allow
Ê   /// us to simpler modulus arithmetic.
Ê   /// A system configuration option determines the base count.
Ê   const  queue_size_bits  = std . math . log2_int_ceil ( usize ,  system_config
. notify_queue_elements );
Ê   const  queue_size  = 1 << queue_size_bits ;
Ê   const  Index  = std . meta . Int (. unsigned ,  queue_size_bits );

Ê   var  storage :  [ queue_size ] DevNotification  = undefined ;
Ê   var  send_index :  Index  = 0;
Ê   var  recv_index :  Index  = 0;

Ê   /// The `sendNotification` function places the device notification pointed to
Ê   /// by the `notification` argument into the notification queue.
Ê   ///
Ê   /// NOTE: This function must be invoked at IRQ priority level. This means that
Ê   /// the function is called from an IRQ handler or the current base priority has
Ê   /// been set to the IRQ priority level. This function assumes that it will _not_ be
preempted by
Ê   /// other IRQ handlers. This is true for the flat IRQ priority scheme implemented
Ê   /// in this design.
Ê   fn  sendNotification (
Ê       notification :  * const  DevNotification ,
Ê   )  SvcResult  {
Ê       const  next_index  = nextSendIndex ();
Ê       if  ( next_index  == recv_index )  return  . operation_failed ;
Ê       storage [ send_index ]  = notification .* ;
Ê       send_index  = next_index ;
Ê       return  . success ;
Ê   }

Ê   /// The `reserveNotification` function returns the next available queue
Ê   /// location. The result contains an error if the queue overflows.
Ê   /// The notification data can be written via the returned pointer.
Ê   /// After the notification data is completely transferred,
Ê   /// the `commitNotification` function must be invoked.
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Ê   fn  reserveNotification ()  struct  { SvcResult ,  * DevNotification }  {
Ê       // Note that if the reservation fails, the address of the last
Ê       // queue storage slot is returned. In extreme cases, where it
Ê       // is necessary to push through a notification, the last place
Ê       // in the queue could be overwritten. A rare circumstance!
Ê       const  next_index  = nextSendIndex ();
Ê       return  if  ( next_index  == recv_index )
Ê           . {. operation_failed ,  &storage [ send_index ]}
Ê       else
Ê           . {. success ,  &storage [ send_index ]};
Ê   }

Ê   /// The `commitNotification` notification function is called after
Ê   /// a notification is written to the queue. It is used in conjunction
Ê   /// with the `reserveNotification` function to allow the caller to
Ê   /// build the notification information directly into the queue and
Ê   /// avoid a possible copy.
Ê   fn  commitNotification ()  void  {
Ê       const  next_index  = nextSendIndex ();
Ê       if  ( next_index  !=  recv_index )  send_index  = next_index ;
Ê   }

Ê   /// The `recvNotification` function retrieves a device notification from the
notification
Ê   /// queue and places it in the memory pointed to by the `notification` argument.
Ê   /// Transfer of the data from the queue to its destination is done in an unprivileged
Ê   /// manner so that the data may be written directly from the foreground to the
background.
Ê   ///
Ê   /// NOTE: This function is provided for use by the system foreground proxy function
Ê   /// that retrieves device notification functions. That function runs at SVC priority
Ê   /// which is lower than IRQ priority. Therefore, this function implements a priority
Ê   /// section to ensure that no IRQ handlers run while the queue data transfer
Ê   /// is taking place.
Ê   fn  recvNotification (
Ê       notification :  * DevNotification ,
Ê   )  SvcResult  {
Ê   // BEGIN PRIORITY SECTION
Ê       {
Ê           const  section  =
Ê               v7m. basepri . PrioritySection . enter ( system_config . irq_encoded_priority );
Ê           defer  section . leave ();

Ê           if  ( empty ())  return  . retry_operation ;

Ê           memcpyToUnpriv (
Ê               mem. asBytes ( notification ),  // destination
Ê               mem. asBytes ( &storage [ recv_index ]),  // source
Ê           );
Ê           recv_index  +%= 1;
Ê       }
Ê   // END PRIORITY SECTION
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Ê       return  . success ;
Ê   }

Ê   /// The `empty` function tests if the notification queue given by the
Ê   /// `queue` argument is empty. It returns `true` if `queue` contains no
Ê   /// elements and `false` otherwise.
Ê   ///
Ê   /// NOTE: This function is provided for the use in system foreground
Ê   /// processing.  When the function is invoked it assumes the execution priority
Ê   /// is at IRQ priority or greater.
Ê   fn  empty ()  bool  {
Ê       return  recv_index  == send_index ;
Ê   }

Ê   /// The `nextSendIndex` function computes the index where the next notification
Ê   /// will be placed in the queue. Note this algorithm is simple. It is based on
Ê   /// power of 2 modulus arithmetic and and consumes a slot in the queue to detect
overflow.
Ê   fn  nextSendIndex ()  Index  {
Ê       return  send_index  +% 1;
Ê   }
};

Watchdog Timer
As a first demonstration of device services, a simple peripheral is illustrative. A watchdog timer is
nonetheless an important peripheral that is needed as part of the basic protections for any system.
In later chapters, many other examples of peripherals which generate interrupts and issue
background notifications are shown.

A watchdog timer is a device which helps to ensure that some fundamental function of a system is
operational by repeatedly requiring the system to service  (or acknowledge  or feed  or pet ) the
watchdog. Typically, a watchdog timer is used to ensure that overall execution flow in the system is
functioning. Should some code sequence result in a long compute bound, possibly infinite loop, then
other operations in the system may be starved for access to the CPU and essential functions of the
system might not execute. Sometimes a watchdog is used to ensure that a particular system
function, in contrast to the system as a whole, works correctly. Such system functions are usually
periodic and a watchdog may be used to ensure that the function happens at the correct period. For
example, cardiac pacemakers have a watchdog timer that specifically monitors the issuing of pace
pulses to the heart. Failure to issue a pace pulse regularly and within a certain time frame would be
a fundamental system failure and be hazardous to the patient. Potentially, the pacemaker could fail
to issue pace pulses yet its overall control flow might still be functional. Some SOCÕs supply multiple
watchdog timers to allow monitoring overall system execution as well as specialized system
operations.

Watchdog timers peripherals work by counting the cycles of a clock. If the timer count ever reaches
0 (if counting down) or a specified value (if counting up), then the watchdog issues a system reset
signal. Software is expected to service the watchdog to restart its counting. The specifics of
watchdog capabilities varies between SOCÕs, but most watchdog timer peripherals usually include a
means for the watchdog to notify software that the reset period expires soon. This takes the form of
an interrupt to prompt the system software to service the watchdog. This gives software a
maximum deadline in which it must accomplish the watchdog service. Some watchdog timers also
have the facility to cause a reset if the timer is serviced too soon, i.e.  it demands servicing happen
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in a time window before the reset time. There are still other variations on the theme.

It is particularly important that code which services the watchdog exercise the critically important
paths that are being protected. This implies that you must not  restart the watchdog in the IRQ
handler associated with a watchdog notification interrupt. This would negate any protection offered
by a watchdog timer. It is easy to conceive of an infinite loop running somewhere that is preempted
by the watchdog interrupt but is otherwise preventing essential system operations.

Watchdog Timer Peripheral

The figure below, taken from the Apollo 3 datasheet, shows the design for the watchdog timer
peripheral.

Figure 7. Schematic of Apollo 3 Watchdog Timer Peripheral

This peripheral operates by using a selectable clock to increment a counter. The incrementing
counter can trigger a comparison match against the values of two compare registers. A match
between the values in the Counter  and Interrupt Value  registers causes an interrupt. A match
between the Counter  and Reset Value  registers causes a system reset.

SOC designers parameterize the operations of peripheral devices to make them adaptable to a
wider range of applications. The goal here is to tailor the usage of the devices to the particular
requirements of the system being built. There is no intent to support every possible configuration.
For example, the Apollo 3 watchdog timer supports locking  the configuration registers so that once
set, they may not be changed until the system is reset. The paranoia level does not extend to the
need to prevent highly improbable register writes, especially as that possibility has been excluded
from the background processing as a result of separating privileged and unprivileged execution.
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One quirk of the Apollo 3 watchdog does require some special arrangements and accommodation.
Many SOC watchdog timers have a setting which disables the watchdog timer clock when a
debugger is active. This makes breakpoint style debugging much easier. The Apollo 3 watchdog
does not  have this ability. It is a pain point that requires a work around.

Watchdog Timer Logical Device

When designing the interface to a peripheral device, a drawing is beneficial, even for a device as
simple as a watchdog timer. The following figure shows the components of the watchdog timer
interface.

NVIC

System Control Block

Reset Generator

Peripheral

Watchdog Timer

Peripheral

Watchdog Timer

Logical Device

Watchdog Timer

IRQ Handler

init

start

stop

restart

restart required

NVIC.ICPRx

NVIC.ISERx

NVIC.ICERx

RSTGEN_CFG_WDREN

CFG.WDTEN

CFG.CLKSEL

CFG.INTVAL

CFG.RESVAL

CFG.INTEN

CFG.RSTEN

RSTRT.RSTRT

INTEN.WDTINT

INTCLR.WDTINT

INTCLR.WDTINT

Figure 8. Watchdog Timer Logical Device Components

In the previous figure, the yellow box represents the watchdog timer from the point of view of the
background services. The available functions are:

init
Configure the device and make it ready to run.

start
Start the watchdog timer running.

stop
Stop the watchdog timer.
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restart
Reset the watchdog timer to zero. This operation acknowledges the watchdog preventing it from
causing a system reset.

The red box represents the watchdog timer IRQ handler. It issues a single background notification
indicating that the watchdog expires soon and needs to be restarted.

The cyan boxes represent Apollo 3 peripheral devices. The arrows represent access (read or write)
to the peripheral registers or register fields as given by the label.

NVIC
The NVIC is used clear and enable the interrupt globally in the processor core.

Reset Generator
For the watchdog timer to cause a system reset, it must be enabled to do so at the reset
generator peripheral.

Watchdog Timer
The watchdog timer peripheral has a set of registers to control its functions.

Device Control

Since this is the first situation where we have need to control interrupt requests, we factor out some
common code used to handle interrupts at the NVIC. All foreground proxies that handle peripherals
that can pend interrupts have need of functions to handle the interrupt at the NVIC. Note we must
still deal with interrupts control registers in the peripheral device itself.

<<device  proxies >>=
/// The `IrqControl` type holds that information for handling interactions with the
/// NVIC that are specific to a particular interrupt request.
const  IrqControl  = struct  {
Ê   irq_number :  v7m. IrqNumber ,

Ê   fn  enable (
Ê       self :  IrqControl ,
Ê   )  void  {
Ê       v7m. nvic . enableIrq ( self . irq_number );
Ê   }

Ê   fn  disable (
Ê       self :  IrqControl ,
Ê   )  void  {
Ê       v7m. nvic . disableIrq ( self . irq_number );
Ê   }

Ê   fn  clearPending (
Ê       self :  IrqControl ,
Ê   )  void  {
Ê       v7m. nvic . clearPendingIrq ( self . irq_number );
Ê   }
};
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Following the diagram in the previous figure, we create data structures to manage the interactions
between the watchdog timer logical device and its peripheral components.

<<watchdog  proxies >>=
const  irq_control :  IrqControl  = . {. irq_number  = apollo3 . WatchdogTimer . irq_number };

Note that there is only one Reset Generator in the Apollo 3. Here we simply create a namespace
struct  to present declarative function whose names showing the intent of the operation.

<<watchdog  proxies >>=
const  reset_control  = struct  {
Ê   fn  enable ()  void  {
Ê       apollo3 . rstgen . cfg . setBitField (. wdr_en );
Ê   }

Ê   fn  disable ()  void  {
Ê       apollo3 . rstgen . cfg . clearBitField (. wdr_en );
Ê   }
};

Again, there is only one Watchdog Timer in the Apollo 3 and we follow the same pattern as for the
Reset Generator.

<<watchdog  proxies >>=
const  wdog_control  = struct  {
Ê   fn  enable ()  void  {
Ê       apollo3 . wdt . cfg . setBitField (. wdt_en );
Ê   }

Ê   fn  disable ()  void  {
Ê       apollo3 . wdt . cfg . clearBitField (. wdt_en );
Ê   }

Ê   fn  restart ()  void  {
Ê       apollo3 . wdt . rstrt . write (. restart_key );  !
Ê   }

Ê   fn  clearInterrupt ()  void  {
Ê       apollo3 . wdt . int_clr . writeBitField (. wdt_int );
Ê   }

Ê   fn  enableInterrupt ()  void  {
Ê       apollo3 . wdt . int_en . writeBitField (. wdt_int );
Ê   }

Ê   fn  disableInterrupt ()  void  {
Ê       apollo3 . wdt . int_en . writeDirect ( 0);
Ê   }

Ê   fn  enableReset ()  void  {
Ê       apollo3 . wdt . cfg . setBitField (. res_en );
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Ê   }

Ê   fn  disableReset ()  void  {
Ê       apollo3 . wdt . cfg . clearBitField (. res_en );
Ê   }

Ê   fn  configure (
Ê       notify_time :  u8 ,
Ê       reset_time :  u8 ,
Ê   )  void  {
Ê       apollo3 . wdt . cfg . writeFields ( . {
Ê           . clk_sel  = . hz_16 ,
Ê           . int_val  = notify_time ,
Ê           . res_val  = reset_time ,
Ê           . int_en  = 1,
Ê       });
Ê   }
};

! A magic ÒkeyÓ value is required to restart the watchdog.

Watchdog Timer Requests

There are four functions provided to background processing to control the watchdog timer. This
implies that eight functions must be provided, four used by background processing to make
watchdog requests and four that serve as proxies to the background requests. The sections below
cover each watchdog timer operation.

Here, as with system requests, we establish a pattern for how the background / foreground
interactions are presented in code.

First, each device service places background requests in a struct  container.

<<system_services :  device  service  definitions >>=

/// Watchdog services
pub  const  wdog = struct  {
Ê   <<watchdog  services >>
};

As mentioned above, there are four watchdog requests available to the background.

<<watchdog  services >>=
pub  const  WdogOperations  = DefineDeviceOperations (
Ê   . watchdog ,
Ê   &. {  "init" ,  "start" ,  "stop" ,  "restart"  },
);

The Apollo 3 has only a single watchdog timer peripheral.

<<watchdog  services >>=
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pub  const  instances :  DevSvcInstance  = 1;

Init

It is necessary to initialize the watchdog timer before use.

<<watchdog  services >>=
/// The `init` function initializes a watchdog timer instance.
/// This function must be called before any other watchdog timer function.
/// This function initialized the given watchdog timer so that
/// the timer will expire and potentially reset the system after `reset_time`
/// milliseconds have elapsed since the watchdog was started or restarted.
/// The `reset_time` must be between 63 ms and 15900 ms and values exceeding that
/// range are silently saturated to the boundaries.
/// When `notify_time` milliseconds have elapsed, the watchdog timer issues
/// a notification to the background that the watchdog needs to be restarted
/// to prevent a system reset.
/// The `notify_time` has the same range boundaries as the `reset_time` but
/// must be less than the `reset_time`
pub  fn  init (
Ê   /// Note that the function provides an instance argument despite there
Ê   /// being only a single instance of watchdog timer in the Apollo 3.  It is included
Ê   /// in the interface for consistency and future compatibility.
Ê   _:  DevSvcInstance ,
Ê   reset_time :  u16 ,
Ê   notify_time :  u16 ,
Ê   /// A pointer to a function that is to be invoked during background processing when
Ê   /// the watchdog timer notification is dispatched.
Ê   proxy :  DevSvcNotifyProxy ,
Ê   /// A value passed to `notify_proxy` when it is dispatched.  The value is large
Ê   /// enough to hold a pointer.  If a pointer value is used, its type must be
Ê   /// recovered in the proxy function and the lifetime of the memory pointed to is the
Ê   /// responsibility of the caller (_i.e._ if `notify_closure` is a pointer,
Ê   /// background processing must ensure the memory is still valid by the time the
Ê   /// notification is dispatched, _e.g._ using a pointer to an automatic variable is
Ê   /// undefined).  If no additional closure information is needed by `notify_proxy`,
Ê   /// it is recommended that `notify_closure` have a value of zero.
Ê   closure :  usize ,
)  SvcError ! void  {
Ê   const  input_params  = InitInputParam . marshal ( . {
Ê       . reset_time  = reset_time ,
Ê       . notify_time  = notify_time ,
Ê       . notify_proxy  = proxy ,
Ê       . notify_closure  = closure ,
Ê   });
Ê   const  request  = WdogOperations . makeRequest (. init ,  0);  // There is only 1 instance.
Ê   return  devRealmSvcCall ( request ,  @ptrCast ( &input_params ),  null ,  null );
}

The input parameter for the init  function carries the arguments from the background request.
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<<watchdog  services >>=
pub  const  InitInputParam  = DefineSvcRequestParam ( struct  {
Ê   reset_time :  u16 ,
Ê   notify_time :  u16 ,
Ê   notify_proxy :  DevSvcNotifyProxy ,
Ê   notify_closure :  usize ,
});

Similar to the way background services organized the corresponding foreground proxies, each set of
device foreground proxies is placed in a struct  namespace.

<<device  proxies >>=

/// Watchdog service proxies
const  wdog = struct  {
Ê   <<watchdog  proxies >>
};

The watchdog device issues a device notification when the notification time has expired. There are
no additional parameters for this notification.

<<dev  notification  specs >>=
. {  "watchdog" ,  void  },

During initialization, the information used to issue the notification to the background when the
watchdog timer notify_time  interrupt occurs must be saved. Since there is only one instance of
the watchdog timer, the information can be saved in a single variable.

<<watchdog  proxies >>=
var  notification :  DevNotification  = undefined ;

The following function is the foreground proxy function for init . This function receives control from
the SVC exception handler indirectly through the watchdog timer operation handler .

<<watchdog  proxies >>=
/// The `init` function is the foreground proxy for the `init` background
/// request of the watchdog device.
fn  init (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  InitInputParam  = svc_services . wdog. InitInputParam ;

Ê   const  init_input ,  const  result  = InitInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  {
Ê       return  result ;
Ê   }
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Ê   if  ( init_input . reset_time  == 0 or
Ê       init_input . notify_time  == 0 or
Ê       init_input . reset_time  <= init_input . notify_time )
Ê   {
Ê       return  . invalid_param ;
Ê   }

Ê   irq_control . disable ();  !
Ê   wdog_control . disable ();

Ê   notification  = DevNotification . init (
Ê       req . class ,
Ê       req . instance ,
Ê       init_input . notify_proxy ,
Ê       init_input . notify_closure ,
Ê       . {  . watchdog  = {}  },
Ê   );

Ê   wdog_control . configure (
Ê       msToTicks ( init_input . notify_time ),
Ê       msToTicks ( init_input . reset_time ),
Ê   );
Ê   wdog_control . clearInterrupt ();
Ê   wdog_control . enableInterrupt ();
Ê   irq_control . clearPending ();
Ê   irq_control . enable ();

Ê   return  . success ;
}

! In case the watchdog is re-initialized, prevent any interrupt and disable the timer.

The time arguments for the watchdog have a range from approx 0.0625 to 15.9 seconds. After
starting the watchdog timer using start , the difference between the reset_time  and notify_time
is the amount of time software has to invoke the restart  function before the watchdog timer
causes a system reset.

The units for the notify and reset times are raw device units of clock ticks. The conversion from
milliseconds to watchdog time units is accomplished by the following function. Note that this
conversion depends upon the setting of the clock driving the watchdog timer. That clock value is
pre-selected and is not changeable. It value was selected to provide a convenient range of
millisecond time ranges for our intended applications.

<<watchdog  proxies >>=
/// The `msToTicks` function converts the `ms` value into watchdog timer ticks
/// in the form of an unsigned UQ4.4 fixed binary point number.  The maximum
/// amount of time which can be specified is 15.9375 seconds.  The minimum time
/// amount is 0.0625 seconds.  Any value of `ms` which causes an overflow of the
/// allowed range is silently truncated to the maximum time value.  Any value
/// of `ms` which converts to zero ticks returns 1.
fn  msToTicks (
Ê   /// A number of milliseconds to convert into watchdog timer ticks.
Ê   ms:  u32 ,
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)  u8  {
Ê   var  ticks  = math . divCeil ( u32 ,  ms << 4,  std . time . ms_per_s )  catch  unreachable ;
Ê   ticks  = @min( ticks ,  0xff );
Ê   ticks  = @max( ticks ,  1);
Ê   return  @truncate ( ticks );
}

Start

After the watchdog is initialized it must be started.

<<watchdog  services >>=
/// The `start` function starts the watchdog timer running.
/// This function must be called only after invoking `init`.
/// After invoking `start`, background notifications are issued
/// periodically according to the value of `notify_time` value given
/// to the `init` function.
/// The `reset_enable` argument is a boolean value which determines whether
/// system is reset when the watchdog timer expires.
/// A value of `true` implies that an unacknowledged watchdog
/// causes a system reset.  A value of `false` implies that the watchdog timer
/// never causes a system reset.  The use case for this parameter is to allow
/// breakpoint style debugging since the Apollo 3 SOC does _not_ halt the watchdog
/// timer clock when stopped for debugging purposes.
pub  fn  start (
Ê   _:  DevSvcInstance ,
Ê   enable_reset :  bool ,
)  SvcError ! void  {
Ê   const  input_params  = StartInputParam . marshal ( . {
Ê       . enable_reset  = enable_reset ,
Ê   });
Ê   const  request  = WdogOperations . makeRequest (. start ,  0);
Ê   return  devRealmSvcCall ( request ,  @ptrCast ( &input_params ),  null ,  null );
}

The single argument, enable_reset  argument is given as an input to the proxy function.

<<watchdog  services >>=
pub  const  StartInputParam  = DefineSvcRequestParam ( struct  {
Ê   enable_reset :  bool ,
});

The proxy function implementation follows the pattern established by the init  function.

<<watchdog  proxies >>=
/// The `start` function is the foreground proxy for the `start` background
/// request of the watchdog device.
fn  start (
Ê   _:  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
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Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  StartInputParam  = svc_services . wdog. StartInputParam ;
Ê   const  start_input ,  const  result  = StartInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  {
Ê       return  result ;
Ê   }

// INTERRUPT SECTION BEGIN   !
Ê   {
Ê       irq_control . disable ();
Ê       defer  irq_control . enable ();   "

Ê       wdog_control . disable ();
Ê       if  ( start_input . enable_reset )  {
Ê           wdog_control . enableReset ();
Ê           reset_control . enable ();
Ê       }  else  {
Ê           wdog_control . disableReset ();
Ê           reset_control . disable ();
Ê       }
Ê       wdog_control . restart ();  #
Ê       wdog_control . clearInterrupt ();
Ê       wdog_control . enableInterrupt ();
Ê       wdog_control . enable ();

Ê   }
// INTERRUPT SECTION END

Ê   return  . success ;
}

! The foreground proxy functions run at SVC exception priority. To allow starting an already running
watchdog, it is safer to prevent the watchdog timer interrupt from happening since it would
preempt the proxy.

" Make sure the IRQ is enabled after start processing.

# Issue a restart to the watchdog in case there is any timing boundary conditions on start up.

Stop

The watchdog Stop request ceases watchdog operations. Generally, this is never called. It is
provided for test uses.

<<watchdog  services >>=
/// The `stop` function stops the given watchdog timer.
/// After invoking `stop` no further notifications from the device are
/// issued until it is started again.
pub  fn  stop (
Ê   _:  DevSvcInstance ,
)  SvcError ! void  {
Ê   const  request  = WdogOperations . makeRequest (. stop ,  0);

Crossing the Divide  | 104 of 981 Code to Models



Ê   return  devRealmSvcCall ( request ,  null ,  null ,  null );  !
}

! There are no parameters for the stop proxy function.

The proxy function for stop  is also simpler because it lacks any input or output parameters.

<<watchdog  proxies >>=
/// The `stopProxy` function is the foreground proxy for the `stop` background
/// request of the watchdog device.
fn  stop (
Ê   _:  DevSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   irq_control . disable ();

Ê   wdog_control . disable ();
Ê   reset_control . disable ();
Ê   wdog_control . disableInterrupt ();
Ê   irq_control . clearPending ();

Ê   return  . success ;
}

Restart

<<watchdog  services >>=
/// The `restart` function restarts the given watchdog timer
/// ensuring that the watchdog does not cause a system reset.
pub  fn  restart (
Ê   _:  DevSvcInstance ,
)  SvcError ! void  {
Ê   const  request  = WdogOperations . makeRequest (. restart ,  0);
Ê   return  devRealmSvcCall ( request ,  null ,  null ,  null );
}

The implementation of the proxy function is just as simple. A single register write is sufficient.

<<watchdog  proxies >>=
/// The `restartProxy` function is the foreground proxy for the `restart` background
/// request of the watchdog device.
fn  restart (
Ê   _:  DevSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   wdog_control . restart ();
Ê   return  . success ;
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}

Dispatching Watchdog Requests

The device realm has an additional level of dispatch  based on the class of the device. Another
function is required to find the proxy function associated with the device operation.

Like the service realm dispatch function, operation dispatching for a device is also based on a jump
table.

We define a name for the device in the enumeration for all the device classes.

The watchdog timer device must be assigned a class identifier and a pointer to the operation
dispatch function must be placed in the jump table for device realm dispatch.

<<svc  device  classes >>=
watchdog ,

<<dev  svc  service  request  prongs >>=
. watchdog  => &wdog. devClassHandler ,

Finally, the watchdog class handler performs the dispatch to the proxy functions corresponding to
the requests.

<<watchdog  proxies >>=
/// The `devClassHandler` function dispatches watchdog operations based
/// on the value of the `req` argument. This function is invoked as a
/// class level dispatcher for the watchdog device.
fn  devClassHandler (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult  {
Ê   const  Operation  = svc_services . wdog. WdogOperations . Operation ;
Ê   const  wdog_operation :  Operation  = @enumFromInt ( req . operation );
Ê   const  proxy  = switch  ( wdog_operation )  {
Ê       . init  => &init ,
Ê       . start  => &start ,
Ê       . stop  => &stop ,
Ê       . restart  => &restart ,
Ê   };
Ê   return  proxy ( req ,  input ,  output ,  err );
}

Watchdog Timer IRQ Handler

The last part of the watchdog timer device code is the IRQ handler. This is the first example that
shows how an IRQ handler posts background notifications. This notification informs background
processing that it should service the watchdog device soon or else the system may reset
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(depending upon how the watchdog was started). This notification is intended to exercise critical
parts of the system control flow which is discussed in the next section .

"
This is only part of the overall execution path that needs to be exercised by the
watchdog notification. How the notification is handled by background processing is
essential to closing the monitoring loop that ensures the system behaves within
expected bounds.

During initialization (as shown previously in init ), necessary information was stored away for later
use in formulating the notification from the device. The implementation of the IRQ Handler uses the
previously saved notification information and inserts it into the background notification queue. Note
it is not necessary to protect access to the background request queue since an IRQ handler is
running and all IRQÕs have the same priority. No other IRQ can preempt the execution and no higher
priority exceptions access the background notification queue.

<<watchdog  proxies >>=
/// The `wdtIrqHandler` function receives control when the watchdog notfication
/// timer has expired.
export  fn  wdtIrqHandler ()  void  {
Ê   wdog_control . clearInterrupt ();

Ê   if  ( dev_notify_queue . sendNotification ( &notification )  !=  . success )
Ê       panic . privPanic ( null ,  "Watchdog notification failed" );
}

As this is the first IRQ Handler shown, note that there is no additional processing required upon
entry into or exit from the IRQ Handler. The vector table contains a direct pointer to the function
just shown. There is no need to inform the execution architecture that an IRQ has occurred. The
only operation an IRQ Handler can perform which has an effect on the system is to post a
background notification. An IRQ Handler may not  need to post a notification or may do so
conditionally.

Foreground to Background Control Flow
Thus far, this chapter has described techniques to build a system control mechanism to mediate
between foreground processing and background processing. To recap, execution is initiated by
interrupt requests which come from conditions detected in the environment as sensed by peripheral
devices. The background processing can control the behavior of peripheral devices by making
requests to the foreground proxies of a device. In the example just shown, the watchdog timer is
controlled by specific services requests from background code.

When the peripheral device control code detects changes in the environment, it generates
notifications to background processing indicating the changes. These notifications are placed in the
Background Notification Queue . The sole control transfer mechanism between foreground and
background processing is for the background run time to repeatedly request the next notification
and then dispatch it. When the notification queue is empty and when background processing has
determined there is no additional work to perform as a result of having dispatched all the
notifications, it issues a request to the foreground to wait  until an IRQ handler posts a new
notification indicating actionable conditions that have arisen in the environment. The wait request is
interpreted in the foreground as a request to go into low power mode.

There are a couple of ideas that need reiteration.
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¥ The mechanism provided here is strictly to allow injecting  conditions detected in the
environment into background processing so they may be acted upon.

¥ This is not  the only control mechanism needed. How background processing is to handle the
notifications it receives has not  been presented. That is another interesting topic and Part II of
this book is devoted to explaining the background processing execution scheme. For now,
working up from the bottom, the focus is only on the mechanism used to have foreground
processing be responsive to the environment and to inform background processing of what has
happened. As you might guess, since a queue was involved in the transport of notifications to
the background, a queue is used in the background to create the system reaction to those
notifications.

In the next two sections, fundamental background requests that support the flow of processing for
the system are shown. First, we consider the problem of retrieving background notifications into
background processing. Previously , we saw how IRQ handlers, running in the foreground, place
notifications in the background queue. Now we show how those notifications are retrieved into
background processing so they may be acted upon.

Second, we consider the problem of how to handle the situation when there is no processing going
on at all. When there is no work to be done, we want to place the system into a low power mode.

Retrieving Notifications into the Background

When background processing makes a request for system or device realm service, those requests
are directed to a proxy function which executes the request for the background. Both sides must
agree on the exact structure of data sent between the functions and the exact semantics of the
operation performed. The SVC exception is used to Òmake the leapÓ from background to foreground
processing. The flow of control from background to foreground is synchronous and runs to
completion. Although the execution flow from background through to foreground proxy may be
preempted by an IRQ, from the point of view of the background it appears as a conventional
synchronous function invocation, i.e.  nothing else goes on in the background until the foreground
proxy function returns.

Similarly, when an IRQ hander detects an actionable condition, it issues a notification to the
background. The notification requests background processing to execute a background notification
proxy function which handles the notification. The particular background notification proxy function
executed is one that was configured previously by background processing. The background
processing must pre-arranged which notifications will arrive. Ultimately, it must be background
processing that dispatches the notification proxy function to execute as part of the background
reaction to the notification.

The support for this execution flow is achieved by a set of system services. We start with a service
to obtain a notification from the Background Notification Queue .

<<system_services :  system  service  definitions >>=

/// Notification queue service.
pub  const  notify_queue  = struct  {
Ê   <<notify  queue  service >>
};

We add the service name to the request enumeration.

<<sys  svc  service  requests >>=
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get_notification ,

<<sys  svc  service  request  prongs >>=
. get_notification  => &notify_queue . getNotification ,

The following function, executed in the background, retrieves a notification.

<<notify  queue  service >>=
/// The `getNotification` service obtains the next background notification queued by
/// an IRQ handler.  The request is placed in the memory pointed to by `notification`.
/// The function returns an error if it fails to obtain a notification. Otherwise,
/// the `notification` memory contains the device notification data.
pub  fn  getNotification (
Ê   notification :  * DevNotification ,
)  SvcError ! void  {
Ê   const  req_input  = GetNotificationInputParam . marshal ( . {
Ê       . notification  = notification ,
Ê   });

Ê   try  sysRealmSvcCall (. get_notification ,  @ptrCast ( &req_input ),  null ,  null );
}

The effect of invoking getNotification  copies a notification into the caller supplied location. Do
not be confused by using a system realm request to retrieve a device realm notification. The
notification queue is a system realm  resource despite holding device realm  information.

Since this service requests the notification be copied to the memory object pointed to by
notification , we specify the pointer as part of an input parameter.

<<notify  queue  service >>=
pub  const  GetNotificationInputParam  = DefineSvcRequestParam ( struct  {
Ê   notification :  * DevNotification ,
});

The required actions by the notification foreground proxy function are resolved by the operations on
the dev_notify_queue . The proxy function is little more than a convenient interface to the
notification queue.

<<device  proxies >>=
const  notify_queue  = struct  {
Ê   <<notify  queue  proxy >>
};

<<notify  queue  proxy >>=
/// The `getNotification` function is the foreground proxy function
/// for the `getNotification` service.
fn  getNotification (
Ê   _:  SysSvcRequest ,
Ê   input :  ?* const  anyopaque ,
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Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  GetNotificationInputParam  = svc_services . notify_queue . GetNotificationInputParam ;

Ê   const  req_input ,  const  result  = GetNotificationInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  {
Ê       return  result ;
Ê   }

Ê   return  dev_notify_queue . recvNotification ( req_input . notification );
}

Waiting for New Background Notifications

The other fundamental primitive required to complete the control flow handles how the core is
directed to wait until new notification requests arrive.

When background processing has determined there is no addition work to be done, it waits until an
interrupt posts a new background notification. To emphasize, simply dispatching background
notifications is not  the totality of the work performed by background processing. In whatever
manner background processing determines that all the actions started by notifications are
completed, it must then wait for new notifications to arrive. A new notification arrives only as a
result of an IRQ handler placing a notification in the background notification queue.

The fundamental processor instruction for waiting is WFI, Wait For Interrupt. On most ARMv7-M
SOCÕs, this causes the processor to go to sleep. Exactly what happens when the processor goes to
sleep is not determined by the core, but by the SOC design which uses the core. In the case of the
Apollo 3, the processor is put into a sleep mode and various clocks and other peripherals are
powered down. Most SOCÕs use the WFI instruction as an indication to turn off the high speed clock
to the processor core as the first step in reducing power consumption. The high speed clocks are
some of the more power consuming components of an SOC. Some SOCÕs have more elaborate
levels of power reduction that allow power management to be more than a simple binary choice.
For the Apollo 3, the SOC performs all the hard work to manage power consumption using the
execution of WFI as the hint that there is no ongoing computing.

<<system_services :  system  service  definitions >>=

/// System wait service
pub  const  wait  = struct  {
Ê   <<system  wait  service >>
};

Again, define a new service name and its foreground proxy.

<<sys  svc  service  requests >>=
wait ,

<<sys  svc  service  request  prongs >>=
. wait  => &wait . wait ,
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The implementation of the background request is trivial since there are no arguments to the
foreground proxy function which implements the wait.

<<system  wait  service >>=
/// The `wait` function requests the processor to cease execution until a
/// background notification has been inserted into the background notification
/// queue.
pub  fn  wait ()  SvcError ! void  {
Ê   return  sysRealmSvcCall (. wait ,  null ,  null ,  null );
}

The foreground proxy function requires not additional parameters. In this particular case, only the
req  parameter is of interest and the other parameters are passed null .

<<device  proxies >>=

// System wait proxy
const  wait  = struct  {
Ê   <<system  wait  proxy >>
};

The corresponding proxy functions has a deceivingly simple implementation that carries a lot of
subtle information.

<<system  wait  proxy >>=
/// The `wait` function is the proxy counterpart of the `wait` service
/// and implements setting the processor into low power mode.
fn  wait (
Ê   _:  SysSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   while  ( true )  {
Ê   // BEGIN CRITICAL SECTION
Ê       {
Ê           v7m. disableIrq ();  !
Ê           defer  v7m. enableIrq ();

Ê           if  ( dev_notify_queue . empty ())  {
Ê               const  apollo_specific :  * volatile  u32  = @ptrFromInt ( 0x5fff_0000 );  "
Ê               _ = apollo_specific .* ;

Ê               v7m. dsb ();  #
Ê               v7m. wfi ();
Ê           }  else  {
Ê               break ;
Ê           }  $
Ê       }
Ê   // END CRITICAL SECTION
Ê   }
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Ê   return  . success ;
}

! After this point, no IRQÕs will cause preemption. It is safe to test the state of the background
notification queue.

" There is a strange code sequence in the Ambiq HAL code which reads a memory location which
is given the symbol, SYNC_READ in the code. A comment states that the read ÒÉ will hold the bus
until all the queued write operations have completed.Ó The address does not appear in the SVD
file and there seems to be no mention of it in the reference manual. The implementation in the
HAL is rather strangely coded, but the intent seems to be to read the memory location and
discard any value. Presumably, the read action has some side effect in the hardware. The
memory read is included here because it was found in the Ambiq HAL code.

# ARM recommends a data synchronization barrier instruction to ensure that all data writes have
been completed before executing WFI. In this particular case, this is not necessary, but at the
cost of one instruction, the recommendation is followed.

$ It is possible for an IRQ hander to run and not  place a notification in the background notification
queue, i.e.  an interrupt source may service device internals and not  need to issue a notification.
The core will have awakened on any interrupt. For this reason, the code loops back and tests the
queue state again. The loop is terminated only when there is a notification in the queue.

The implementation of wait  proxy has several circumstances that it must accommodate.

¥ There is a race condition  between when the background processing determines that the
background notification queue is empty and when the foreground proxy code for waiting
executes. An interrupt can occur between those times. Typically, when this function is invoked,
the background notification queue has been emptied. Therefore, before sleeping it is necessary
to check that the queue remains empty of any pending notifications.

¥ The WFI instruction has a set of conditions [4] which must be met before the processor core wakes
back up once it has been put to sleep. For this use case, a pending exception whose priority is
such that it would preempt any currently active exceptions governs what happens. This is one
reason why the SVC exception priority was set to be lower than that of IRQÕs.

¥ When the processor goes to sleep in the Apollo 3 SOC, clocks are turned off and the memory
buses no longer function. This means that attached debuggers are not able to read information
out of the system.

The key logic used to put the core to sleep and not  loose the race with an interrupt rests with the
fact that the WFI instruction ignores the effect of the PRIMASK register when deciding if a pending
exception will cause the processor to wake back up. The logic works as follows.

1. Set PRIMASK to 1 (as is done in the v7m.disableIrq  function). This starts a critical section
where no exception with a configurable priority will preempt execution.

2. Check if the background notification queue is still empty. If so, then the race between the
background deciding there is no additional work to do and an interrupt coming along and
pending an exception has been ÒwonÓ. With PRIMASK set to 1, conditions are set to use WFI to
put the core to sleep and there will be no preemption before the WFI instruction is executed [5].

3. After executing WFI, the core wakes up if any exception is pending which has a higher execution
priority than the current exception (in this case the current exception is the SVC exception). This
determination ignores the setting of PRIMASK, i.e.  WFI ignores the fact that the pending
exception may not be made active immediately when the processor wakes back up. This is
critical, because between executing the instructions which determine that the background
notification queue is empty and executing the WFI instruction, an exception can be made
pending. Because PRIMASK is set to 1, the exception is not made active, but if there is a
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pending, higher priority exception when WFI executes, the execution continues since that is one
of the conditions of WFI to wake up the processor. This behavior ensures that the race between
executing the instructions which decide that the conditions for sleeping are appropriate and
executing WFI does not affect the execution path even if an exception is made pending after the
test but before executing WFI. Thus there are two races which must be ÒwonÓ before the core is
put to sleep. Arbitrating this situation is like arbitrating between simultaneous interrupt requests
at the same priority, in that it can only be handled by innate core logic.

4. If there is a pending, higher priority exception either when WFI is executed or anytime
thereafter, the core resumes (or simply continues) execution.

5. When execution resumes, PRIMASK is still set to 1 and, despite the fact that a higher priority
exception is pending, the effects of PRIMASK prevents the exception from becoming active and
no execution preemption occurs. This allows us to perform any other actions necessary to get
the core fully running. On some SOCÕs this might involve restarting clocks, crystals, or any of a
number of SOC specific actions. For the Apollo 3, there are no additional actions to be
performed.

6. When all is ready, code can set PRIMASK back to 0, which ends the critical section and enables
exception preemption. The highest priority pending exception is then made active.

Despite all the convolutions in the logic about putting the core to sleep, the code to implement it is
deceptively simple.

!

The wait  proxy function is the only place in the system where PRIMASK is set to
one for the purposes of preventing all preemption and interleaving of instruction
execution for the purposes of controlling execution flow. Avoiding the disabling all
exceptions helps to maintain the best responsiveness to the system environment
and the most protection available from system fault detection. Where there is
shared access to data between preemptive and non-preemptive execution,
minimizing the scope of the effect is preferred. For example, raising the current
execution priority to either inhibit interrupts in general or disabling a particular
interrupt narrows the scope of inhibiting preemption. The goal is to minimize the
time when all configurable exceptions are inhibited and to let the finer-grained
execution prioritization available from the processor architecture provide the
arbitration for execution preemption.

Control Services

Background processing must treat notifications coming from the foreground with a sense of urgency
and dispatch the notifications in a timely manner. After all, notifications indicate conditions to which
a reactive system must take action. Timely execution of the notifications implies dispatching all the
notifications at once until there are no more in the notification queue. In this section, we show the
code which controls the fundamental operations of the system in its response to the environment.

<<system_services :  system  service  definitions >>=

/// Execution Control services.
/// Services in this group do _not_ have foreground proxies so are
/// in some sense pseudo system services. However, they have
/// precise interactions with other system services and are
/// fundamental to execution flow control.
pub  const  exec_control  = struct  {
Ê   <<service  background  service >>
Ê   <<run  wait  service >>
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Ê   <<variable  sync  service >>
};

Interleaving Background Notifications and Background Processing

All the pieces needed to design the mechanism for interleaving background notifications with the
background processing that responds to those notifications are in place. For simpler applications
(e.g. the examples in this part of the book), the background notification proxy functions can often
perform all the computations necessary to respond to the notification. But for non-trivial
applications, it is necessary to allow background processing an additional opportunity to complete
the processing required by a notification. For example, a notification may start some behavior, but
additional computations and perhaps additional notifications are required to complete the systemÕs
response.

To interleave background processing with the dispatch of background notifications, the concept of a
background service function is introduced. The purpose of the background service function is to
perform a quantum of work  to resolve the response to background notifications. The definition of
quantum of work is purposely vague at this time. In Part II of the this book, a detailed definition is
presented.

The background service function returns a boolean value to indicate that a work quantum was
actually performed. A true  return value indicates some work was done and there might be more
that needs to be done. So, the background service function need to be invoked again. A false
return value indicates that the function performed no work and there is no additional work
remaining. A default background service function that performs no work at all and simply returns
false  is provided here. By using a weak  declaration, it can be overridden for more complex
background processing purposes.

!
The serviceBackground  function is the only way in which background processing
is given control of the processor. There is no other mechanism in this design for
background processing to gain control of the flow of execution.

Applications which perform background service work, supply their own version of this function.
Again, in Part II of this book the background service function which completes the execution model
for this design is shown. For now, the default function is sufficient to exercise examples and testing
code.

The fundamental execution sequencing is then a Òrun/waitÓ loop which:

1. Dispatches all queued background notifications.

2. Invokes the background service function.

3. Checks if there has been a request to exit the execution loop.

4. If the background service indicated that it did not perform any work, then wait for new
background notifications.

The following figure is a schematic diagram of the logic.
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Figure 9. Overview of Run / Wait Execution Loop

In this diagram, the decisions around the first green diamond (labeled "1") create a loop that
executes all the background notifications contained in the Background Notification Queue. This
means that notifications coming from the environment (via the IRQ handlers) take priority. These
notifications are used to trigger background processing. It is important to keep in mind that
interrupts are always enabled when running background code.

After the notification queue is empty, the background is serviced and possibly performs a quantum
of work.

At the second green diamond, the decision is made as to exit the control loop or not. We use a
simple boolean variable to make the determination. Starting with a false  value, if any background
notification proxy or any code executed when the background is serviced set the value of the
variable to true , then the control loop exits and returns to its caller. This can be used, for example if
the control loop is entered from main , to exit a program gracefully giving the caller a chance to
decide how to terminate gracefully (the example given below  does this).

The decision at the third green diamond tests whether there is additional background servicing that
is required. If not, then the control loop waits for new background notifications. If the background
service indicated that it execution a quantum of work, then control flows back to the loop that
empties the background notification queue.

With this diagram in mind, three functions are provided to form the system control loop.

<<run  wait  service >>=
/// The `dispatchNotifications` function retrieves and dispatches any
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/// notifications in the Background Notification Queue until the
/// queue is empty.
pub  fn  dispatchNotifications ()  SvcError ! void  {
Ê   var  notification :  DevNotification  = undefined ;
Ê   while  ( true )  {
Ê       notify_queue . getNotification ( &notification )  catch  | err |  {
Ê           switch  ( err )  {
Ê               SvcError . retry_operation  => break ,  !
Ê               else  => return  err ,
Ê           }
Ê       };
Ê       notification . proxy ( @ptrCast ( @alignCast ( &notification )));
Ê   }
Ê   // At this point, the background notification queue is empty.
}

! The retry_operation  error indicates that the call was successful but no notifications were
present at this time and thus the request should be tried again some time later.

The default servicing of the background does nothing.

<<service  background  service >>=
pub  fn  serviceBackground ()  callconv (. c )  bool  {
Ê   return  false ;
}
comptime  {
Ê   @export ( &serviceBackground ,  . {
Ê       . name = "serviceBackground" ,
Ê       . linkage  = . weak,
Ê   });
}

Finally, we can put together the pieces into the function which runs the control loop for the system.

<<run  wait  service >>=
/// The `runWait` function is the fundamental execution loop for the system.
/// It operates by dispatching all background notifications and then servicing
/// the background. If there is no remaining work to be done, either as
/// device notifications or other background processing, then
/// it executes the `wait` system service which halts the processor until
/// additional device notifications are made. If any background processing,
/// either as part of executing a device notification or background servicing,
/// sets the value pointed to by `exit_req` to `true`, then
/// the execution loop is exited. This function returns an `SvcError` error value
/// if any system calls fail unexpectedly.
pub  fn  runWait (
Ê   exit_req :  * volatile  bool ,
)  SvcError ! void  {
Ê   exit_req .*  = false ;
Ê   while  ( true )  {
Ê       try  dispatchNotifications ();
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Ê       const  performed_bg_action  = serviceBackground ();  !

Ê       if  ( exit_req .* )  break ;  "

Ê       if  ( ! performed_bg_action )  {
Ê           try  wait . wait ();  #
Ê       }
Ê   }
}

! Transfer control to background processing to allow it to generate any required responses.

" It is important to check for termination after all notifications have been dispatched and the
system background has been serviced. These are the two actions which cause code to run which
could modify the value of the variable pointed to by terminate .

# If dispatching of the background notifications did not result in the background service performing
any work, then there is no remaining work to do, so it is time to wait. Note there is a race
between deciding there is nothing left to do and an IRQ Handler posting a background
notification (interrupts are enabled here). If an IRQ hander did Òwin the raceÓ and post a
background notification, wait  returns immediately.

There are a couple of noteworthy implications about the runWait  function:

¥ The execution loop exits if background processing writes to the variable pointed to by
terminate . This allows for graceful termination of the loop. When runWait  is used as the ÒmainÓ
loop for an application, it is typically invoked from main  and if it returns, the application has an
opportunity to execute clean up code before returning from main  and thus terminating the
program. This is also useful for test code where it is necessary to enter the execution loop but it
is also necessary to regain control over the execution flow to determine the status of a test.

¥ It is possible to invoke runWait  recursively, i.e.  it is possible for background processing to Òbusy
waitÓ in place and contrive to use the termination variable to synchronize, eventually, to a
particular linear flow. This usage is subject to abuse and should generally be avoided , i.e.  there
should be only a single invocation of runWait  in a program. But when a particular interactive
situation arises where processing must wait for some notification and then proceed in sequence,
it is an available tool.

Simple Synchronization with the Run / Wait Loop

For simple situations, the background notification closure value can be set to a pointer to a
termination variable and then have the background notification proxy use the closure data pointer
to request termination of the run / wait loop. The following background proxy function implements
this simple case.

<<variable  sync  service >>=
/// The `svcVarSyncNotifier` function is a simple variable synchronization proxy
/// which assumes the closure data in `notification` is a pointer to a boolean
/// variable.  When dispatched, the function sets the variable pointed to by the
/// closure data to `true`.
pub  fn  svcVarSyncNotifier (
Ê   /// A pointer to the notification information for a background notification request.
Ê   notification :  * const  anyopaque ,
)  void  {
Ê   const  dev_notify :  * const  DevNotification  = @ptrCast ( @alignCast ( notification ));
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Ê   const  sync_var_ptr :  * volatile  bool  = @ptrFromInt ( dev_notify . closure );
Ê   sync_var_ptr .*  = true ;
}

Code Layout
The layout of code files for this chapter is more complicated than seen previously. In the next
chapter , the foreground/background split is used to control the placement in memory that enforces
memory usage constraints between foreground and background execution. Since foreground and
background requests and proxies must execute in different memory privilege regions, the code
must be split between them.

The arrangement of this section starts with the system configuration file that gives a set of
parameters that can be used to control system resources. Next is the code required to make system
or device service requests from the background. This is followed by the code which contains the
proxies required to fulfill the system and device requests.

System Config

<<system_config . zig >>=
<<edit  warning >>
<<copyright  info >>

//! The `system_config.zig` file contains a set of constants that are used
//! to configure various aspects of the processor code to the manner
//! required by this design.

const  v7m = @import ( "v7m" );

<<system_config :  constants >>

System Services

<<svc_services . zig >>=
<<edit  warning >>
<<copyright  info >>

//! The `svc_services.zig` file contains the definition of services available from
//! the system foreground and accessed via the SVC instruction.

const  std  = @import ( "std" );
const  mem = std . mem;
const  math  = std . math ;
const  fmt  = std . fmt ;
const  meta  = std . meta ;
const  time  = std . time ;
const  mmio = @import ( "mmio" );
const  v7m = @import ( "v7m" );
const  apollo3  = @import ( "apollo3" );
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<<system_services :  interface  definitions >>

//////////////////
// Available system services.
//////////////////
<<system_services :  system  service  definitions >>

//////////////////
// Available device services.
//////////////////
<<system_services :  device  service  definitions >>

System Proxies

<<svc_proxies . zig >>=
<<edit  warning >>
<<copyright  info >>

//! The `svc_proxies.zig` file contains the functions which serve as the
//! foreground proxies for both system realm services and device realm
//! services.

const  std  = @import ( "std" );
const  Io  = std . Io ;
const  mem = std . mem;
const  meta  = std . meta ;
const  math  = std . math ;
const  enums = std . enums;
const  time  = std . time ;
const  builtin  = @import ( "builtin" );
const  mmio = @import ( "mmio" );
const  v7m = @import ( "v7m" );
const  apollo3  = @import ( "apollo3" );
const  config  = @import ( "config" );
const  svc_services  = @import ( "svc_services" );
const  system_config  = @import ( "system_config.zig" );

const  SvcResult  = svc_services . SvcResult ;
const  SysSvcRequest  = svc_services . SysSvcRequest ;
const  SysSvcRequestProxy  = svc_services . SysSvcRequestProxy ;

const  DevSvcClass  = svc_services . DevSvcClass ;
const  DevSvcInstance  = svc_services . DevSvcInstance ;
const  DevSvcRequest  = svc_services . DevSvcRequest ;
const  DevSvcRequestProxy  = svc_services . DevSvcRequestProxy ;
const  DevNotification  = svc_services . DevNotification ;
const  DevSvcNotifyProxy  = svc_services . DevSvcNotifyProxy ;

const  memcpyToUnpriv  = svc_services . memcpyToUnpriv ;
const  memcpyFromUnpriv  = svc_services . memcpyFromUnpriv ;
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<<svc  handler >>
<<system  proxies >>
<<device  access >>
<<device  proxies >>
<<notify  queue >>

Example
The following example shows all the concepts from this part of the book in action. The program
initializes the watchdog timer and starts it. As the watchdog IRQ posts notifications, they are
dispatched and the system is put to sleep waiting for the next notification.

<<crossing - the - divide - test . zig >>=
<<edit  warning >>
<<copyright  info >>

//! This file contains a simple test application demonstrating the use
//! of the system `runWait` function to synchronize to the notification
//! that the watchdog timer needs to be restarted.
comptime  {
Ê   _ = @import ( "start_main" );
}

const  std  = @import ( "std" );
const  config  = @import ( "config" );  // This file contains command line option values.
const  svc_services  = @import ( "svc_services" );
const  DevNotification  = svc_services . DevNotification ;

pub  fn  main ()  ! void  {
Ê   try  svc_services . wdog. init ( 0,  4000 ,  3500 ,  wdogDevNotifier ,  0);
Ê   try  svc_services . wdog. start ( 0,  config . allow_wdog_reset );  !

Ê   var  forever :  bool  = false ;
Ê   try  svc_services . exec_control . runWait ( &forever );  "
}

! Recall that the Apollo 3 watchdog timer cannot be set to halt when the debugger is active. To
allow for breakpoint debugging, we make this an option.

" Since forever  is an automatic variable and there is no watchdog notification proxy which can
set its value to true, the call to runWait  only returns if there is an error.

The background proxy function for the watchdog performs the restart of the watchdog timer along
with printing some information. Again, we admonish that in a larger system, the watchdog restart
must be performed as part of the background service and not  as part of the background notification
proxy. In this example, restarting as part of the background notification is necessary because there
is no other place. But, in general, this is insufficient to deal with potential problems in background
service code.

<<crossing - the - divide - test . zig >>=
/// The `wdogDevNotifier` function is dispatched when the notify timeout of the
/// watchdog timer happens. It issues a restart to the watchdog timer to ensure
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/// that the system is not reset.
fn  wdogDevNotifier (
Ê   notification :  * const  anyopaque ,
)  void  {
Ê   const  wdogNotification :  * const  DevNotification  = @ptrCast ( @alignCast ( notification ));
Ê   svc_services . wdog. restart ( wdogNotification . instance )  catch
Ê       @panic ( "Failed to restart watchdog timer" );
}

[1] More properly, the system is configured so that only handler mode can perform system and peripheral register access.
[2] This is strictly true in a flat interrupt priority design. But even in a nested interrupt design, many interrupts run at the
same priority.
[3] Of course, the reality is more complicated. There are means for application code to request an IRQ to be made pending.
But even that requires system code to have initialized a register to allow it.
[4] The details of the semantics and recommendations for using WFI are contained in section B1.5.19 of the ARMv7-M
Archtecture Reference Manual, (ARM DDI 0403E.d ID070218, p. B1-562).
[5] Well, not absolutely none. If things go really wrong, priority escalation  will force a HardFault which would preempt the
execution. But a HardFault is considered to be unrecoverable and the system is destined for a reset operation
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Batten Down the Hatches
In the second chapter of this book , a significant system design decision was implemented that
separated privileged from unprivileged execution. Some of the implications of that decision were
shown when the foreground/background  background request / foreground proxy / background
notification scheme was built. This chapter shows how execution is further constrained by using the
Memory Protection Unit (MPU).

Partitioning Memory Usage
The Background Notification Queue concept should not be conflated with the concept of execution
privilege. The queue would be necessary even if privileged and unprivileged execution had not been
separated. An IRQ handler must respond to the environment and queuing a notification allows the
system to track the environment while other work is ongoing. The separation between privileged
and unprivileged execution forced the use of the SVC instruction to make requests to the
foreground. The SVC instruction is the mechanism specifically designed into the processor
architecture to support obtaining privileged services.

As part of the foreground/background interactions, care was taken to ensure that all data moved
from the foreground into the background was done in an unprivileged manner. Specially designed
processor instructions were used to ensure that the background could not trick  the foreground into
writing into memory to which it otherwise should have no access.

It is also fitting to reiterate that the continuing efforts to constrain the application execution are not
directed primarily to thwart malicious coding or to make the system suitable for executing
application code of arbitrary provenance. The efforts are directed at early detection of software
bugs and creating an environment where the undiscovered bugs in a deployed system are less
likely to cause damage and are more easily diagnosed.

Until now, the mitigation efforts have used processor architectural features to constrain execution
and trap any faults raised by the processor when it detects that software is operating the core
improperly. The mitigation given by processing privilege alone is not enough to keep background
execution constrained in terms of its memory accesses. Now, attention turns to how memory is
used and to design a scheme where unprivileged execution is denied access to privileged memory
areas.

Types of Memory Usage

It would be most convenient if all memory were the same and it was not necessary to make up
special rules for memory usage. As a first order approximation, addresses are just addresses. Loads
and stores from and to memory are not generally concerned with all the different characteristics
that the underlying memory can have.

Upon closer examination, the following types of values are placed in processor memory.

Instructions
All modern computers store their program in memory and the processor fetches and executes
instructions from that memory [1].

Data
Data values manipulated by the running program are stored in processor memory. Some values
that donÕt change during the running of an application are stored in memory which does not
necessarily allow writing. This distinction is typically driven by the economics of read-only
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memory being significantly less expensive (in both material cost and power) than read-write
memory.

Peripheral access
Memory also serves as the communications interface between the processor core and its
peripheral devices.

Ignoring run time code generation and abominations such as self-modifying code, memory devoted
to instructions is only ever read as part of an instruction fetch by the processor. In a microcontroller
system where there typically is no external storage, memory holding instructions must survive
power cycles. Modern microcontroller chips usually use some form of programmable memory which
survives power cycles and which can be erased and re-programmed, e.g.  flash memory.

Assuming processor instructions are not generated during run time, memory can be further
restricted so that no execution from memory devoted to data can occur. This is not  a general rule
for all systems. There are rarer situations where code is placed in RAM for execution. For example,
on some microcontroller chips, programming flash memory at run time requires executing the
programming code from RAM since you would otherwise be erasing and controlling the same
memory area from which instructions are fetched. Some flash memory controllers in chips cannot
support instruction fetch and programming access concurrently.

Modern microcontroller chips map peripheral device control to memory locations. Older
microprocessor designs sometimes used a processor I/O bus for device access. This too was driven
by the economics of the situation. Older designs did not include built-in peripheral devices, and
simplified I/O bus designs required less circuitry to integrate external devices to the system. Those
circumstances no longer apply and devices present an interface which is mapped into the processor
address space as Òregisters.Ó

With these considerations, a first partitioning of memory is:

¥ Read only memory for instructions.

¥ Read only memory for constant data.

¥ Read/write memory for mutable data.

¥ Peripheral device access.

Consideration for separating privileged and unprivileged execution leads to further partitioning of
memory usage. It does not exactly double the categories since all peripheral device access is only
suitable for privileged execution. Considering two different execution privileges, a suitable
partitioning of memory would be:

¥ Privileged read only memory for instructions.

¥ Privileged read only memory for constant data.

¥ Privileged read/write memory for mutable data.

¥ Privileged peripheral device access.

¥ Unprivileged read only memory for instructions.

¥ Unprivileged read only memory for constant data.

¥ Unprivileged read/write memory for mutable data.

The following figure shows the layout of the memory partitioning.
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Figure 10. Memory Usage Partitioning

Enforcing Memory Usage
Given the goals presented in the previous section, the design scheme to enforce the separation of
code and data between privileged and unprivileged execution involves:

¥ Programming the Memory Protection Unit (MPU) of the Cortex-M4 core to enforce the separation
scheme.

¥ Separating the privileged from the unprivileged code/data so they may be placed in different
memory areas.

¥ Constructing a linker script to place the code and data in the proper memory locations.

The details of programming the MPU are not discussed here. Code is presented to accomplish the
MPU programming later. There are many good references as to what the MPU does and how it is
controlled. The functions provided by CMSIS are used to get the register and bit fields correct. The
focus in this section is on those controls of the MPU which affect how the designed memory usage
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scheme is enforced.

MPU Control Parameters

There are three characteristics about the operation of the MPU which are of concern.

Memory region
A memory region is the MPU concept of how portions of memory are treated. The MPU defines
eight memory regions. Memory regions have a size which can range from 32 bytes to 4 GiB. For
a given region size, the memory address for the region must  be on an address boundary which is
aligned to the size. This manner in which the MPU operates constrains allocation of memory
regions and their placement by the linker and implies that larger regions have fewer places in
memory where they can be placed. Memory regions also have a priority, where the highest
numbered region takes precedence if multiple regions overlap a given portion of memory. This
design does not use overlapping memory regions, so region numbering is somewhat arbitrary.

Access permissions
The access permissions on a region have the property that if any unprivileged access is allowed
to a region, some form of privileged access is also granted. A region may prohibit unprivileged
access, but the region remains accessible by privileged code. For this design, memory regions
intended for unprivileged access, are granted the same permissions to privileged access. For
memory regions intended for privileged access, no unprivileged access is granted.

Disallowing execution
Whether or not instructions may be fetched from a region is an independent attribute of an MPU
region. In this design, all execution is disallowed except for memory regions specifically
designated to hold instructions.

The following table shows how the design requirements for memory protection are mapped onto
MPU regions and gives the needed MPU access permissions to implement the protection scheme.

Region Usage Privileged Access Unprivileged Access

0 Privileged Code Read Only None

1 Privileged RO Data Read Only, No Execute None

2 Privileged RW Data Read/Write, No Execute None

3 Peripheral Devices Read/Write, No Execute None

4 Unprivileged Code Read Only Read Only

5 Unprivileged RO Data Read Only, No Execute Read Only, No Execute

6 Unprivileged RW Data Read/Write, No Execute Read/Write, No Execute

Table 3. MPU Region Usage

There remain two tasks to consider before the necessary code to program the MPU can be
designed.

1. Privileged code/data must be separated from unprivileged.

2. A linker script must be written to place the previously characterized memory sections into the
physical memory provided by the SOC.
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Linker Script

The linker script presented here is quite different from the one used in Chapter 1 . That linker script
was not concerned about execution privilege and treated memory as either flash or RAM. The only
complications in the script arose from our defining memory regions which survive reset.

The linker script presented here has the same general layout, but with some important differences
pointed out below.

<<apollo3_priv.ld>>=
/*
<<copyright info>>
*/
<<apollo3 priv: entry point>>
<<apollo3 priv: memory layout>>
<<apollo3 priv: cross reference checks>>
<<apollo3 priv: section descriptions>>

Entry point

The entry point remains the same, namely the Reset_Handler .

<<apollo3 priv: entry point>>=
ENTRY(Reset_Handler)

Memory regions

As mentioned previously, MPU regions must be aligned to an address which is a multiple of their
length, e.g.  a 64K code section must be aligned to a 64K address boundary. This complicates the
placement of memory regions in the flash and RAM of the SOC. When region alignment was not a
concern, it did not matter into which parts of flash or RAM the various bits of code and data were
placed. Now it matters greatly.

The chosen mechanism to solve the alignment of allocated memory to MPU region addresses is to
define, as part of the memory specified to the linker, a separate block of memory with its own
location and size. It is not an ideal solution. All the allocation calculations must be done by hand. A
priori  it is difficult to know how much memory should be allocated to a particular usage. However,
managing the sections manually makes clear any holes in our memory map and the linker emits an
error if any of the defined memory boundaries overflows.

<<apollo3 priv: memory layout>>=
MEMORY
{
Ê priv_text (rx) : ORIGIN = 0x00010000, LENGTH = 128K
Ê priv_rodata (r) : ORIGIN = ORIGIN(priv_text) + LENGTH(priv_text), LENGTH = 64K
Ê unpriv_rodata (r) : ORIGIN = ORIGIN(priv_rodata) + LENGTH(priv_rodata), LENGTH = 64K
Ê unpriv_text (rx) : ORIGIN = 0x00080000, LENGTH = 512K

Ê unpriv_rwdata (rw) : ORIGIN = 0x10000000, LENGTH = 256K
Ê priv_rwdata (rw) : ORIGIN = ORIGIN(unpriv_rwdata) + LENGTH(unpriv_rwdata), LENGTH = 64K
}
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" The unpriv_text  section must be on a 512K boundary because of the rules of the memory
protection unit.

This scheme allocates all of memory to each type of memory. (note peripheral device access has a
defined memory location and is not part of the program linkage). The memory region sizes are
usually 64K with larger sizes for unprivileged code and data as well as privileged code. These sizes
were determined considering the sizes of code and data generated by the Zig compiler in its
various debug and release modes. The expressions giving the origin address of the memory blocks
ensures they are placed sequentially in either flash or RAM memory.

Prohibiting cross references

The linker NOCROSSREFS_TO command is used to request the linker to ensure no symbol cross
references occur from any of the unprivileged memory blocks to privileged ones. The command can
be used to give link-time errors if unprivileged code tries to reference directly any privileged
memory. Recall, that all access to privileged execution happens via the SVC interface which is a
specific processor instruction and not  a function with an external symbol.

<<apollo3 priv: cross reference checks>>=
NOCROSSREFS_TO(.priv_text .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.priv_rodata .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.priv_data .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.main_stack .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.noinit_data .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.priv_bss .unpriv_text .unpriv_rodata .unpriv_rwdata)
NOCROSSREFS_TO(.noinit_bss .unpriv_text .unpriv_rodata .unpriv_rwdata)

Defining the linker sections

For each memory block, whose access is controlled with the MPU, has a section definition to
describe the content of the block. Note that the names for linker sections are the same as the name
of the memory block, adding the conventional leading period. This is just a convention meant to
help keep track of what is going where.

When defining the contents of the memory blocks, linker generated are used to generate symbols
giving the starting address and length of the various memory blocks. These linker symbols are used
to configure the MPU. This gives a single location, namely the linker script, where the location and
usage of memory is defined.

There are a separate set of linker script commands for each memory block defined above. Note,
there are no linker commands associated with the memory for peripheral devices. Peripheral
devices addresses are only known by dead reckoning , i.e.  by pre-processor defined constants.

<<apollo3 priv: section descriptions>>=
SECTIONS
{
Ê   /DISCARD/ : { *(.ARM.extab* .gnu.linkonce.armextab.*) }
Ê   /DISCARD/ : { *(.ARM.exidx* .gnu.linkonce.armexidx.*) }
Ê   <<priv text section>>
Ê   <<priv rodata section>>
Ê   <<unpriv text section>>
Ê   <<unpriv rodata section>>
Ê   <<priv ram sections>>
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Ê   <<unpriv ram sections>>
Ê   <<mpu region symbols>>

Ê   PROVIDE(end = .) ;
}

As in the previous linker script, the exception vector table must be placed at the first locations of
memory loaded.

<<priv text section>>=
.priv_text :
{
Ê   KEEP(*startup_apollo3.o(.vectors*))

Ê   . = ALIGN(4) ;
Ê   *startup_apollo3.o(.text*)
Ê   *system_mem_protect_init.o(.text*)
Ê   *system_apollo3.o(.text*)
Ê   *svc_proxies.o(.text*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__priv_text_end__ = .) ;
} > priv_text

Following the same pattern, the privileged read only data is loaded. Additionally, the various copy
tables used to initialize RAM at start up time are created. Recall that the code  used to copy
initializers to RAM supports multiple entries in order to place the initializers into multiple segments
of RAM. This is not by accident.

<<priv rodata section>>=
.priv_rodata :
{
Ê   *startup_apollo3.o(.rodata*)
Ê   *system_mem_protect_init.o(.rodata*)
Ê   *system_apollo3.o(.rodata*)
Ê   *svc_proxies.o(.rodata*)

Ê   <<memory initialization tables>>

Ê   PROVIDE(__priv_rodata_end__ = .) ;
} > priv_rodata

The definitions of the copy and zero table descriptors follows the same conventions as our previous
linker script. The only difference is the addition of multiple segments to accommodate the
restrictions on access to the memory.

<<memory initialization tables>>=
. = ALIGN(4) ;

Ê__data_copy_table_start__ = . ;
LONG(LOADADDR(.priv_data))

Batten Down the Hatches  | 128 of 981 Code to Models



LONG(ADDR(.priv_data))
LONG(SIZEOF(.priv_data) / 4)

LONG(LOADADDR(.unpriv_data))
LONG(ADDR(.unpriv_data))
LONG(SIZEOF(.unpriv_data) / 4)
__data_copy_table_end__ = . ;

__zero_table_start__ = . ;
LONG(ADDR(.priv_bss))
LONG(SIZEOF(.priv_bss) / 4)

LONG(ADDR(.unpriv_bss))
LONG(SIZEOF(.unpriv_bss) / 4)
__zero_table_end__ = . ;

Ê__stack_table_start__ = . ;
LONG(ADDR(.process_stack))
LONG(SIZEOF(.process_stack) / 4)

LONG(ADDR(.main_stack))
LONG(SIZEOF(.main_stack) / 4)
__stack_table_end__ = . ;

Ê__noinit_data_copy_table_start__ = . ;
LONG(LOADADDR(.noinit_data))
LONG(ADDR(.noinit_data))
LONG(SIZEOF(.noinit_data) / 4)
__noinit_data_copy_table_end__ = . ;

__noinit_bss_table_start__ = . ;
LONG(ADDR(.noinit_bss))
LONG(SIZEOF(.noinit_bss) / 4)
__noinit_bss_table_end__ = . ;

Unprivileged code and data continues to be loaded in the previous manner. Note here the
EXCLUDE_FILE(*privileged.o)  construct ensures that no privileged code or data is placed in the
unprivileged memory areas.

<<unpriv text section>>=
.unpriv_text :
{
Ê   *(EXCLUDE_FILE ( *startup_apollo3.o *system_apollo3.o *system_mem_protect_init.o
*svc_proxies.o) .text*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__unpriv_text_end__ = .) ;
} > unpriv_text

<<unpriv rodata section>>=
.unpriv_rodata :
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{
Ê   *(EXCLUDE_FILE ( *startup_apollo3.o *system_apollo3.o *system_mem_protect_init.o
*svc_proxies.o) .rodata*)
} > unpriv_rodata

Access to the Build ID is allowed as unprivileged. Application code should be able to report the Build
ID without having to resort to privileged execution.

<<unpriv rodata section>>=
.build_id : ALIGN(4)
{
Ê   PROVIDE(SystemBuildIDNote = .) ;
Ê   *(.note.gnu.build-id)
} > unpriv_rodata
. = ALIGN(4);
PROVIDE(__unpriv_rodata_end__ = .);

Privileged RAM consists of not only the data and bss sections for the privileged code, but also of the
main stack and those memory areas which survive reset. This implies that access to the contents of
memory which survives reset is intended to go through privileged code.

<<priv ram sections>>=
.main_stack (NOLOAD) : ALIGN(8)
{
Ê   PROVIDE(__main_stack_limit__ = .) ;

Ê   KEEP(*(.main_stack*))

Ê   . = ALIGN(8) ;
Ê   PROVIDE(__main_stack_top__ = .) ;
} > priv_rwdata

.priv_data : AT(LOADADDR(.priv_rodata) + SIZEOF(.priv_rodata)) ALIGN(4)
{
Ê   PROVIDE(__priv_data_start__ = .) ;

Ê   *startup_apollo3.o(.data*)
Ê   *system_mem_protect_init.o(.data*)
Ê   *system_apollo3.o(.data*)
Ê   *svc_proxies.o(.data*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__priv_data_end__ = .) ;
} > priv_rwdata

.noinit_data : AT(LOADADDR(.priv_data) + SIZEOF(.priv_data)) ALIGN(4)
{
Ê   PROVIDE(__noinit_data_start__ = .) ;

Ê   *(.noinit_data*)

Ê   . = ALIGN(4) ;
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Ê   PROVIDE(__noinit_data_end__ = .) ;
} > priv_rwdata

.priv_bss (NOLOAD) : ALIGN(4)
{
Ê   PROVIDE(__priv_bss_start__ = .) ;

Ê   *startup_apollo3.o(.bss*)
Ê   *system_mem_protect_init.o(.bss*)
Ê   *system_apollo3.o(.bss*)
Ê   *svc_proxies.o(.bss*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__priv_bss_end__ = .) ;
} > priv_rwdata

.noinit_bss (NOLOAD) :
{
Ê   PROVIDE(__noinit_bss_start__ = .) ;
Ê   PROVIDE(noinit_status = .) ;
Ê   . += 8 ;                    /* 8 == sizeof(NoinitSegmentStatus) */

Ê   *(.noinit_bss*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__noinit_bss_end__ = .) ;
} > priv_rwdata

Unprivileged RAM access is restricted to the data and bss segments for unprivileged code and the
process stack used by unprivileged code.

<<unpriv ram sections>>=
.process_stack (NOLOAD) : ALIGN(8)
{
Ê   __process_stack_limit__ = . ;

Ê   KEEP(*(.process_stack*))

Ê   . = ALIGN(8) ;
Ê   __process_stack_top__ = . ;
} > unpriv_rwdata

.unpriv_data : AT(__unpriv_rodata_end__) ALIGN(4)
{
Ê   PROVIDE(__unpriv_data_start__ = .) ;

Ê   *(EXCLUDE_FILE ( *startup_apollo3.o *system_apollo3.o *system_mem_protect_init.o
*svc_proxies.o) .data*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__unpriv_data_end__ = .) ;
} > unpriv_rwdata
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.unpriv_bss (NOLOAD) : ALIGN(4)
{
Ê   PROVIDE(__unpriv_bss_start__ = .) ;

Ê   *(EXCLUDE_FILE ( *startup_apollo3.o *system_apollo3.o *system_mem_protect_init.o
*svc_proxies.o) .bss*)

Ê   . = ALIGN(4) ;
Ê   PROVIDE(__unpriv_bss_end__ = .) ;
} > unpriv_rwdata

Global symbols provided by the linker are used to configure the MPU. The values of these symbols
are used directly for the MPU configuration and to accomplish that the linker must do some
computations. Recall that the MPU requires knowledge of the size of a memory region to which
protections are applied. The region size is encoded in a particular way since it is actually a bit field
in a larger register context. Hardware encodings are usually made for the convenience of hardware
operation. The encoding of region size is a small unsigned integer number which represents the
number of bits in a memory address which are ignored when considering whether a given address is
controlled by an MPU region minus 1 . For example, a 32 Byte MPU memory region size is specified
as 4. Aligning to a 32 Byte boundary means that the lower 5 bits of an address are discarded.
Similarly, a 256 Byte region size is specified as 7 since the 256 Byte boundaries are determined by
ignoring the low order 8 bits. Mathematically, the region size is encoded as:

.

Conveniently, the linker has a command which computes  so global symbols can be created for
the MPU region size which is encoded in such a way that the symbol value may be directly used to
configure the MPU. This usage is, admittedly, obscure, but has the advantage of keeping all the MPU
region specification in a single place, namely the linker script.

<<mpu region symbols>>=
__priv_text_start__ = ORIGIN(priv_text) ;
__priv_text_size__ = LOG2CEIL(LENGTH(priv_text)) - 1 ;

__priv_rodata_start__ = ORIGIN(priv_rodata) ;
__priv_rodata_size__ = LOG2CEIL(LENGTH(priv_rodata)) - 1 ;

__priv_rwdata_start__ = ORIGIN(priv_rwdata) ;
__priv_rwdata_size__ = LOG2CEIL(LENGTH(priv_rwdata)) - 1 ;

__unpriv_text_start__ = ORIGIN(unpriv_text) ;
__unpriv_text_size__ = LOG2CEIL(LENGTH(unpriv_text)) - 1 ;

__unpriv_rodata_start__ = ORIGIN(unpriv_rodata) ;
__unpriv_rodata_size__ = LOG2CEIL(LENGTH(unpriv_rodata)) - 1 ;

__unpriv_rwdata_start__ = ORIGIN(unpriv_rwdata) ;
__unpriv_rwdata_size__ = LOG2CEIL(LENGTH(unpriv_rwdata)) - 1 ;

To refer to the linker symbols in code, a set of external references are required. The data type given
to these external declarations is of little consequence. When used in code to initialize the MPU, the
symbol address is cast to the appropriate bit pattern.
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<<mpu init: declarations>>=
const RegionSize = v7m.MemoryProtectionUnit.RegionSize;

const priv_text_start =
Ê   @extern(*const u32, .{ .name = "__priv_text_start__", .linkage = .strong });
const priv_text_size =
Ê   @extern(*const RegionSize, .{ .name = "__priv_text_size__", .linkage = .strong });

const priv_rodata_start =
Ê   @extern(*const u32, .{ .name = "__priv_rodata_start__", .linkage = .strong });
const priv_rodata_size =
Ê   @extern(*const RegionSize, .{ .name = "__priv_rodata_size__", .linkage = .strong });

const priv_rwdata_start =
Ê   @extern(*const u32, .{ .name = "__priv_rwdata_start__", .linkage = .strong });
const priv_rwdata_size =
Ê   @extern(*const RegionSize, .{ .name = "__priv_rwdata_size__", .linkage = .strong });

const unpriv_text_start =
Ê   @extern(*const u32, .{ .name = "__unpriv_text_start__", .linkage = .strong });
const unpriv_text_size =
Ê   @extern(*const RegionSize, .{ .name = "__unpriv_text_size__", .linkage = .strong });

const unpriv_rodata_start =
Ê   @extern(*const u32, .{ .name = "__unpriv_rodata_start__", .linkage = .strong });
const unpriv_rodata_size =
Ê   @extern(*const RegionSize, .{ .name = "__unpriv_rodata_size__", .linkage = .strong });

const unpriv_rwdata_start =
Ê   @extern(*const u32, .{ .name = "__unpriv_rwdata_start__", .linkage = .strong });
const unpriv_rwdata_size =
Ê   @extern(*const RegionSize, .{ .name = "__unpriv_rwdata_size__", .linkage = .strong });

const peripheral_device_start: *const u32 = @ptrFromInt(0x4000_0000);
const peripheral_device_size: RegionSize = .size_512mb;

Configuring the MPU

The following table shows the memory attributes used for the seven defined memory regions. The
values for TEX, Shareable, Cacheable, and Bufferable are taken from [defguide] , Table 11.10, p364.
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Region TEX Shareable Cacheable Bufferable

priv text 0 0 1 0

priv rodata 0 0 1 0

priv wrdata 0 1 1 0

peripherals 0 1 0 1

unpriv text 0 0 1 0

unpriv rodata 0 0 1 0

unpriv wrdata 0 1 1 0

Table 4. MPU Memory Attributes

The values for the MPU registers that implement the memory protection scheme can now be
specified. The following data structure encodes the memory attributes into the register values using
the CMSIS MPU functions.

<<mpu config >>=
const  RasrReg  = v7m. MemoryProtectionUnit . RasrReg ;
const  MpuRegionSpec  = struct  {
Ê   number :  u8 ,
Ê   address :  * const  u32 ,
Ê   attrs :  RasrReg ,
};

// zig fmt: off
const  apollo3_mpu_regions  = [ _] MpuRegionSpec  {
Ê   // Privileged text
Ê   . {
Ê       . number  = 0,
Ê       . address  = priv_text_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( priv_text_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 0,  . tex  = 0,  . ap  = . pro ,  . xn  = 0 },
Ê   },
Ê   // Privileged RO Data
Ê   . {
Ê       . number  = 1,
Ê       . address  = priv_rodata_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( priv_rodata_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 0,  . tex  = 0,  . ap  = . pro ,  . xn  = 1 },
Ê   },
Ê   // Privileged RW Data
Ê   . {
Ê       . number  = 2,
Ê       . address  = priv_rwdata_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( priv_rwdata_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 1,  . tex  = 0,  . ap  = . priv ,  . xn  = 1 },
Ê   },
Ê   // Peripheral Devices
Ê   . {
Ê       . number  = 3,
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Ê       . address  = peripheral_device_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = peripheral_device_size ,
Ê           . srd  = 0,  . b = 1,  . c  = 0,  . s  = 1,  . tex  = 0,  . ap  = . priv ,  . xn  = 1 },
Ê   },
Ê   // Unprivileged text
Ê   . {
Ê       . number  = 4,
Ê       . address  = unpriv_text_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( unpriv_text_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 0,  . tex  = 0,  . ap  = . ro ,  . xn  = 0 },
Ê   },
Ê   // Unprivileged RO Data
Ê   . {
Ê       . number  = 5,
Ê       . address  = unpriv_rodata_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( unpriv_rodata_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 0,  . tex  = 0,  . ap  = . ro ,  . xn  = 1 },
Ê   },
Ê   // Unprivileged RW Data
Ê   . {
Ê       . number  = 6,
Ê       . address  = unpriv_rwdata_start ,
Ê       . attrs  = . {  . enable  = 1,  . size  = @enumFromInt ( @intFromPtr ( unpriv_rwdata_size )),
Ê           . srd  = 0,  . b = 0,  . c  = 1,  . s  = 1,  . tex  = 0,  . ap  = . full ,  . xn  = 1 },
Ê   },
};
// zig fmt: on

Initializing the MPU

<<system_apollo3 :  systemMemProtectInit >>=
fn  systemMemProtectInit ()  void  {
Ê   <<mpu init :  declarations >>
Ê   <<mpu config >>

Ê   v7m. mpu. disable ();
Ê   for  ( apollo3_mpu_regions )  | region |  {
Ê       v7m. mpu. rnr . writeDirect ( region . number );
Ê       v7m. mpu. rbar . writeDirect ( @intFromPtr ( region . address ));
Ê       v7m. mpu. rasr . write ( region . attrs );
Ê   }
Ê   v7m. mpu. enable ( . {  . enable  = 1,  . hf_nmi_ena  = 0,  . priv_def_ena  = 1 });  !
}

! Privileged code is allowed to access the default region map. This facilitates access to the system
control block without having to define another MPU region.

Summary
This chapter shows how to configure the Cortex-M4 MPU to segregate memory usage between
privileged and unprivileged execution. This design uses seven MPU memory regions to separate
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privileged access from unprivileged access across code, read-only data, and read-write data. The
seventh region is used to restrict peripheral device access to privileged execution. The linker script
was rewritten to layout memory on specific boundaries to accommodate the manner in which the
MPU operates. Linker script symbols were defined whose values were directly used to configure the
MPU registers.

[1] Historically, this is not the case. ENIAC was first programmed external to its memory, which was used only to hold data.
Later improvements added the ability to store a program.
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The Tyranny of the Pins
In the late 1950Õs and into the 1960Õs CE, computer designers were struggling against the shear
number of wires  which had to be connected in order to build a computer from the electronic
components available at the time.

For some time now, electronic man has known how Ôin principleÕ to extend greatly his visual,
tactile, and mental abilities through the digital transmission and processing of all kinds of
information. However, all these functions suffer from what has been called 'the tyranny of
numbers.' Such systems, because of their complex digital nature, require hundreds,
thousands, and sometimes tens of thousands of electron devices.

Ñ Jack Morton, The Tyranny of Numbers

This time was before the invention of integrated circuits, which went a long way toward solving
these problems. However, computer chips, especially for systems which interact directly with the
outside environment, must be electrically wired to that environment. That is usual done by
connecting a pin  from the chip to some external circuitry. There are only so many pins which can be
reasonably accommodated on the physical chip carrier. Physical size is always a constraint in an
overall system design and genuine electrical and mechanical constraints apply. The external chip
pins must be connected to the internal chip peripheral which uses them. The total number of pins
required if all a chipÕs peripherals were in use usually exceeds the number of pins on the physical
package. Chips are designed to be used in a wide range of systems and most chip designs depend
upon systems which do not need every peripheral designed into an SOC. Some form of multiplexing
of the physical I/O pins to the peripheral I/O signals is a common solution. The mechanisms and
interfaces to select the mapping between the physical I/O pin and its internal function vary
significantly between chip vendors.

It would be convenient if I/O pins could be treated the same. Unfortunately, the electrical
characteristics required donÕt allow that. The use for a pin must be specified as input or output.
There are usually controls over how much current an output pin can drive. Inevitably there are
special  rules about certain pin usage and analog I/O also imposes different conditions.

To compound the problem, when a chip is used on a particular board, the I/O connections are
usually given names which indicate their use on the board. So, usually there is a name mapping
which must be considered. Tracing through the variety of names a pin might have in different
contexts is an annoyingly necessary undertaking.

Much of the details of this part of the book is necessarily specific to the Apollo 3 and the manner in
which it controls I/O functionality. Consider the built-in LED on the Artemis processor board as an
example. The following figure is from the processor board schematic diagram.
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Figure 11. Schematic Diagram for Micromod Status LED

The Apollo 3 has 50 I/O pins. Each I/O pin has up to 7 different selectable functions. In addition,
when the Apollo 3 is packaged as the SparkFun Artemis module and used as a MicroMod processor,
only certain pins are available and they are mapped to MicroMod naming conventions.

We assume the symbology of the diagram is understood. The information of interest shows that a
pin named, LED_BUILTIN , is connected to an LED which is mounted on the processor board. To
control the LEDfootnote::[From the schematic it appears that setting the LED_BUILTIN  pin to 1
causes a blue LED to illuminate.], the Apollo 3 SOC pin that is connected to LED_BUILTIN must be
found.

The following figure shows the Artemis module.
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Figure 12. Schematic Diagram for Micromod Artemis Module

The annotations on the inside of the Artemis module box  show the pin labeling from the point of
view of the Apollo 3 processor. The tags outside the module box show the labeling from the point of
view of the processor board schematic. Careful examination shows on the right hand side of the
module box that the 16th label from the top is called, LED_BUILTIN , and connects to the
D19(CMPRFO/SCCLK/I2SBCLK) . D19 is the pin designation. CMPRFO/SCCLK/I2SBCLK are abbreviations
for some of the internal functions for which D19 may be used (usually each pin has 7 possible
functions). So, to control the on-board LED, pin D19 must be configured as a general purpose
output.

This chapter shows a set of background request functions and their corresponding foreground proxy
functions which form the interface for controlling processor pins for General Purpose Input/Output
(GPIO) functionality. Note that no attempt is made to provide a means to configure all possible
functions of the GPIO pins. The Apollo 3 GPIO pins have many different and specialized
configurations. Many pins have specialized uses. The complexity of the general case is somewhat
dizzying. Rather, configuring and using the processor pins as simple I/O pins is sufficient. Later,
when other peripheral devices are included, those request functions will handle the required
configuration of I/O pins specific to the peripheral function. Some generic pin functions are provided
which are useful for both this general purpose I/O pin usage and pin usage by other peripherals.
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Pin Function definitions
One of the complexities of the Apollo 3 pin function selection scheme is that each pin has a distinct
mapping of a 3-bit number to its set of uses. If the pin is used as an external I/O connection, then its
function control is encoded as 3. This applies to all the pins. But for any internal peripheral use, the
encoding of the function is not the same across all pins and a detailed mapping is required. For
example, pin 19, can be used as the receive pin for UART #1 if its function selector is set to 6.
Setting the function selector for pin 18 to 6 connects the pin to the transmit pin for UART #2. The
point here is that you must have the mapping table from in the Apollo 3 data sheet to determine
the function selector value that allows the pin to be used with a particular peripheral. The following
figure, taken from the Apollo 3 data sheet, shows the allowed pad configurations. As you see, the
mapping is neither simple nor orthogonal.
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Figure 13. GPIO Pad Function Selections
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The mapping shown in the previous diagram relates the I/O Pad number and its function selection
code to a particular usage of the pin associated to the pad. This is not quite the mapping we need.
We need a mapping from Pad number and pad function to the function selection code. That
mapping is provided as part of the register descriptions of the GPIO peripheral.

Sharing Pins
There is only one GPIO peripheral in the Apollo 3 SOC, yet many peripherals need access to
particular pins. For example, I/O pins are used by any peripheral device wired to the environment
and not just GPIO pin usage. This is our first encounter with multiple peripheral instances that may
be used across different foreground proxy functions. We set up a minimal pin allocation scheme to
detect conflicts between differing uses of the I/O Pins.

<<device  access >>=
/// The `DeviceAllocator` type function generates a data type suitable to use
/// for controlling the allocation of multiple instances of peripheral
/// devices. The maximum number of instances is given by the `instance_count`
/// argument. Any instances that are pre-reserved are given by the
/// `reserved_instances` argument. Instance in the `reserved_instances`
/// slice will already have been marked as allocated when the function returns.
fn  DeviceAllocator (
Ê   comptime  instance_count :  usize ,
Ê   comptime  reserved_instances :  [] const  u8 ,
)  type  {
Ê   return  struct  {
Ê       var  allocation  = ablk :  {
Ê           var  result  = std . StaticBitSet ( instance_count ). initEmpty ();  !
Ê           for  ( reserved_instances )  | reserved |  {
Ê               result . set ( reserved );
Ê           }

Ê           break  : ablk  result ;
Ê       };

Ê       /// The `allocate` function marks the device `instance` as allocated.
Ê       /// The function returns an error if the instance is already allocated.
Ê       pub  fn  allocate (
Ê           instance :  u8 ,
Ê       )  ! void  {
Ê           if  ( allocation . isSet ( instance ))  return  error . Allocated ;
Ê           allocation . set ( instance );
Ê       }

Ê       /// The `allocateAny` function finds an unallocated instance of the
Ê       /// device, marks it as allocated and returns the instance number.
Ê       /// If no unallocated device can be found, an error is returned.
Ê       pub  fn  allocateAny ()  ! u8  {
Ê           if  ( findFirstUnset ())  | device |  {
Ê               allocation . set ( device );
Ê               return  device ;
Ê           }  else  {
Ê               return  error . OutOfDevices ;
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Ê           }
Ê       }

Ê       /// The `free` function marks the device `instance`
Ê       /// as free so that it may be reallocated in the future.
Ê       pub  fn  free (
Ê           instance :  u8 ,
Ê       )  void  {
Ê           allocation . unset ( instance );
Ê       }

Ê       /// The `isAllocated` function returns `true` if `instance` is allocated and
Ê       /// `false` otherwise.
Ê       pub  fn  isAllocated (
Ê           instance :  u8 ,
Ê       )  bool  {
Ê           return  allocation . isSet ( instance );
Ê       }

Ê       /// The `StaticBitSet` does not have a function to find the first unset bit.
Ê       /// So, we supply our own implementation.
Ê       fn  findFirstUnset ()  ?usize  {
Ê           const  iter  = allocation . iterator ( . {  . kind  = . unset  });
Ê           return  iter . next ();
Ê       }
Ê   };
}

! The standard library StaticBitSet  is an appropriate choice of data structure to track device
instance allocations.

Allocating GPIO Pins

Which pins are in use is information used by many foreground proxy functions. Foreground proxies
for the various devices are expected to allocate and free pins as they are needed and to check the
allocation they want to use.

<<device  access >>=
const  gpio_allocator  = DeviceAllocator ( svc_services . gpio . instances ,  &. {  20 ,  21  });  !

! Pads 20 and 21 are connected the software debug clock and data, respectively at reset time.
They are not  to be reallocated except with considerable deliberation.

GPIO Logical Device
Following the pattern established for the Watchdog Timer, the following diagram shows the usage of
peripherals for the GPIO logical device.
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Figure 14. GPIO Logical Device Components

Note that the remainder of this section discusses the logical device for individual pins used for
general purposes. Pins used for dedicated peripherals are described with each peripheral as they
come up.

There are a number of GPIO register operations which can be factored into common code for use
here and for the configuration needs of peripheral devices. This circumstance is true of several
peripheral devices where there are multiple instances of the device and some management over
the use of the devices instances is needed to coordinate the interactions of the foreground proxy
functions among themselves.

Following the diagram in the previous figure, we create data structures to manage the interactions
between the watchdog timer logical device and its component peripherals. We start with the
common interrupt control functions provided by the NVIC.

<<gpio  proxies >>=
const  irq_control :  IrqControl  = . {. irq_number  = apollo3 . Gpio . irq_number };

GPIO Peripheral Operations

This section shows a set of operations for a single GPIO pin. Since the state of a pin can be
represented by a single bit, the operations usually result in familiar bit mask expressions. The
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Apollo 3 GPIOÕs also supply registers which can set or clear a pin while not affecting other pins.
These registers save a read/modify/write transaction on the GPIO register. Where applicable, these
functions take advantage of such specialized registers.

<<gpio  proxies >>=
pub  const  pin_control  = struct  {
Ê   const  IoPin  = u8 ;

Ê   <<pin  control  operations >>
};

<<pin  control  operations >>=
fn  locate (
Ê   pin :  IoPin ,
)  struct  { u8 ,  u5}  {
Ê   const  index  = pin  /  @bitSizeOf ( mmio. WordRegister );
Ê   const  offset :  u5  = @truncate ( pin  % @bitSizeOf ( mmio. WordRegister ));
Ê   return  . {  index ,  offset  };
}

<<pin  control  operations >>=
/// The `set` function set the output value of the given pin to 1.
fn  set (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . wts [ index ]. writeBitField ( offset );
}

<<pin  control  operations >>=
/// The `clear` function set the output value of the given pin to 0.
fn  clear (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . wtc [ index ]. writeBitField ( offset );
}

<<pin  control  operations >>=
/// The `toggle` function set the output value of the given pin to the opposite
/// its current value.
fn  toggle (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . wt [ index ]. toggleBitField ( offset );
}
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<<pin  control  operations >>=
/// The `setTriState` function sets the tri-state of the given pin.
fn  setTriState (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . ens [ index ]. writeBitField ( offset );
}

<<pin  control  operations >>=
/// The `clearTriState` function clears the tri-state of the given pin.
fn  clearTriState (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . enc [ index ]. writeBitField ( offset );
}

<<pin  control  operations >>=
/// The `toggleTriState` function sets the tri-state of the given pin to
/// the opposite of its current value.
fn  toggleTriState (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . en [ index ]. toggleBitField ( offset );
}

<<pin  control  operations >>=
/// The `read` function returns the current value of `pin`.
fn  read (
Ê   pin :  IoPin ,
)  u1  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   return  apollo3 . gpio . rd [ index ]. readBitField ( offset );
}

<<pin  control  operations >>=
/// The `disableIrq` function disables the interrupt associated with `pin`.
fn  disableIrq (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . int_ctrl [ index ]. int_en . clearBitField ( offset );
Ê   apollo3 . gpio . int_ctrl [ index ]. int_clr . writeBitField ( offset );
}

<<pin  control  operations >>=
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/// The `enableIrq` function enables the interrupt associated with `pin`.
fn  enableIrq (
Ê   pin :  IoPin ,
)  void  {
Ê   const  index ,  const  offset  = locate ( pin );
Ê   apollo3 . gpio . int_ctrl [ index ]. int_clr . writeBitField ( offset );
Ê   apollo3 . gpio . int_ctrl [ index ]. int_en . setBitField ( offset );
}

<<pin  control  operations >>=
/// The `configure` function sets the pad and pin configuration informat
/// associated with `pin`.
fn  configure (
Ê   pin :  IoPin ,
Ê   pad_config :  PadConfigType ,
Ê   pin_config :  GpioConfigType ,
Ê   alt_pad_config :  AltPadConfigType ,
)  void  {
Ê   // Unlock configuration registers.
Ê   apollo3 . gpio . pad_key . write (. pad_key );

Ê   var  index  = pin  /  PadConfigType . packing_factor ;
Ê   var  offset :  u5  = @truncate ( pin  % PadConfigType . packing_factor );
Ê   apollo3 . gpio . pad_regs [ index ]. updateIndexedElement ( offset ,  pad_config );

Ê   index  = pin  /  GpioConfigType . packing_factor ;
Ê   offset  = @truncate ( pin  % GpioConfigType . packing_factor );
Ê   apollo3 . gpio . cfg_regs [ index ]. updateIndexedElement ( offset ,  pin_config );

Ê   index  = pin  /  AltPadConfigType . packing_factor ;
Ê   offset  = @truncate ( pin  % AltPadConfigType . packing_factor );
Ê   apollo3 . gpio . alt_pad_cfg [ index ]. updateIndexedElement ( offset ,  alt_pad_config );

Ê   // Re-lock the configuration register.
Ê   apollo3 . gpio . pad_key . write ( . {});
}

<<pin  control  operations >>=
/// The `disable` function returns `pin` to a quiescent state.
fn  disable (
Ê   pin :  IoPin ,
)  void  {
Ê   disableIrq ( pin );
Ê   configure (
Ê       pin ,
Ê       . {
Ê           . pull  = 0,
Ê           . inp_en  = 0,
Ê           . strng  = . low ,
Ê           // Every pad can have its function selection set to .gpio.
Ê           . fnc_sel  = apollo3 . Gpio . padFunctionSelector ( pin ,  . gpio )  catch  unreachable ,
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Ê           . r_sel  = .@"1.5K" ,
Ê       },  // pad configuration
Ê       . {
Ê           . in_cfg  = . rd_zero ,
Ê           . out_cfg  = . dis ,
Ê           . int_dir  = . int_lh ,
Ê       },  // pin configuration
Ê       . {
Ê           . ds  = 0,
Ê           . sr  = 0,
Ê       },  // alt pad configuration
Ê   );
}

GPIO Services

GPIO pin to register field mapping

Pin configuration for the Apollo 3 is controlled primarily with three registers, PADREG, CFG, and
ALTPADCFG. Note that there is a difference between configuring the pad  of the GPIO and configuring
the pin . The hardware description groups these registers as arrays since they are located
sequentially in the memory. There are 13 PADREG and ALTPADCFG instances and 7 CFG instances.
Each PADREG register is further divided into 8-bit groups which control the settings for one pin. The
8-bit groups are further divided into 4 bit fields which apply to all pins and a fifth field is used to
control functions which are particular to only certain pins. The ALTPADCFG registers are also divided
into 8-bit groups with additional bit fields in the group, but the controls are the same for all pins.
The CFG registers are divided into 4-bit groups with additional control bit fields in each group. Some
of the control bits in the CFG groups are overloaded in their control meaning. Yes, it is a complicated
interfacing scheme.

Notice that there are separate configuration requests for output and input pins. There is some
overlap in configuration settings, but generally you know whether a pin is to be used for input or
output from the context of the application. Separating the different configurations makes for a
simpler interface.

Following our pattern from the last chapter, we set up the device services and proxies for GPIO
control. First, we start with background service requests.

<<system_services :  device  service  definitions >>=
/// GPIO services
pub  const  gpio  = struct  {
Ê   <<gpio  services >>
};

<<gpio  services >>=
pub  const  instances :  DevSvcInstance  = apollo3 . Gpio . pin_count ;  !

! We consider each GPIO pin as a distinct instance of the logical device formed by the single GPIO
controller hardware block.

<<gpio  services >>=
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pub  const  GpioOperations  = DefineDeviceOperations (
Ê   . gpio ,
Ê   &. {  "output_config" ,  "input_config" ,  "disable" ,  "write" ,  "read" ,  "arm"  },
);

Next, we set up the necessary structure for the foreground proxy functions that carry out GPIO
requests.

<<device  proxies >>=

/// GPIO service proxies
const  gpio  = struct  {
Ê   <<gpio  proxies >>
};

As usual, we need some names defined in other namespaces.

<<gpio  proxies >>=
const  PinOutputType  = svc_services . gpio . PinOutputType ;
const  PullupResistance  = svc_services . gpio . PullupResistance ;
const  DriveStrength  = svc_services . gpio . DriveStrength ;

<<gpio  proxies >>=
const  PadConfigType  = apollo3 . Gpio . PadConfigType ;
const  GpioConfigType  = apollo3 . Gpio . GpioConfigType ;
const  AltPadConfigType  = apollo3 . Gpio . AltPadConfigType ;
const  PullupSelector  = apollo3 . Gpio . PullupSelector ;

The following sections present the background requests for the GPIO device. The familiar pattern of
presenting the request function which executes unprivileged in the background followed by the
foreground proxy function which manipulates the peripherals is followed.

Configure Output Pin Service

<<gpio  services >>=
/// The `outputConfig` function configures the GPIO given by, `pin`, to be an
/// output pin.  The manner in the output is driven is given by `type`.  The amount
/// of current which the pin can dirve is given by `drive_strength`.  An pull-up
/// resistor value for the GPIO pad is specified by `pullup_resistor`.
pub  fn  outputConfig (
Ê   /// The GPIO pin number of the pin to be configured as an output.
Ê   pin :  DevSvcInstance ,
Ê   /// An indicator of the electrical characteristics of the pin output.
Ê   output_type :  PinOutputType ,
Ê   /// The amount of current the pin is capable of driving.
Ê   drive_strength :  DriveStrength ,
Ê   /// A value for any pull up resistor to be associated with the pin pad.  _N.B._
Ê   /// for pin #20, the resistor is actually a pull-down resistor.  For all other
Ê   /// pins, the pad resistor serves as a pull-up resistor.
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Ê   pullup_resistance :  PullupResistance ,
)  SvcError ! void  {
Ê   std . debug . assert ( pin  < instances );

Ê   const  input_params  = OutputConfigInputParam . marshal ( . {
Ê       . type  = output_type ,
Ê       . drive_strength  = drive_strength ,
Ê       . pullup_resistance  = pullup_resistance ,
Ê   });
Ê   const  request  = GpioOperations . makeRequest (. output_config ,  pin );
Ê   return  devRealmSvcCall ( request ,  @ptrCast ( &input_params ),  null ,  null );
}

Some encodings of the various arguments for the parameters to the function are required.

<<gpio  services >>=
pub  const  PinOutputType  = enum {
Ê   push_pull ,
Ê   open_drain ,
Ê   tri_state ,
};

Internal pull up resistors on the GPIO pad are only available on certain pads. The following
enumeration unifies the naming which is then checked and split out again when the register fields
are computed.

<<gpio  services >>=
pub  const  PullupResistance  = enum {
Ê   none ,
Ê   weak,
Ê   @"1.5K" ,
Ê   @"6K" ,
Ê   @"12K" ,
Ê   @"24K" ,
};

<<gpio  services >>=
pub  const  DriveStrength  = enum {
Ê   @"2mA" ,
Ê   @"4mA" ,
Ê   @"8mA" ,
Ê   @"12mA" ,
};

Output pin configuration requires passing additional input parameters to the foreground proxy.

<<gpio  services >>=
pub  const  OutputConfigInputParam  = DefineSvcRequestParam ( struct  {
Ê   type :  PinOutputType ,
Ê   drive_strength :  DriveStrength ,
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Ê   pullup_resistance :  PullupResistance ,
});

Configure Output Pin Proxy

<<gpio  proxies >>=
/// The `outputConfig` function receives control of the GPIO output
/// configuration request via the SVC exception and the GPIO device class
/// dispatch function.
pub  fn  outputConfig (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  OutputConfigInputParam  = svc_services . gpio . OutputConfigInputParam ;

Ê   const  input_params ,  const  result  = OutputConfigInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  return  result ;

Ê   const  pin  = req . instance ;
Ê   gpio_allocator . allocate ( pin )  catch  return  . operation_failed ;

Ê   // The strategy is to compute the value of the three configuration registers
Ê   // based on the input parameter arguments and then perform the update
Ê   // the registers below.

Ê   var  pad_config :  PadConfigType  = . {};
Ê   pad_config . pull ,  pad_config . r_sel  =
Ê       configPullupResistance ( pin ,  input_params . pullup_resistance )  catch
Ê           return  . invalid_param ;
Ê   pad_config . inp_en  = 0;
Ê   pad_config . fnc_sel  = apollo3 . Gpio . padFunctionSelector ( pin ,  . gpio )  catch  unreachable ;

Ê   var  alt_pad_config :  AltPadConfigType  = . {};
Ê   switch  ( input_params . drive_strength )  {
Ê       .@"2mA"  => {
Ê           pad_config . strng  = . low ;
Ê           alt_pad_config . ds  = 0;
Ê       },
Ê       .@"4mA"  => {
Ê           pad_config . strng  = . high ;
Ê           alt_pad_config . ds  = 0;
Ê       },
Ê       .@"8mA"  => {
Ê           pad_config . strng  = . low ;
Ê           alt_pad_config . ds  = 1;
Ê       },
Ê       .@"12mA"  => {
Ê           pad_config . strng  = . high ;
Ê           alt_pad_config . ds  = 1;
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Ê       },
Ê   }

Ê   var  pin_config :  GpioConfigType  = @bitCast ( @as( u4 ,  0));
Ê   pin_config . out_cfg  = switch  ( input_params . type )  {
Ê       . push_pull  => . pushpull ,
Ê       . open_drain  => . od ,
Ê       . tri_state  => . ts ,
Ê   };

Ê   // These two fields work together and disable interrupts on an output pin.
Ê   pin_config . in_cfg  = . read_en ;
Ê   pin_config . int_dir  = . int_lh ;

Ê   pin_control . configure ( pin ,  pad_config ,  pin_config ,  alt_pad_config );

Ê   return  . success ;
}

The Apollo 3 GPIO configuration is complicated and many pins have special rules and uses. The first
one encountered here is with respect to pull-up resistors on the GPIO pads. All pads have the ability
to enable a pull-up resistor. For some pads, the pull-up is either disabled or, if enabled, is only a
weak  pull up. For pads which are can be used to drive I 2C or SPI output, there is a range of pull-up
resistor values which can be set. A check is made whether the pull-up resistor value given in the
input arguments is suitable for a given pin. These special rules about pull-up resistance are encoded
in the function, apollo3.Gpio.PadPullups.hasAlternatePullup  A function to handle pad
configuration for the pull-up resistors is factored out.

<<gpio  proxies >>=
fn  configPullupResistance (
Ê   pin :  DevSvcInstance ,
Ê   resistance :  PullupResistance ,
)  ! struct  { u1 ,  PullupSelector }  {
Ê   switch  ( resistance )  {
Ê       . none  => return  . {  0,  .@"1.5K"  },
Ê       . weak => {
Ê           if  ( apollo3 . Gpio . PadPullups . hasAlternatePullup ( pin ))
Ê               return  error . invalid_resistance ;
Ê           return  . {  1,  .@"1.5K"  };
Ê       },
Ê       .@"1.5K"  => {
Ê           if  ( ! apollo3 . Gpio . PadPullups . hasAlternatePullup ( pin ))
Ê               return  error . invalid_resistance ;
Ê           return  . {  1,  .@"1.5K"  };
Ê       },
Ê       .@"6K"  => {
Ê           if  ( ! apollo3 . Gpio . PadPullups . hasAlternatePullup ( pin ))
Ê               return  error . invalid_resistance ;
Ê           return  . {  1,  .@"6K"  };
Ê       },
Ê       .@"12K"  => {
Ê           if  ( ! apollo3 . Gpio . PadPullups . hasAlternatePullup ( pin ))
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Ê               return  error . invalid_resistance ;
Ê           return  . {  1,  .@"12K"  };
Ê       },
Ê       .@"24K"  => {
Ê           if  ( ! apollo3 . Gpio . PadPullups . hasAlternatePullup ( pin ))
Ê               return  error . invalid_resistance ;
Ê           return  . {  1,  .@"24K"  };
Ê       },
Ê   }
}

Configure Input Pin Service

<<gpio  services >>=
/// The `inputConfig` function configures the GPIO `pin` to be an input pin.
pub  fn  inputConfig (
Ê   /// The GPIO pin number of the pin to be configured as an input.
Ê   pin :  DevSvcInstance ,
Ê   /// The transitions of the input pin which are to generate an interrupt.
Ê   intr_config :  IntrConfig ,
Ê   /// A boolean value indicating whether the pin interrupt is to be disarmed when
Ê   /// it occurs.
Ê   disarm_on_active :  bool ,
Ê   /// A value for any pull up resistor to be associated with the pin pad.  _N.B._
Ê   /// for pin #20, the resistor is actually a pull-down resistor.  For all other
Ê   /// pins, the pad resistor serves as a pull-up resistor.
Ê   pullup_resistance :  PullupResistance ,
Ê   /// A pointer to the background proxy function which is to be executed when the
Ê   /// background notification associated with the pin interrupt is dispatched.
Ê   /// If the `intr_config` argument is specified as `.none` then a `null` value
Ê   /// must be given for `notify_proxy`.
Ê   notify_proxy :  ?DevSvcNotifyProxy ,
Ê   /// A caller supplied data value which is passed along in the background
Ê   /// notification.
Ê   closure :  usize ,
)  SvcError ! void  {
Ê   std . debug . assert ( pin  < instances );

Ê   if  ( notify_proxy  == null  and  intr_config  !=  . none )  return  SvcError . invalid_param ;

Ê   const  input_params  = InputConfigInputParam . marshal ( . {
Ê       . intr_config  = intr_config ,
Ê       . disarm_on_active  = disarm_on_active ,
Ê       . pullup_resistance  = pullup_resistance ,
Ê       . notify_proxy  = notify_proxy ,
Ê       . closure  = closure ,
Ê   });
Ê   const  request  = GpioOperations . makeRequest (. input_config ,  pin );
Ê   return  devRealmSvcCall ( request ,  @ptrCast ( &input_params ),  null ,  null );
}
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The following type gives the choices of when interrupts are generated for input pins.

<<gpio  services >>=
pub  const  IntrConfig  = enum {
Ê   none ,
Ê   both ,
Ê   low_high ,  // on the transition from 0 to 1
Ê   high_low ,  // on the transition from 1 to 0
};

<<gpio  services >>=
pub  const  InputConfigInputParam  = DefineSvcRequestParam ( struct  {
Ê   intr_config :  IntrConfig ,
Ê   disarm_on_active :  bool ,
Ê   pullup_resistance :  PullupResistance ,
Ê   notify_proxy :  ?DevSvcNotifyProxy ,  // If not configured to interrupt, no proxy is
needed.
Ê   closure :  usize ,
});

Configure Input Pin Proxy

When a GPIO pin is used as input, it can be used to generate an interrupt. In that case, a device
notification is sent to the background.

Interrupts can be generated on either transition, both transitions or no interrupt need be generated
if the pin is to be polled only. Note if no interrupt is requested, then the proxy function argument
must be null .

We need storage for the information about input pin interrupts and notifications. Simple worst case
static allocation is used, despite the fact that it would be a rare system indeed where all of its pins
are configured as inputs.

<<gpio  proxies >>=
const  GpioInputStatus  = struct  {
Ê   disarm_on_active :  bool ,
Ê   proxy :  DevSvcNotifyProxy ,
Ê   closure :  usize ,
};

var  notifications :  [ svc_services . gpio . instances ] GpioInputStatus  = undefined ;

<<gpio  proxies >>=
/// The `inputConfig` function receives control of the GPIO input
/// configuration request via the SVC exception and the GPIO device class
/// dispatch function.
pub  fn  inputConfig (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
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Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  InputConfigInputParam  = svc_services . gpio . InputConfigInputParam ;

Ê   const  input_params ,  const  result  = InputConfigInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  {
Ê       return  result ;
Ê   }

Ê   const  pin  = req . instance ;
Ê   if  (( input_params . intr_config  == . none  and  input_params . notify_proxy  !=  null )  or
Ê       input_params . notify_proxy  == null )  return  . invalid_param ;

Ê   gpio_allocator . allocate ( pin )  catch  return  . invalid_param ;

Ê   // Following the same design strategy as for output configuration,
Ê   // compute the values of the three required registers and write the
Ê   // to the chip after unlocking the registers.

Ê   var  pad_config :  PadConfigType  = . {};
Ê   pad_config . pull ,  pad_config . r_sel  =
Ê       configPullupResistance ( pin ,  input_params . pullup_resistance )  catch
Ê           return  . invalid_param ;
Ê   pad_config . inp_en  = 1;
Ê   pad_config . strng  = . low ;
Ê   pad_config . fnc_sel  = apollo3 . Gpio . padFunctionSelector ( pin ,  . gpio )  catch  unreachable ;

Ê   var  pin_config :  GpioConfigType  = . {};
Ê   pin_config . out_cfg  = . dis ;
Ê   switch  ( input_params . intr_config )  {
Ê       . none  => {
Ê           pin_config . int_dir  = . int_lh ;
Ê           pin_config . in_cfg  = . read_en ;
Ê       },
Ê       . both  => {
Ê           pin_config . int_dir  = . int_hl ;
Ê           pin_config . in_cfg  = . read_en ;
Ê       },
Ê       . low_high  => {
Ê           pin_config . int_dir  = . int_lh ;
Ê           pin_config . in_cfg  = . rd_zero ;
Ê       },
Ê       . high_low  => {
Ê           pin_config . int_dir  = . int_hl ;
Ê           pin_config . in_cfg  = . rd_zero ;
Ê       },
Ê   }

Ê   pin_control . configure ( pin ,  pad_config ,  pin_config ,  . {});

Ê   if  ( input_params . intr_config  !=  . none )  {
Ê       notifications [ pin ]. disarm_on_active  = input_params . disarm_on_active ;
Ê       notifications [ pin ]. proxy  = input_params . notify_proxy .? ;
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Ê       notifications [ pin ]. closure  = input_params . closure ;
Ê       pin_control . enableIrq ( pin );
Ê       irq_control . enable ();
Ê   }

Ê   return  . success ;
}

Disable GPIO Pin Service

<<gpio  services >>=
/// The `disable` function disables `pin` and frees `pin` to be reused.
/// Callers should disable any pins for which they have no further use to minimize
/// power consumption.
pub  fn  disable (
Ê   /// The GPIO pin number of the pin to be disabled.
Ê   pin :  DevSvcInstance ,
)  SvcError ! void  {
Ê   std . debug . assert ( pin  < instances );

Ê   const  request  = GpioOperations . makeRequest (. disable ,  pin );
Ê   return  devRealmSvcCall ( request ,  null ,  null ,  null );
}

Disable GPIO Pin Proxy

<<gpio  proxies >>=
pub  fn  disable (
Ê   req :  DevSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  pin  = req . instance ;
Ê   pin_control . disable ( pin );
Ê   gpio_allocator . free ( pin );
Ê   notifications [ pin ]. proxy  = undefined ;
Ê   notifications [ pin ]. closure  = undefined ;

Ê   return  . success ;
}

Write Output Pin Service

Since each pin can be represented by a single bit, rather than having a separate request for each
output operation, this design uses a single function with a parameter which states the operation to
perform.

<<gpio  services >>=
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const  WriteOp  = enum {
Ê   pin_set ,
Ê   pin_clear ,
Ê   pin_toggle ,
Ê   tristate_set ,
Ê   tristate_clear ,
Ê   tristate_toggle ,
};

The set, clear, and toggle operations are conventional and control the output seen at the pin. For
those output pins which have been configured as tri-state pins, the ability to control the tri-state
setting is also given set, clear, and toggle operations on the tri-state setting.

<<gpio  services >>=
/// The `write` function performs the operation indicated by, `operation`, on the
/// pin given by, `pin`.
pub  fn  write (
Ê   /// The GPIO pin number of the pin to be written.
Ê   pin :  DevSvcInstance ,
Ê   /// The write operation to perform on `pin`.
Ê   write_op :  WriteOp ,
)  SvcError ! void  {
Ê   std . debug . assert ( pin  < instances );

Ê   const  input_params  = WriteInputParam . marshal ( . {
Ê       . write_op  = write_op ,
Ê   });
Ê   const  request  = GpioOperations . makeRequest (. write ,  pin );
Ê   return  devRealmSvcCall ( request ,  @ptrCast ( &input_params ),  null ,  null );
}

<<gpio  services >>=
pub  const  WriteInputParam  = DefineSvcRequestParam ( struct  {
Ê   write_op :  WriteOp ,
});

Write Output Pin Proxy

<<gpio  proxies >>=
pub  fn  write (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  WriteInputParam  = svc_services . gpio . WriteInputParam ;

Ê   const  input_params ,  const  result  = WriteInputParam . receive ( input .? );
Ê   if  ( result  !=  . success )  {
Ê       return  result ;
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Ê   }

Ê   const  pin  = req . instance ;
Ê   switch  ( input_params . write_op )  {
Ê       . pin_set  => pin_control . set ( pin ),
Ê       . pin_clear  => pin_control . clear ( pin ),
Ê       . pin_toggle  => pin_control . toggle ( pin ),
Ê       . tristate_set  => pin_control . setTriState ( pin ),
Ê       . tristate_clear  => pin_control . clearTriState ( pin ),
Ê       . tristate_toggle  => pin_control . toggleTriState ( pin ),
Ê   }

Ê   return  . success ;
}

Read Input Pin Service

<<gpio  services >>=
/// The `read` function returns the current input value from `pin`.
pub  fn  read (
Ê   /// The GPIO pin number of the pin to be read.
Ê   pin :  DevSvcInstance ,
)  SvcError ! u1  {
Ê   std . debug . assert ( pin  < instances );

Ê   var  output_params :  ReadOutputParam  = . initial ;

Ê   const  request  = GpioOperations . makeRequest (. read ,  pin );
Ê   try  devRealmSvcCall ( request ,  null ,  @ptrCast ( &output_params ),  null );

Ê   return  output_params . unmarshal (). pin_value ;
}

<<gpio  services >>=
pub  const  ReadOutputParam  = DefineSvcRequestParam ( struct  {
Ê   pin_value :  u1 ,
});

Read Input Pin Proxy

<<gpio  proxies >>=
pub  fn  read (
Ê   req :  DevSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  pin  = req . instance ;
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Ê   const  ReadOutputParam  = svc_services . gpio . ReadOutputParam ;
Ê   return  ReadOutputParam . send ( . {. pin_value  = pin_control . read ( pin )},  output .? );
}

Arm GPIO Pin Service

Part of the configuration for an input pin is whether it is to be disarmed when it is triggered. This
request re-arms the pin when the application has decided it is ready to receive another input from
the pin.

<<gpio  services >>=
/// The `arm` function readies the input pin given by, `pin`, to notify changes in state.
pub  fn  arm(
Ê   /// The GPIO pin number of the pin to be armed.
Ê   pin :  DevSvcInstance ,
)  SvcError ! void  {
Ê   std . debug . assert ( pin  < instances );

Ê   const  request  = GpioOperations . makeRequest (. arm ,  pin );
Ê   return  devRealmSvcCall ( request ,  null ,  null ,  null );
}

Arm GPIO Pin Proxy

<<gpio  proxies >>=
pub  fn  arm(
Ê   req :  DevSvcRequest ,
Ê   _:  ?* const  anyopaque ,
Ê   _:  ?* anyopaque ,
Ê   _:  ?* anyopaque ,
)  SvcResult  {
Ê   const  pin  = req . instance ;
Ê   pin_control . enableIrq ( pin );

Ê   return  . success ;
}

Dispatching GPIO Requests

In keeping with the device foreground proxy design, a class level handler is used to dispatch
background requests to the appropriate proxy that handles the request.

<<svc  device  classes >>=
gpio ,

<<dev  svc  service  request  prongs >>=
. gpio  => &gpio . devClassHandler ,

Code to Models The Tyranny of the Pins  | 159 of 981



Finally, the GPIO class handler performs the dispatch to the operation functions of requests.

<<gpio  proxies >>=
/// The `devClassHandler` function dispatches watchdog operations based
/// on the value of the `req` argument. This function is invoked as a
/// class level dispatcher for the GPIO device.
fn  devClassHandler (
Ê   req :  DevSvcRequest ,
Ê   input :  ?* const  anyopaque ,
Ê   output :  ?* anyopaque ,
Ê   err :  ?* anyopaque ,
)  SvcResult  {
Ê   const  Operation  = svc_services . gpio . GpioOperations . Operation ;
Ê   const  gpio_operation :  Operation  = @enumFromInt ( req . operation );
Ê   const  proxy  = switch  ( gpio_operation )  {
Ê       . output_config  => &outputConfig ,
Ê       . input_config  => &inputConfig ,
Ê       . disable  => &disable ,
Ê       . write  => &write ,
Ê       . read  => &read ,
Ê       . arm  => &arm,
Ê   };
Ê   return  proxy ( req ,  input ,  output ,  err );
}

GPIO IRQ Handler
The notification from the GPIO device for an input pin contains the value of the pin when the
interrupt happened.

<<dev  notification  specs >>=
. {  "gpio" ,  u1  },

The IRQ handler for the GPIO pins has to find which pins are currently interrupting. At any given
time, that is most probably only 1 pin. The interrupt information about the pins is in separate
register arrays. With 50 pins and 32 bit registers, it takes two array elements to hold all the
information. The layout of the GPIO controller interrupt registers is in the form of a structure of bits,
composed into an array of two. No matter, two nested loops are used. The first loop iterates over
the controls which are grouped by 32 pins. So, there is at most two times through the outer loop.
The inner loop handles at most 32 pins, matching encoding of pins in a 32-bit register.

<<gpio  proxies >>=
/// The `gpioIrqHandler` function receives control when the gpio interrupt
/// is made active.
export  fn  gpioIrqHandler ()  void  {
Ê   var  pin_offset :  u8  = 0;  !

Ê   for  ( apollo3 . gpio . int_ctrl [ 0.. ])  | * int_ctrl |  {
Ê       var  int_pending  =
Ê            int_ctrl . int_stat . readDirect ()  & int_ctrl . int_en . readDirect ();  "
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Ê       while  ( int_pending  !=  0)  {
Ê           const  lead_bit :  u5  = @truncate ( @as( u6 ,  31)  -  @clz ( int_pending ));  #

Ê           // Handle processing for one pin.
Ê           int_ctrl . int_clr . writeBitField ( lead_bit );
Ê           const  pin  = pin_offset  + lead_bit ;
Ê           if  ( notifications [ pin ]. disarm_on_active )  {
Ê               pin_control . disableIrq ( pin );
Ê           }

Ê           const  result :  SvcResult ,  const  notification :  * DevNotification  = $
Ê               dev_notify_queue . reserveNotification ();
Ê           if  ( result  !=  . success )
Ê               panic . privPanic ( null ,  "GPIO notification failed" );

Ê           notification .*  = DevNotification . init (
Ê               . gpio ,  // operation
Ê               pin ,  // instance
Ê               notifications [ pin ]. proxy ,
Ê               notifications [ pin ]. closure ,
Ê               // GPIO specific notification information
Ê               . {  . gpio  = pin_control . read ( pin )  },
Ê           );
Ê           dev_notify_queue . commitNotification ();

Ê           int_pending  &= ~( @as( u32 ,  1)  << lead_bit );  %
Ê       }
Ê       pin_offset  += @bitSizeOf ( mmio. WordRegister )  ;
Ê   }
}

! The first 32 pins are handled by the first iteration and the remaining 18 pins are accounted for in
the second iteration of the loop. Note this implies we are dependent upon the unused bits of the
second interrupt register to read as zero.

" Find those interrupt sources that are both enabled and asserted. Most Apollo 3 interrupt status
registers are not  masked by the enabled interrupts ( cf . the UART interrupts where there is a
masked interrupts status).

# Counting the leading zeros in the status register can be used to determine the pin number
causing an interrupt. This saves examining the status register bit by bit in a loop, only to find
that most of the pins are not interrupting at this moment. N.B.  this services the pins in
descending order of pin number. Servicing in ascending pin order can be achieved by reversing
the bits in the int_pending  variable using the @bitReverse  built-in function.

$ GPIO pins only send notifications from the IRQ handler, so it is not necessary to raise the
execution priority.

% Since we managing the loop with integer values, we have to resort to bit twiddling to clear out
the interrupt indication of the bit just serviced.

Examples
In this chapter, four examples of using GPIO pins are shown.
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Driving an Input Pin

This example demonstrates using a GPIO pin as an input and we will drive the input using an
external square wave generator. The intent is to raise the frequency of the generated square wave
until the system is overloaded and fails.

The measurements were made with an Analog Discovery2 instrument, driving a square wave into
pin 27 (GPIO 3 on the MicroMod ATP carrier board).

<<drive - input :  main >>=
pub  fn  main ()  ! void  {
Ê   const  input_pin :  svc_services . DevSvcInstance  = 27 ;  // micromod GPIO 3
Ê   var  input_changed :  bool  = false ;

Ê   try  svc_services . gpio . inputConfig (
Ê       input_pin ,  // pin number
Ê       . low_high ,  // interrupt configuration
Ê       false ,  // disarm when activates
Ê       . none ,  // pullup resistence
Ê       svc_services . exec_control . svcVarSyncNotifier ,  // simple variable synchronization
Ê       @intFromPtr ( &input_changed ),  // variable used for synchronization
Ê   );

Ê   while  ( true )  {
Ê       try  svc_services . exec_control . runWait ( &input_changed );
Ê       std . debug . assert ( input_changed  == true );
Ê       input_changed  = false ;
Ê   }

Ê   try  svc_services . gpio . disable ( input_pin );
}

The following are the results of increasing the square wave frequency until failure for the various
release modes.

¥ ReleaseFast!Ñ!95 kHz, 10.5 #s

¥ ReleaseSmall!Ñ!70 kHz 14.3 #s

¥ ReleaseSafe!Ñ!95 kHz 10.5 #s

We can approximate the time to handle the IRQ request, queue a background notification and
dispatch the notification through the runWait  execution control to be approximately the times listed
above for the various optimization modes. This gives an approximate bound on how soon
background execution can be made aware of input from the system environment.

Code Layout

<<drive - input - test . zig >>=
<<edit  warning >>
<<copyright  info >>

comptime  {
Ê   _ = @import ( "start_main" );
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}

const  std  = @import ( "std" );
const  svc_services  = @import ( "svc_services" );

<<drive - input :  main >>

In and Out

GPIO pins are an extraordinarily useful means to provide insight into a running program with
minimal effect on the programÕs execution. The usual strategy is to change the state of an I/O pin
and measure the outcome using an external device such as a logic analyzer or oscilloscope.

In this example, the cycle time is measured from taking an interrupt on an input pin through the
background notification and then back to the foreground to toggle an output pin. A waveform
generator is attached to an input pin and the generator is configured to create a square wave. By
measuring the waveform created on the output pin, a phase  shift is observed between the rising
edge of the input and the rising edge of the output. The following diagram shows a simplified timing
diagram of what the example does.

Input from

waveform

generator

Output from

example

program

phase shift

GPIO Driven Square Wave Generation

Figure 15. GPIO Example Timing Diagram

The amount of time between corresponding rising edges gives a measure of the time required to
process:
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1. the input pin IRQ

2. queue a background notification

3. retrieve and dispatch the notification

4. process a background request to change the state of the output pin.

The choice of GPIO pins to use in the example is for convenience. In this case, pins 14 and 15 are
used.

<<in  and  out :  main >>=
const  input_pin :  svc_services . DevSvcInstance  = 27 ;  // micromod GPIO 3
const  output_pin :  svc_services . DevSvcInstance  = 28 ;  // micromod GPIO 4

Pin 14 is configured as an input which is triggered on both edges. Pin 15 is configured as an output.
The background notification function for pin 14 simply requests immediately that pin 15 be toggled.

<<in  and  out :  main >>=
fn  in_triggered (
Ê   notification :  * const  anyopaque ,
)  void  {
Ê   const  notify :  * const  DevNotification  = @ptrCast ( @alignCast ( notification ));
Ê   svc_services . gpio . write ( output_pin ,  if  ( notify . params . gpio  == 1)
Ê       . pin_set
Ê   else
Ê       . pin_clear
Ê   )  catch  @panic ( "failed to write GPIO pin" );
}

The main  program configures the GPIO pins and runs an infinite event loop.

<<in  and  out :  main >>=
pub  fn  main ()  ! void  {
Ê   try  svc_services . gpio . inputConfig (
Ê       input_pin ,  // pin number
Ê       . both ,  // interrupt configuration
Ê       false ,  // disarm when activates
Ê       . none ,  // pullup resistence
Ê       in_triggered ,  // background notification proxy
Ê       0,  // proxy closure
Ê   );

Ê   try  svc_services . gpio . outputConfig (
Ê       output_pin ,  // pin number
Ê       . push_pull ,  // output type
Ê       .@"2mA" ,  // drive stength
Ê       . none ,  // pull up resistance
Ê   );

Ê   var  forever :  bool  = false ;
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Ê   try  svc_services . exec_control . runWait ( &forever );
}

The following figure shows the results of the waveform generated on the output pin as the example
program attempts to mimic the changes in the input pin state. The code was built in safe mode. The
waveform generator driving the input is running at 20 kHz. The phase shift between the input
waveform and the output is approximately 25 #s

Figure 16. Waveform Generation Results

Taking a conservative value of 25 #s as the turn around time, then the maximum frequency input
waveform is approximately 20 kHz. This sets the lower time bound that the system can execute a
response in background processing to a change in the system environment.

It is interesting to consider what happens to this program if the input generated waveform is
greater than 20 kHz. In that case, background notifications cannot be removed and processed from
the background notification queue quickly enough and the system is unable to reproduce the
waveform. Eventually at a high enough frequency of input, in this case approximately 90 kHz, the
processing cannot keep up and the background notification queue overflows. As the code is written,
the GPIO IRQ handler detects the overflow and treats it as a panic  condition.

Code Layout

<<top - in - out - test . zig >>=
<<edit  warning >>
<<copyright  info >>

comptime  {
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Ê   _ = @import ( "start_main" );
}

const  std  = @import ( "std" );
const  svc_services  = @import ( "svc_services" );
const  DevNotification  = svc_services . DevNotification ;

<<in  and  out :  main >>
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Speak To Me
Asynchronous serial communications was invented long before microcontrollers. Universal
Asynchronous Receiver-Transmitter (UART) peripherals are commonly included in microcontrollers
SOCÕs. They support the lowest common denominator for communications. With the advent of USB-
to-UART bridge chips, UART peripherals are much more convenient to use, eliminating the need for
intricate cable connections.

This chapter shows how asynchronous serial communication is implemented in the
background/foreground scheme using the Apollo 3 UART module. UARTÕs have a long and trying
history of usage which has resulted in many variations of the communication schemes which use
them. Serial communications by UART depends upon many external factors. For example, it is
necessary for both sides in the communications to agree on speed, character size, parity inclusion,
and character framing. This agreement must be done a priori  and out of band  [1]. The lack of any
canonical link frame is another distinct problem. For example, an Ethernet packet is framed by the
protocol so that the boundary of a packet can be determined as it is received. For UART
communications, many such framings are in common use and for ordinary terminal I/O meant for a
human, there are several conventions used to determine how lines (framing in this case) are
terminated. This legacy of open-loop control creates substantial ÒaccidentalÓ complexity, but the
simplicity and common availability of a UART warrants a workaround for its shortcomings. Again, no
attempt is made to provide a comprehensive implementation which supports all the many
variations. Only those configuration features of a UART that are most commonly used are
implemented and those projects which have specific needs bear the burden of the additional work
involved.

Design Overview
The UART device code is designed to meet the following requirements:

¥ Receiving and transmitting data is interrupt driven. The IRQ handler code will transfer data to
and from the UART FIFO registers. The UART peripheral on the Apollo 3 does not support DMA
operations, so the processor must move the data on and off the peripheral.

¥ Since there are several possible link frames formats, receive and transmit data are buffered in
the foreground to allow for determining if a link frame has been received or to provide additional
formatting for building a frame for transmission. Unlike other cases where buffering or memory
management in foreground processing was avoided, this design uses a buffer on both the
transmit and receive sides.

¥ Potential input frames are detected by a set of framing procedures. For transmitting, the TX
framing adds bytes into the outgoing data to make up a frame. For receiving, the raw bytes
received may have characters removed to match the type of the framing. Passing through all
characters unmodified is also supported so that background processing can implement its own
link framing conventions. The provided framing mechanism allows us to handle raw
receive/transmit, terminal oriented I/O, and human interactive framing schemes.

¥ Options to configure the UART device characteristics are limited. The baud rate and hardware
flow control can be configured. The peripheral device is otherwise set to 8-bit characters, no
parity, and one stop bit as these are common in current usage.

The following figure shows a simplified schematic of how data is transferred to and from the UART.

Code to Models Speak To Me  | 167 of 981



UART Device

IRQ Handler

(RX Side)

IRQ Handler

(TX Side)

UART Rx bytes

UART Tx bytes

Background

Notification

Queue

Rx Available

Break

Tx Available

RX queue RX Framer
Received

Characters

TX queue TX Framer
Transmit

Characters

Receive

Request

Transmit

Request

Background

Notifications

Background

Notification

Proxy

Foreground Background

Consider the receive path in the previous diagram. The foreground code has an internal queue it
uses to hold the bytes as received from the UART. When the receive FIFO has reached its threshold,
the UART device raises an interrupt and control transfers to the portion of the IRQ handler used for
receiving. The handler reads bytes from the UART device FIFO and writes them to a receive queue.
If the queue becomes full, then reception either overruns or, if hardware flow of control is
supported, the transmitting peer is signaled that it must hold up transmission. When receive
requests are made by the background, the RX framing removes characters from the RX queue to
enforce link frame boundaries. Notifications indicate that additional characters are available and are
posted when the previous receive request was not completely filled ( i.e.  a ÒshortÓ read) and new
characters have arrived.

Background processing is responsible for requesting incoming data until it receives what it expects
and to use RX available notifications when more is expected.

The transmit path is similar. Background processing makes transmit requests to send data. The
transmit data is placed in the TX queue by the TX framing. The UART is fed characters from the TX
queue when it has space in its FIFO for more outgoing characters. Background notifications are
issued when a transmit request was not completely fulfilled ( i.e.  a ÒshortÓ write) and there is now
space available in the transmit buffer.

There is also a concept of a session with the UART. Before sending or receiving data, the application
must open  the UART. Opening the UART provides the address of a background proxy function which
receives the RX and TX notifications.

Applications should take care to only open the UART for an ongoing communications session and to
close it when finished in order to conserve power. The objective is to open the device, promptly do
what is required, and close the device immediately when no longer needed. However, for some
UART needs, e.g.  console I/O used for status reporting and debugging, a UART may be expected to
be left open for the lifetime of the program.

The following sections describe the details of how the UART requests are designed to operate and
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give the Zig source code. The presentation order of the implementation follows from a left to right
viewing of the previous diagram.

Representing a UART
Continuing our established pattern, this section describes the logical characteristics of the UART
device and how those characteristics are represented in code.

UART Logical Device Control

This section describes the data and code required to operate on the logical UART peripheral device.
This involves the settings and controls that combine all the physical peripheral devices into a
coherent unit.

The necessary controls needed to implement data transfer across the UART involves much more
than just the UART peripheral itself. Additional considerations are:

NVIC
The NVIC is used clear and enable the interrupt globally in the processor core.

GPIO Peripheral
Because a UART uses wired communications, there is a connection to the outside world. The
configuration of the I/O pins used by the UART peripheral to connect to the physical transmission
medium must be handled.

UART Peripheral
The UART peripheral is represented in the usual memory mapped manner.

Power Controller Peripheral
The Apollo 3 SOC has separate power enables for the UART peripherals which by default are
turned off.

The following diagram shows the combination of peripheral devices used to implement the logical
UART device. Notice that in addition to the expected interactions with the NVIC and the UART
peripheral, the UART device also uses the GPIO and Power Controller peripherals. The GPIO
peripheral is used to set up the pins which connect the UART to the environment. The Power
Controller controls the power domain associated with the UART peripheral. There are more than
usual peripheral block interactions required for the UART device.
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The following data structure contains the elements needed to control communications using the
UART peripheral and implement the buffer queuing.

<<uart  proxies >>=
/// The core data structure used to control the UART device.
const  UartDevice  = struct  {
Ê   /// The instance number of this UART.
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Ê   instance :  DevSvcInstance ,
Ê   /// Control data and processing for handling NVIC interactions.
Ê   irq_control :  IrqControl ,
Ê   /// Control data and processing for handling I/O pin assignments.
Ê   pin_control :  PinControl ,
Ê   /// Data and processing for controlling power to the UART peripheral.
Ê   power_control :  PowerControl ,
Ê   /// Control data and processing for interacting with the UART peripheral device.
Ê   uart_control :  UartControl ,
Ê   /// The type of framing to be used for transmitting and receiving.
Ê   framing :  FramingType ,
Ê   /// Data required to control the transmit side of the UART.
Ê   tx_control :  TxControl ,
Ê   /// Data required to control the receive side of the UART.
Ê   rx_control :  RxControl ,
Ê   /// State information indicating whether a transmitter flush request is pending.
Ê   flush_pending :  bool ,
Ê   /// Background proxy notification function.
Ê   proxy :  DevSvcNotifyProxy ,
Ê   /// A data value supplied by the user of the UART device and returned in the
Ê   /// background notifications from the UART.
Ê   closure :  usize ,

Ê   <<uart  control  functions >>
};

<<uart  proxies >>=
/// The type of the structure which overlays the memory mapped
/// control registers for the UART controller.
const  UartController  = apollo3 . UartController ;

The following sections discuss the components of the UartDevice  data structure.

UART Peripheral Control

The data sheet for the Apollo 3 UART module does not contain a sufficient description to know all
the necessary rules for how the UART peripheral operates. However, from a close examination of
the register descriptions it appears that the UART peripheral is an ARM PrimeCell part . The technical
reference manual for the PL011 UART has been used to supplement the information in the Ambiq
data sheet.

<<uart  proxies >>=
/// The `UartControl` data and method provide for direct control of the
/// UART peripheral itself.
const  UartControl  = struct  {
Ê   uart :  * volatile  UartController ,

Ê   <<uart  peripheral  control  functions >>
};
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<<uart  peripheral  control  functions >>=
/// Enable the interrupt necessary to support transmission.
fn  enableTxInterrupt (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . ier . updateField (. tx ,  1);
}

<<uart  peripheral  control  functions >>=
/// Disable the transmit interrupt at the peripheral chip.
fn  disableTxInterrupt (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . ier . updateField (. tx ,  0);
}

<<uart  peripheral  control  functions >>=
/// Enable the interrupts necessary to support reception.
fn  enableRxInterrupt (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . iec . writeBitField (. rx );
Ê   self . uart . iec . writeBitField (. rt );
Ê   self . uart . ier . updateFields ( . {
Ê       . rx  = 1,
Ê       . rt  = 1,
Ê   });
}

/// Disable the interrupts necessary used to support reception.
fn  disableRxInterrupt (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . ier . updateFields ( . {
Ê       . rx  = 0,
Ê       . rt  = 0,
Ê   });
}

<<uart  peripheral  control  functions >>=
/// Check if the transmit FIFO is full.
fn  txFifoFull (
Ê   self :  UartControl ,
)  bool  {
Ê   return  self . uart . fr . readField (. tx_ff )  == 1;
}

<<uart  peripheral  control  functions >>=
/// Check if the transmit FIFO is empty.
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fn  txFifoEmpty (
Ê   self :  UartControl ,
)  bool  {
Ê   return  self . uart . fr . readField (. tx_fe )  == 1;
}

<<uart  peripheral  control  functions >>=
/// Check if the receive FIFO is empty.
fn  rxFifoEmpty (
Ê   self :  UartControl ,
)  bool  {
Ê   return  self . uart . fr . readField (. rx_fe )  == 1;
}

<<uart  peripheral  control  functions >>=
/// Transfer a character to the UART transmitter.
fn  loadTxChar (
Ê   self :  UartControl ,
Ê   tx_char :  u8 ,
)  void  {
Ê   self . uart . dr . writeField (. tx_data ,  tx_char );
}

<<uart  peripheral  control  functions >>=
/// Obtain a character from the UART receive.
fn  unloadRxChar (
Ê   self :  UartControl ,
)  RxChar  {
Ê   return  self . uart . dr . readField (. rx_data );
}

<<uart  peripheral  control  functions >>=
/// Check if the transmitter is currently busy transmitting characters.
fn  txBusy (
Ê   self :  UartControl ,
)  bool  {
Ê   return  self . uart . fr . readField (. tx_busy )  == 1;
}

<<uart  peripheral  control  functions >>=
/// Check if the transmitter is currently busy transmitting characters.
fn  clearToSend (
Ê   self :  UartControl ,
)  bool  {
Ê   return  self . uart . fr . readField (. cts )  == 1;
}
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<<uart  peripheral  control  functions >>=
/// Disable the UART as well as any interrupt sources within the UART.
fn  clear (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . cr . writeDirect ( 0);
Ê   self . uart . ier . writeDirect ( 0);
Ê   self . uart . iec . writeDirect ( ~@as( mmio. WordRegister ,  0));
}

<<uart  peripheral  control  functions >>=
/// Enable the UART. This is typically done after it has been
/// otherwise initialized.
fn  enable (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . cr . setBitField (. uart_en );
}

<<uart  peripheral  control  functions >>=
/// Configure the levels at which the UART FIFO's cause interrupts.
/// Note there are no choices here.
fn  configFifos (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . ifls . writeFields ( . {
Ê       . rx_ifl_sel  = .@"3/4" ,  // 3/4 full for receiving
Ê       . tx_ifl_sel  = .@"1/4" ,  // 1/4 remaining for transmit
Ê   });
}

<<uart  peripheral  control  functions >>=
/// Configure the length of a character for the UART.
/// Note there are no choices here -- the setting is 8 bits, no parity.
fn  configCharLength (
Ê   self :  UartControl ,
)  void  {
Ê   self . uart . lchr . writeFields ( . {
Ê       . wlen  = .@"8bits" ,
Ê       . fen  = 1,
Ê   });
}

<<uart  peripheral  control  functions >>=
/// Configure clocking, rx / tx, and possibly rts / cts.
fn  configControls (
Ê   self :  UartControl ,
Ê   hdwr_flow_ctrl :  bool ,
)  void  {
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Ê   self . uart . cr . updateFields ( . {
Ê       . clk_en  = 1,
Ê       . clk_sel  = .@"24MHz" ,
Ê       . rxe  = 1,
Ê       . txe  = 1,
Ê   });
Ê   if  ( hdwr_flow_ctrl )  {
Ê       self . uart . cr . updateFields ( . {
Ê           . cts_en  = 1,
Ê           . rts_en  = 1,
Ê       });
Ê   }
}

<<uart  peripheral  control  functions >>=
/// Place a character into the transmitter, waiting if transmitter
/// is full.
fn  putTxChar (
Ê   self :  UartControl ,
Ê   tx_char :  u8 ,
)  void  {
Ê   // Make sure we don't hang forever. This can happen when hardware flow
Ê   // control is in effect and there is no connection on the other
Ê   // end of the UART that asserts CTS and so the FIFO never drains.
Ê   var  limit :  usize  = 50 ;
Ê   while  ( limit  > 0)  :  ( limit  -=  1)  {
Ê       if  ( ! self . txFifoFull ())  {
Ê           self . loadTxChar ( tx_char );
Ê           break ;
Ê       }
Ê   }  else  {
Ê       @panic ( "cannot load character into Tx FIFO" );
Ê   }
}

<<uart  peripheral  control  functions >>=
/// Place a buffer of characters into the transmitter, waiting as
/// necessary to transmit the entire buffer.
fn  putTxBuffer (
Ê   self :  UartControl ,
Ê   buffer :  [] const  u8 ,
)  void  {
Ê   for  ( buffer )  | char |  {
Ê       putTxChar ( self ,  char );
Ê   }
}

Baud rate divisor computations are often quite fussy since asynchronous communications requires
both sides to have reasonably precise clocks which have to be generated from the clock sources
available at each end of the connection. There are a number of schemes used by different UART

Code to Models Speak To Me  | 175 of 981



peripheral designs. In the Apollo 3 case, the baud rate divisor has an integer portion of 16 bits and
a fractional portion of 6 bits. In other words, the baud rate divisor is an unsigned UQ16.6 fixed
binary point number. That number is stored in the hardware as two separate registers, one register
for the integer portion and one for the fractional portion. The formula for computing the baud rate
divisor is given in the data sheet as, , where  is the UART clock
frequency and  is the desired baud rate. The term on the right hand side of the equals sign is
interpreted to mean the fixed binary point result in its separated component form. This seems to be
born out by the HAL code in the SDK, albeit the calculation there is done rather strangely, indicating
the author didnÕt have much experience in fixed radix point arithmetic. The ARM manual for the
PL011 UART has a better description of the calculation on p. 3-10. The usual concern here is to
avoid overflow during the calculation. The fixed binary point division is performed as a 64-bit value
since multiplying the maximum UART clock frequency of 24 MHz by 64 (6 fraction bits) overflows 32
bits. Otherwise, the usual fixed binary point calculation in 64-bit variable is used and then the
integer and fractional parts are separated out so they may be written to registers.

<<uart  peripheral  control  functions >>=
fn  configBaudRate (
Ê   self :  UartControl ,
Ê   baud_rate :  u32 ,
)  void  {
Ê   const  ureg  = self . uart ;
Ê   const  UartClockFrequency  = std . enums. EnumArray ( UartController . ClockFreq ,  u32 );
Ê   const  clock_freq_map  = comptime  UartClockFrequency . init ( . {
Ê       . noclk  = 0,
Ê       .@"24MHz"  = 24_000_000 ,
Ê       .@"12MHz"  = 12_000_000 ,
Ê       .@"6MHz"  = 6_000_000 ,
Ê       .@"3MHz"  = 3_000_000 ,
Ê   });

Ê   const  clk_sel  = ureg . cr . readField (. clk_sel );  !
Ê   const  clock_freq  = clock_freq_map . get ( clk_sel );
Ê   std . debug . assert ( clock_freq  !=  0);

Ê   const  br_frac_bits  =
Ê       @bitSizeOf ( @FieldType ( UartController . FbrdRegister ,  @tagName(. div_frac )));
Ê   const  max_idiv  =
Ê       math . maxInt ( @FieldType ( UartController . IbrdRegister ,  @tagName(. div_int )));
Ê   const  max_fdiv  =
Ê       math . maxInt ( @FieldType ( UartController . FbrdRegister ,  @tagName(. div_frac )));

Ê   const  br_div_numer  =
Ê       ( @as( u64 ,  clock_freq )  << br_frac_bits )  + @as( u64 ,  max_fdiv  /  2);  "
Ê   const  br_div_denom  = @as( u64 ,  baud_rate )  *  @as( u64 ,  16);
Ê   const  br_divisor :  u32  = @truncate ( br_div_numer  /  br_div_denom );

Ê   const  i_divisor  = br_divisor  >> br_frac_bits ;
Ê   const  f_divisor  = br_divisor  & max_fdiv ;

Ê   std . debug . assert ( i_divisor  !=  0);  #
Ê   std . debug . assert ( i_divisor  <= max_idiv );
Ê   std . debug . assert ( i_divisor  !=  max_idiv  or  f_divisor  == 0);
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Ê   const  lchr  = ureg . lchr . read ();
Ê   ureg . ibrd . writeField (. div_int ,  @truncate ( i_divisor ));
Ê   ureg . fbrd . writeField (. div_frac ,  @truncate ( f_divisor ));
Ê   ureg . lchr . write ( lchr );  $
}

! Note that the UART clock rate frequency must be set before invoking this function.

" For the numerator of the baud rate calculation, the clock frequency is scaled by the desired
number of fraction bits. The second term is a rounding term. This rounds up values greater than
half the fraction amount and rounds down those half or less.

# Check the bounds for the integer and fractional parts. Not all combinations of baud rates and
UART clock frequencies yield a valid divisor.

$ According to the ARM documentation , the LCRH, IBRD, and FBRD registers are internally a single
register which is has been split out into three registers at the memory interface. The internal
register is only updated when the LCRH register is written (p. 3-14). To update only the IBRD and
FBRD registers, a write to LCRH must follow the updates to the IBRD and FBRD registers. Hence
the pirouette of a register read followed by three register writes. The LCRH register is read to get
its current value, update the IBRD and FBRD registers and follow those updates with a write to
the LCRH register of its current value. Also note that as of V 2.5.1 of the Ambiq SDK, the HAL
code for configuring the baud rate has a ÒTODOÓ comment about the sequence used to write the
baud rate divisor registers. The code is not correct in that it does not write to LCRH, but the baud
rate does get set properly since the LCRH register is written later as part of the HAL codeÕs UART
configuration.

Power Control

Like many SOCÕs, the Apollo 3 has a power controller peripheral to enable the fine control needed in
low power systems. To conserve power, peripherals that are not used need not be powered up.

<<device  access >>=
const  PowerControl  = struct  {
Ê   /// The bit field indicating the particular peripheral device for
Ê   /// which the power is controlled. These bit fields help when dealing
Ê   /// when multiple peripheral instances show up in other control
Ê   /// registers as discretely named fields. For example, althought
Ê   /// UART 0 and 1 are distinct instances, the power controller has a
Ê   /// control register with fields named `pwr_uart_0` and `pwr_uart_1`.
Ê   /// This makes it impossible to use comptime enumeration literals to
Ê   /// identify the control register bit fields. Hence, we have to handle
Ê   /// runtime bit fields in order to separate power controls for the
Ê   /// two UART peripheral instances.
Ê   device :  @TypeOf( apollo3 . pwrctrl . dev_pwr_en ). BitField ,
Ê   /// The power domain in which the controlled device resides.
Ê   domain :  @TypeOf( apollo3 . pwrctrl . dev_pwr_event_en ). BitField ,

Ê   fn  init (
Ê       comptime  device_enable :  @Type(. enum_literal ),
Ê       comptime  power_domain :  @Type(. enum_literal ),
Ê   )  PowerControl  {
Ê       return  . {
Ê           . device  = . init ( device_enable ),
Ê           . domain  = . init ( power_domain ),
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Ê       };
Ê   }

Ê   fn  power_up (
Ê       self :  * const  PowerControl ,
Ê   )  void  {
Ê       // When power to a peripheral device is applied it takes
Ê       // some time for the circuitry to stabilize and be ready.
Ê       // The Apollo3 Power Controller supports sending an MCU event
Ê       // to the processor when the power to a domain is turned on
Ê       // and ready. We use that capability here to prevent a
Ê       // polling loop. It's a small power consumption gain,
Ê       // so we use what is available.
Ê       apollo3 . pwrctrl . dev_pwr_event_en . insertFieldValue ( self . domain ,  1);
Ê       apollo3 . pwrctrl . dev_pwr_en . insertFieldValue ( self . device ,  1);
Ê       while  ( apollo3 . pwrctrl . dev_pwr_status . extractFieldValue ( self . domain )  == 0)  {
Ê           v7m. wfe ();
Ê       }
Ê       apollo3 . pwrctrl . dev_pwr_event_en . insertFieldValue ( self . domain ,  0);
Ê   }

Ê   fn  power_down (
Ê       self :  * const  PowerControl ,
Ê   )  void  {
Ê       apollo3 . pwrctrl . dev_pwr_en . insertFieldValue ( self . device ,  0);
Ê   }
};

GPIO Pin Control

Since the UART must be wired to the external environment, GPIO pins must be configured with the
proper function and electrical characteristics. The only complication here is handling hardware flow
of control, which requires two extra pins to be managed. Also, not all UART peripherals can be used
with hardware flow of control. This is discussed below  when the UART configuration on the Artemis
MicroMod is presented.

<<uart  proxies >>=
/// The `PinControl` type holds that information for handling the
/// I/O pin interactions required to attach the UART to external pins.
const  PinControl  = struct  {
Ê   hdwr_flow_support :  bool ,
Ê   tx_pin :  UartIoPin ,
Ê   rx_pin :  UartIoPin ,
Ê   rts_pin :  UartIoPin ,
Ê   cts_pin :  UartIoPin ,

Ê   /// Allocate all the GPIO pins required for a UART. Note this
Ê   /// is an all or nothing operations. One either gets all the
Ê   /// required pins or no pins are allocated.
Ê   fn  allocate (
Ê       self :  * const  PinControl ,
Ê       enable_hdwr_flow :  bool ,

Speak To Me  | 178 of 981 Code to Models



Ê   )  ! void  {
Ê       try  self . tx_pin . allocate ();
Ê       errdefer  self . tx_pin . free ();

Ê       try  self . rx_pin . allocate ();
Ê       errdefer  self . rx_pin . free ();

Ê       if  ( enable_hdwr_flow  and  self . hdwr_flow_support )  {
Ê           try  self . rts_pin . allocate ();
Ê           errdefer  self . rts_pin . free ();

Ê           try  self . cts_pin . allocate ();
Ê       }
Ê   }

Ê   fn  free (
Ê       self :  * const  PinControl ,
Ê   )  void  {
Ê       self . tx_pin . free ();
Ê       self . rx_pin . free ();
Ê       if  ( self . hdwr_flow_support )  {
Ê           self . rts_pin . free ();
Ê           self . cts_pin . free ();
Ê       }
Ê   }

Ê   fn  configureTxRx (
Ê       self :  * const  PinControl ,
Ê   )  void  {
Ê       self . tx_pin . configure ();
Ê       self . rx_pin . configure ();
Ê   }

Ê   fn  configureHdwrFlowControl (
Ê       self :  * const  PinControl ,
Ê   )  void  {
Ê       self . rts_pin . configure ();
Ê       self . cts_pin . configure ();
Ê   }

Ê   fn  disable (
Ê       self :  * const  PinControl ,
Ê   )  void  {
Ê       self . tx_pin . disable ();
Ê       self . rx_pin . disable ();
Ê       if  ( self . hdwr_flow_support )  {
Ê           self . rts_pin . disable ();
Ê           self . cts_pin . disable ();
Ê       }
Ê   }
};
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<<uart  proxies >>=
const  Gpio  = apollo3 . Gpio ;

/// The `UartIoPin` type collects together the information to control
/// the pins and pads required for a UART. Note the use of functions
/// provided by the `gpio` proxy that perform the physical I/O for
/// configuring GPIO pins and pads.
const  UartIoPin  = struct  {
Ê   const  PadConfigType  = gpio . PadConfigType ;
Ê   const  GpioConfigType  = gpio . GpioConfigType ;
Ê   const  AltPadConfigType  = gpio . AltPadConfigType ;

Ê   pin :  u8 ,
Ê   pad_cfg :  PadConfigType ,
Ê   pin_cfg :  GpioConfigType ,
Ê   alt_pad_cfg :  AltPadConfigType ,

Ê   fn  allocate (
Ê       self :  UartIoPin ,
Ê   )  ! void  {
Ê       try  gpio_allocator . allocate ( self . pin );
Ê   }

Ê   fn  free (
Ê       self :  UartIoPin ,
Ê   )  void  {
Ê       gpio_allocator . free ( self . pin );
Ê   }

Ê   fn  configure (
Ê       self :  UartIoPin ,
Ê   )  void  {
Ê       gpio . pin_control . configure ( self . pin ,  self . pad_cfg ,  self . pin_cfg ,  self . alt_pad_cfg );
Ê   }

Ê   fn  disable (
Ê       self :  UartIoPin ,
Ê   )  void  {
Ê       gpio . pin_control . disable ( self . pin );
Ê   }
};

When the Apollo 3 is incorporated into the Sparkfun MicroMod Artemis processor board, UART0 is
attached to the USB-to-serial converter which is part of the MicroMod processor board. The only
UART pins connected are those for receive and transmit lines. However, the RTS pin of the USB-to-
serial converter is connected to the processor reset line. This means that when the device is opened
on the host computer and the RTS line is asserted, the Apollo 3 processor is reset. This is
convenient for using a boot loader to download an executable which is a primary use case
supported by the Sparkfun environment. But in our circumstances the processor reset disrupts a
JLink debugger and we need another method to obtain output from the system during JLink
debugger sessions. UART0 is serviceable at other times as long as you remember that opening
UART0 causes a system reset.
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The UART1 module is wired to the MicroMod connector as TX1, RX1, RTS1, and CTS1. This allows
hardware flow control via RTS and CTS and it appears as the primary UART. The MicroMod connector
also defines a RX2 and TX2 connection. These are not connected when the Artemis processor
serves as in the MicroMod system processor.

This particular hardware design implies that hardware flow control may only be configured on
UART1. UART0 may be configured and used for those cases where the implied reset is acceptable.
The most frequently anticipated use case is for UART1 carrying output to a connected host via the
USB-to-serial converter. This will provide a convenient and speedy output mechanism which is
standalone and always available.

The following table shows the pin labeling and gives the pin function select value which encodes the
pin for use with the UART peripheral in a given role.

Artemis Pin Label Apollo 3 Pin Number Function Select
Value

TXO-0 48 0

RXI-0 49 0

TX1 12 7

RX1 25 0

RTS1 10 5

CTS1 17 7

Table 5. UART Pin Mappings

Using the previous table, the hardware configuration information is specified as an initialized
variable. Note the variable is constant as this information does not change at run time. TX and RTS
pins must be configured to disable input and with no pull up resistor. RX and CTS pins must be
configured to enable input, also with no pull up resistor.

UART TX and RX Controls

The last few section described the control of the UART peripheral and its ancillary supporting
peripherals. That covers the hardware aspects of the logical UART. In this section, we describe the
internal data and code used to support the buffering and framing of UART data.

Since the UART device is capable of full duplex  communications, the transmit and receive sides are
treated separately. The data required to handle both sides is similar, but not identical. For
transmission, the following data structure is used.

<<uart  proxies >>=
/// The `TxControl` type holds the data required to manage transmission on a UART.
const  TxControl  = struct  {
Ê   const  TxChar  = u8 ;  // We only transmit bytes.

Ê   /// A FIFO queue to support buffering for the transmit side.
Ê   queue :  BipBuffer ( TxChar ),
Ê   /// Storage for buffer Tx characters.
Ê   storage :  [ tx_queue_size ] TxChar  = undefined ,
Ê   /// Character storage available to the transmit framing function for any
Ê   /// holding state history of the previously seen characters.
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Ê   set_aside :  [ 4] u8 ,
Ê   /// An index variable used as an iterator in the TX queue.  This member is
Ê   /// available to those framing functions which require tracking individual
Ê   /// characters in the TX queue.
Ê   cursor :  usize ,
Ê   /// A boolean status indicating whether the last transmit request was able to
Ê   /// queue all the requested bytes.
Ê   short_write :  bool ,

Ê   fn  reset (
Ê       self :  * TxControl ,
Ê   )  void  {
Ê       self . queue  = BipBuffer ( TxChar ). init ( &self . storage );
Ê       @memset( &self . set_aside ,  0);
Ê       self . cursor  = 0;
Ê       self . short_write  = false ;
Ê   }
};

For receiving, there are differences in the receive queue and receive framing functions. The
following data type records the information for controlling the receive side.

<<uart  proxies >>=
/// The `RxControl` type holds the data required to manage reception on a UART.
const  RxControl  = struct  {
Ê   /// A FIFO queue to support buffering for the receive side.
Ê   queue :  BipBuffer ( RxChar ),
Ê   /// Storage for buffer Rx characters.
Ê   storage :  [ rx_queue_size ] RxChar  = undefined ,
Ê   /// Character storage available to the receive framing function for any holding
Ê   /// state history of the previously seen characters.
Ê   set_aside :  [ 4] u8 ,
Ê   /// An index variable used as an iterator in the RX queue.  This member is
Ê   /// available to those framing functions which require tracking individual
Ê   /// characters in the RX queue.
Ê   cursor :  usize ,
Ê   /// A boolean status indicating whether fewer than the number of bytes
Ê   /// requested in the last receive request were transferred.
Ê   short_read :  bool ,

Ê   fn  reset (
Ê       self :  * RxControl ,
Ê   )  void  {
Ê       self . queue  = BipBuffer ( RxChar ). init ( &self . storage );
Ê       @memset( &self . set_aside ,  0);
Ê       self . cursor  = 0;
Ê       self . short_read  = false ;
Ê   }
};

We use a Bipartite Buffer  to implement a data queue for both receive and transmit. This type of
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buffer is noteworthy because all blocks reserved from the buffer are contiguous in memory. This
characteristic is most convenient for some of the framing operations that are performed in Rx and
Tx data.

<<uart  proxies >>=
const  BipBuffer  = @import ( "BipBuffer.zig" ). BipBuffer ;

The RX queue is slightly different from the Tx one. The UART peripheral device augments each
received byte with 4 bits of error status. The error status is tracked through the RX queue and error
information is handed back whenever the corresponding received byte is read by background
processing. So, 12-bit quantities are required to hold the RX data when extended by its status
information. The register definitions for the UART peripheral have a suitable data type.

<<uart  proxies >>=
/// The type of a received character when it is obtained directly
/// from the UART receiver. Additional bits of error information
/// are included.
const  RxChar  = UartController . RxCharWithError ;

The queue storage is sized generously enough for common usage. Much more transmitted data is
expected than received data.

<<system_config :  constants >>=
// The number of characters in the Tx queue
pub  const  tx_queue_size :  usize  = 2048 ;
// The number of characters in the Rx queue
pub  const  rx_queue_size :  usize  = 256 ;

<<uart  proxies >>=
const  tx_queue_size  = system_config . tx_queue_size ;
const  rx_queue_size  = system_config . rx_queue_size ;

Framing Transformations

When transmit data is copied into the TX queue as part of the transmit  service and when received
data is copied out of the RX queue as part of the receive  service, the data stream is framed by
adding (in the TX case) or subtracting (in the RX case) bytes to either encapsulate or decode the
data. This design supports a general mechanism to invoke framing functions and supplies framing
functions for three common situations.

Identity
All data is passed through unmodified in both directions.

Terminal
When receiving, carriage return (CR), linefeed (LF) or CR/LF sequences are converted to LF and
the frame is returned after any LF character. When transmitting, LF is converted to CR/LF. This
allows input records to be LF separated internally, but converted to CR/LF sequences on output.

Interactive
When transmitting, interactive framing is the same as terminal framing. When receiving,
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interactive framing echos input characters and responds to line editing characters ( e.g.
backspace (BS)). Interactive framing is suitable for use as a console directly interfacing to a
human.

<<uart  services >>=
/// An enumeration to specify the type of framing to be done on characters
/// passing through the UART.
pub  const  FramingType  = enum {
Ê   identity ,
Ê   terminal ,
Ê   interactive ,
};

<<uart  proxies >>=
const  FramingType  = svc_services . uart . FramingType ;

The framing mechanism can support an arbitrary number of framing transformers. The three
provided are for common usage, but framing functions for better defined link frames such as Serial
Line Internet Protocol (SLIP) or common modem communications frames can be integrated into the
mechanism.

Because the TX and RX framing functions transfer data from and to unprivileged memory, these
functions are required to perform that transfer in an unprivileged manner.

There are separate framing functions for transmit and receive.

<<uart  control  functions >>=
fn  txFramer (
Ê   udev :  * UartDevice ,
Ê   src :  [] const  u8 ,
)  usize  {
Ê   return  switch  ( udev . framing )  {
Ê       . identity  => identityTxFramer ( udev ,  src ),
Ê       . terminal  => terminalTxFramer ( udev ,  src ),
Ê       . interactive  => interactiveTxFramer ( udev ,  src ),
Ê   };
}

<<uart  control  functions >>=
fn  rxFramer (
Ê   udev :  * UartDevice ,
Ê   dest :  [] u8 ,
)  struct  { usize ,  RxCharError }  {
Ê   return  switch  ( udev . framing )  {
Ê       . identity  => identityRxFramer ( udev ,  dest ),
Ê       . terminal  => terminalRxFramer ( udev ,  dest ),
Ê       . interactive  => interactiveRxFramer ( udev ,  dest ),
Ê   };
}
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Since error information is tracked through the receiving mechanism, additional typing is required to
handle them.

<<uart  proxies >>=
const  RxCharError  = UartController . RxCharError ;
const  RxCharInt  = meta . Int (. unsigned ,  @bitSizeOf ( RxCharError ));
const  rx_status_success :  RxCharError  = . {};

fn  isRxSuccess (
Ê   rx_status :  RxCharError ,
)  bool  {
Ê   return  @as( RxCharInt ,  @bitCast ( rx_status ))  == 0;
}

Identity Framing Transformation

The identity framer performs no transformation on characters and passes through all characters
received or transmitted. This type of framing can be used by background processing for application
specific framing.

For transmitting, the identify framer just copies the data from the callerÕs buffer into the TX buffer.
The copy continues until there is either no more caller data or the TX buffer is full

<<uart  control  functions >>=
fn  identityTxFramer (
Ê   udev :  * UartDevice ,
Ê   src :  [] const  u8 ,
)  usize  {
Ê   const  queue  = &udev . tx_control . queue ;
Ê   // Tx framing involves inserting characters into the Tx queue.
Ê   // The Bip Buffer operates with a reserve / write / commit protocol.
Ê   const  dest  = queue . reserve ( src . len );

Ê   const  write_count  = @min( dest . len ,  src . len );
Ê   memcpyFromUnpriv ( dest [ 0.. write_count ],  src [ 0.. write_count ]);

Ê   queue . commit ( write_count );
Ê   return  write_count ;
}

<<uart  control  functions >>=
fn  identityRxFramer (
Ê   udev :  * UartDevice ,
Ê   dest :  [] u8 ,
)  struct  { usize ,  RxCharError }  {
Ê   const  queue  = &udev . rx_control . queue ;
Ê   // Rx framing involves transferring received data to the caller.
Ê   // Here, the Bip Buffer operations with a get block / copy out data / decommit block
Ê   // protocol.
Ê   const  src  = queue . getContiguousBlock ();
Ê   const  read_count  = @min( src . len ,  dest . len );
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Ê   const  count :  usize ,  const  recv_status :  RxCharError  =
Ê       copyOutRxChars ( dest [ 0.. read_count ],  src [ 0.. read_count ]);

Ê   queue . decommitBlock ( count );
Ê   return  . {  count ,  recv_status  };
}

There are a couple of cases that arise when transferring Rx data to the caller. In one situation, we
want to check for any received errors as the data is passed to the caller. Any errors will cause the
transfer to stop and report the error.

<<uart  control  functions >>=
fn  copyOutRxChars (
Ê   dest :  [] u8 ,
Ê   src :  [] RxChar ,
)  struct  { usize ,  RxCharError }  {
Ê   var  count :  usize  = 0;
Ê   var  recv_status  = rx_status_success ;
Ê   while  ( count  < dest . len  and  isRxSuccess ( recv_status ))  :  ( count  += 1)  {
Ê       const  char_with_err  = src [ count ];
Ê       recv_status  = char_with_err . data_err ;
Ê       v7m. strbt ( char_with_err . data ,  &dest [ count ]);
Ê   }
Ê   return  . {  count ,  recv_status }  ;
}

The other situation arises when an Rx framer holds back portions of the received data waiting for
the entire frame to arrive. In this case, any received error is check as data is placed in the Rx
queue. When a frame is detected, we do not have to check for received error again.

<<uart  control  functions >>=
fn  copyOutRxCharsUnchecked (
Ê   dest :  [] u8 ,
Ê   src :  [] RxChar ,
)  usize  {
Ê   var  count :  usize  = 0;
Ê   while  ( count  < dest . len )  :  ( count  += 1)  {
Ê       v7m. strbt ( src [ count ]. data ,  &dest [ count ]);
Ê   }
Ê   return  count ;
}

Terminal I/O Framing Transformation

Terminal I/O framing is intended for use with conventional CR/LF terminated records. The framing is
flexible to allow the usual permutations of CR and LF as either solitary record terminators or as a
sequence to indicate frame termination.

The implementation of terminalTxFramer  uses the set_aside  buffer to hold the last character
seen in the stream. This gives us the necessary state information to handle inserting a CR/LF
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